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Abstract
In this thesis, I investigate two challenges for Act Consequentialism which arise
in situations where many agents together can make a difference in the world.
Act Consequentialism holds that agents morally ought to perform those actions which have the best expected consequences. The first challenge for Act
Consequentialism is that it often asks too much. This problem arises in situations where agents can individually make a difference for the better, e.g. by
donating money to charities that fight extreme poverty. Act Consequentialism
here often requires agents to make immense sacrifices which threaten to compromise agents future ability to do more good, reduce agents to a drastically
simple lifestyle, and amount to taking up the slack left by others. The second
challenge is that Act Consequentialism often asks too little. This problem
arises both in situations where agents can not make any difference for the better, e.g. by stopping to pollute the environment, and in situations where they
can not make any difference whatsoever, e.g. when they individually vote or
protest against a morally bad but widely supported policy.
Act Consequentialism is subject to the above challenges because it only
considers the differences that individuals can make on their own. A natural
response is to adopt a form of Collective Consequentialism which considers
the difference that agents can make together. I investigate how far a Act
Consequentialism can deal with each of the above challenges, and how far
these challenges require us to adopt Collective Consequentialism.
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1. Introduction
Often we are morally required to perform certain actions because of their
good consequences. For example, we ought to take our litter home from the
park because doing so leaves the park clean and enjoyable, and we ought to
administer emergency aid to the victim of an accident because doing so helps
the victim survive.
This individualistic perspective links our moral obligations to the consequences of our individual actions. While this perspective is straightforward
and intuitive, it runs into trouble when we consider global problems and other
situations where good or bad consequences are brought about by the actions
of many agents together. Examples of such situations are political activism,
where our combined votes, petitions, and protests can influence local and national politics for better or worse; consumption behaviour, where our combined
consumption and lifestyle choices influence the state of the global environment,
the plight of animals in farming, and the lives of people in distant countries;
and donations to charity, where our combined donations can help to alleviate
the plight of the world’s poor. Call such situations “many-hands-cases”.
When we think about many-hands-cases in the above individualist terms,
we encounter two opposing problems. First, in cases where we individually
can make a difference for the better, the moral obligations which are implied
by the individualist perspective can be asking too much. For example, in the
case of global poverty, we are faced with a situation where millions of people
are in desperate situations and within the reach of our ability to help. Thus
contrary to the accident case, we are here never finished with helping those
in desperate need, and continuing to respond to such need ultimately entails
large costs to ourselves in terms of our time and material resources.
Second, in cases where it seems that we individually cannot make any
morally significant difference for the better, the individualistic perspective has
difficulty with identifying any moral obligations on the side of individuals,
and can be asking too little. For example, individual contributions to global
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warming may seem so insignificantly small that emissions reductions of single individuals appears pointless. Likewise, individual protest letters against
a morally wrong but widely supported policy arguably have no positive effect
whatsoever, and again an individualistic perspective is hard pressed to identify
anything that ought to be done in such a situation.
The problems of asking too much and asking too little confront not only
the moral philosopher, but every affluent person who takes global and other
large-scale problems seriously. They are reflected in the familiar feeling of
being overwhelmed with the never-ending need for our contribution in cases
like global poverty, and discouragement about the seeming insignificance of
our individual contributions in cases like climate change.
An intuitive response to these problems is to think about many-hands-cases
from a collective perspective. When determining what one ought to do about
a given global problem, one does then not ask “what difference can I make?”.
Instead, one asks “what would be best for us to do” or “what difference would it
make if everyone did this or that?”, and one then derives what one individually
ought to do from the answer to these questions. For example, one may hold
that one ought to take trains rather than planes whenever possible, because
this is part of the best we together can do to prevent potentially catastrophic
climate change, even though it may not have any positive consequences by
itself. Likewise, one may hold that one ought to donate only a moderate share
of one’s resources to charity, because this is part of the best we together can
do to help the global poor.
In the present thesis, I investigate whether the above problems really require
us to take such a collective perspective, or whether they can also be avoided
by taking an appropriately sophisticated individualist perspective. Part I
discusses the problem that an individualist perspective can result in an account
of moral obligations that is asking too much of us. Part II discusses the reverse
problem that this perspective can result in an account of moral obligations that
is asking too little.

1.1. Three perspectives on the topic
The above reference to an individualist and collectivist perspective can be
spelled out in common philosophical terms in three complementary ways. First,
this thesis can be read as discussing which reasons determine what we morally
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ought to do in many-hands-cases. Second, it can be understood as discussing
which Consequentialist moral theories or principles best apply to such situations. Third, it can be read as discussing whether we should be actualist or
possibilist about others’ actions.

1.1.1. Many-hands-cases and reasons to contribute
Call what individuals ought to do in many-hands-cases their “obligations to
contribute” to making the world better.1 Call those facts about a given manyhands-case that explain what individuals ought to do in that case the morally
relevant “reasons to contribute”.2
Prima facie, many different facts about a given many-hands-case can potentially be reasons to contribute. Some of these facts may have only a loose
connection to the case at hand. For example, a friend may have talked you
into promising to give money to Oxfam, and your promise is at least a pro
tanto reason for you to contribute to Oxfam’s cause. Other possible reasons to
contribute that have a closer link to the many-hands-case are people’s rights
to be assisted when in need, or facts about who has brought about a given
bad state of affairs. For example, if a given nation’s past colonial policies have
brought about economic disaster in the former colonies, then this fact may
be a reason for citizens of that country to render assistance to their country’s
former colonies.
In any many-hands-case, however, one of the most important possible reasons to contribute are facts about how we collectively or individually can make
the world better or worse. Call these facts “teleological” or “consequence-based”
reasons to contribute.3 In the present thesis, I am only concerned with such
consequence-based reasons, and set aside all other possible reasons to contribute. This focus is not meant as a Consequentialist commitment that only
consequence-based reasons are reasons to contribute. Instead, all I assume is
1

I use the term “obligation” in a wide sense, as a noun for the auxiliary verb “ought”, as
opposed to the narrow sense of obligations as a more restricted class of pro tanto requirements. Further, speaking of what agents ought to do is to be understood as speaking about
moral obligations.
2
Reasons to contribute are a special subset of all reasons for actions, as they are not
just any odd facts in favour of contributing, but facts that together can make it the
case that agents morally ought to contribute. Slightly adapting John Broome’s terms
(“Normative Requirements”, pp. 399-401), the conjunction of all the reasons to contribute
morally “oughts” what a given agent morally ought to do.
3
Woodard, Reasons, Patterns, and Cooperation, p. 7.
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that consequences are often very important considerations in thinking about
what we ought to do, important enough to warrant an extensive investigation
into how precisely these reasons work. The focus on consequence-based reasons is merely meant to facilitate this investigation. Due to this focus, calling
actions and patterns of actions “best” or “optimal” is henceforth meant to mean
that they bring about best consequences.4
I discuss two ways in which in which consequences can be reasons for individuals to act in certain ways: First, the consequences of each action available
to the given individual can be reasons for or against performing these actions.
For example, the fact that donating to Oxfam will alleviate the plight of the
poor is such an “individual consequence-based” reason for you to donate rather
than to spend the money on expensive dining.
Second, the consequences of what we together can do can be thought of
as reasons for individuals to play or not play their part in the respective collective behaviour. For example, if everyone donated twenty percent of their
income to poverty-relieving charities, this would arguably result in too much
money donated that way, and would have worse consequences than if everyone donated five percent of their income. This fact is a putative “collective
consequence-based reason” for you to donate five rather than twenty percent
of your income.5
What I called the “individualist” perspective on our obligations to contribute
is then a moral outlook which, among the different conceivable consequencebased reasons, only considers individual consequence-based reasons as determinants of what individuals ought to do in many-hands-cases. In these terms,
the core problem and question of this thesis read as follows:
A moral outlook which only consider individual consequence-based
reasons as consequence-based reasons to contribute in many-handscases faces the problems of asking too much and asking too little.
Do these problems call for a different moral view which takes into
account collective consequence-based reasons?

4

The point of using “best” and “optimal” in these ways is to avoid more awkward formulations like Parfit’s term “optimific” Parfit (On What Matters: Volume One, p. 375).
5
For the distinction between individual and collective consequence-based reasons, see
Woodard, Reasons, Patterns, and Cooperation, p. 17.
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1.1.2. Many-hands-cases and Consequentialism
The core question of this thesis can also be framed in the more familiar terms
of Consequentialist moral principles. Let a “moral principle” be a general
normative claim that aims to provide a generalised description and explanation
of what moral obligations there are. Such principles take the general form “you
ought to perform those actions which have property F ”. Moral principles then
implicitly acknowledge an action having property F to be a reason in favour
of that action. Call the obligations to contribute that are entailed by a given
moral principle the obligations that this principle “yields” or the “requirements”
of this principle, and their content what this principle “requires”.6
Consequentialist moral principles all have in common that they only acknowledge consequence-based reasons to contribute. These principles then
hold that moral rightness is determined solely by considerations of value or
goodness. Different Consequentialist moral principles can be distinguished by
how they link value and rightness, or what kind of consequence-based reasons
they acknowledge. First, Act Consequentialism only acknowledges individual
consequence-based reasons, and thereby corresponds to the above individualist perspective. Roughly speaking, Act Consequentialism claims that agents
ought to perform those actions which, among all alternative actions available
to them, produce the best outcomes overall. Second, “Collective Consequentialism” acknowledges collective consequence-based reasons as reasons for action,
and corresponds to the above collectivist perspective. Collective Consequentialism holds that the consequences of actions that agents together can perform
matter to what individuals ought to do.7
Different forms of “Pure Collective Consequentialism” only acknowledge collective consequence-based reasons as reasons to contribute. Examples are Consequentialist Generalisation, which holds that agents ought to perform those
actions which would be best for everyone to perform, and compliance-based
forms of Rule Consequentialism, which hold that agents ought to perform those
actions which conform to a rule of conduct that would be best for everyone to
comply with. Different forms of “Mixed Collective Consequentialism” acknowl6

By using “requirement” as synonymous with “obligation”, I depart from Broome’s
usage of the term “normative requirements” to denote a distinct normative concept
(“Normative Requirements”, pp. 401–403). The reason for this departure is that I do not
discuss normative requirements in Broome’s sense, and that treating “requirement” and
“obligation” as synonymous allows for more idiomatic expressions.
7
Woodard, Reasons, Patterns, and Cooperation, pp. 7–10, 17.
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edge both collective consequence-based reasons and individual consequencebased reasons as reasons to contribute. Examples are Christopher Woodard’s
Pluralist Consequentialism, and, with some qualifications, Liam Murphy’s Collective Principle of Beneficence.8
In terms of these different Consequentialist principles, the core problem and
question of this thesis then read as follows:
In many-hands-cases, Act Consequentialism is subject to the problems of asking too much and asking too little. Do these problems
call for abandoning Act Consequentialism in favour of a form of
Collective Consequentialism?
It is important to note that even when framed in this way, the discussion
is not restricted to a Consequentialist audience and has the same level of
generality as when it is framed in terms of morally relevant reasons for action.
This is because I here only discuss the different Consequentialist principles as
medium-range moral theories. That is, I do not treat them as moral theories
that claim to cover every moral choice situation possible, e.g. that explain
one’s obligations to one’s aged parents. Instead, I understand them as moral
principles that only aim to cover a certain area of morally relevant choices,
namely those pertaining to many-hands-cases where intuitively, improvement
of the overall state of the world is the prime moral consideration. Understood
in this way, the principles are agnostic about obligations in other morally
relevant choices, and the reasons that determine what one ought to do there.9

1.1.3. Many-hands-cases and Actualism vs. Possibilism
Explaining Act Consequentialism in terms of individual consequence-based
reasons, and understanding it as an explication of an individualist perspective
on obligations to contribute, does not mean that Act Consequentialism ignores
other agents’ actions when determining what a given individual ought to do.
Very often, the consequences of our individual actions depend on what others
do, and on how others’ would respond to the different options available to
8

See chapter 5 for a detailed discussion of Murphy’s view in relation to Mixed Collective
Consequentialism.
9
For a discussion of the idea of treating Consequentialist moral principles as principles
that explain only part of morality, see Mulgan, Demands, p. 122 and the brief introductory
note in Parfit, “What We Together Do”, p. 1. An example of discussion Consequentialist
moral principles in this way is Liam Murphy’s Moral Demands in Nonideal Theory.
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us individually. Suppose you witness an assault in the subway and consider
intervening to help the victim, but you are clearly too weak to overpower the
attacker.10 The consequences of your intervening then depend on what other
passengers would do in response to your intervention: If they came to your
help, your intervention is likely to succeed, if not, you are likely to end up
as another victim. In determining what you are morally required to do, Act
Consequentialism thus takes into account what action others in fact perform,
e.g. that there is an attack to begin with, and would perform in response to
your actions, e.g. that the other passengers would come to your help if you
intervened.
The different perspective taken by Pure Collective Consequentialism then
concerns only how, not whether, others’ actions are considered. When we think
about collective consequence-based reasons that refer to the consequences of
what we together can do, we have to suspend judgement about the actual
actions and predicted reactions of others. For example, we would here ignore
the individual consequence-based reason that the other passengers would not
assist you in subduing the attacker. Instead, we only consider the consequencebased reason that the assault could be stopped by all bystanders together
intervening.
Now these different perspectives on others’ actions have a parallel in a wellknown debate within Act Consequentialism, namely with regard to an agent’s
own future actions. For example, the consequences of you investing money
into education rather than donating it to charity depend on how you would
employ your increased qualification in the future. Suppose that you would use
your qualifications only for your own pleasure. Actualism holds that what you
ought to do now depends on what you would actually do in the future, and
judges that you ought to forgo further education and donate to charity instead.
By contrast, according to possibilism, what you ought to do now depends on
what you could do in the future, and judges that you ought to invest into more
education, as you then could do much more good in the future by donating
additional income later on.11
By analogy to actualism and possibilism about a given individual’s actions
at different times, we can categorise Act Consequentialism as actualist, and
10

The case is adapted from Held, “Can a Random Collection of Individuals Be Morally Responsible?”,
pp. 476–477.
11
The terms “actualism” and “possibilism” are prominently introduced in Jackson and
Pargetter, “Oughts, Options, and Actualism”.
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Collective Consequentialism as possibilist with regard to others’ actions. In
these terms, the core problem and question of this thesis reads as follows:
In many-hands-cases, a position which is actualist about others’
actions encounters the problems of asking too much and asking
too little. Do these problems call for becoming possibilist about
others’ actions instead?12

1.2. Outline of Argument
For most of the discussion, I shall understand the core problem and question
of this thesis in terms of competing Consequentialist principles. The primary
reason for this choice is that in the existing philosophical literature, the problems of asking too much and asking too little are commonly discussed with
regard to Act Consequentialism. In order to decide this “contest”, we need to
ask two questions in each many-hands-case where Act Consequentialism runs
into difficulty:
1. How well can sophisticated Act Consequentialist reasoning deal with the
case?
2. How well can a Collective Consequentialist principle deal with the case,
and at which possible further theoretical cost?
Answering these two questions then allows us to compare Act Consequentialism
and Collective Consequentialism and to determine whether the case warrants
a move to Collective Consequentialism.
Following the lead of the sporting metaphor of a contest, the thesis is structured into two “matches” according to the problems of asking too much and
asking too little, each of which is again structured into three “sets”. Part I discusses the problem that Act Consequentialism seems to ask too much in certain
many-hands-cases. This problem arises in cases where individual agents can
12

The parallel between possibilism and Collective Consequentialism has not received much
attention, but it has been noted e.g. by Louise, “Moral Demands”, pp. 188f. and Bykvist,
“Alternative Actions”, p. 60. Further, Woodard, Reasons, Patterns, and Cooperation,
pp. 17–19 makes explicit the equivalence of the distinction between actualism and possibilism about others’ actions, and the distinction between individual and collective consequencebased reasons. See also Woodard, “A New Argument Against Rule Consequentialism”, pp.
250, 252.
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make a positive difference with regard to some many-hands-case, but where
they can never contribute enough to improve the situation to the point where
no further contributions are needed. The most prominent example of such
many-hands-cases is the problem of global poverty. Act Consequentialism here
seems to require agents to keep donating to charity, to the point of requiring
very large sacrifices.
My discussion of the problem of asking too much is structured according to
three different reasons for which the extensive demands of Act Consequentialism might seem objectionable. First, some extensive demands may be objectionable because complying with such demands compromises agents’ resources
to the point where their ability to do more good in the future becomes compromised (chapter 3). Second, extensive demands may be objectionable because
they exceed what morality can require of us (chapter 4). And third, the extensive demands of Act Consequentialism may be objectionable because they
only arise because others are not doing enough e.g. to help the poor. The
demands then amount to requiring agents to take up others’ slack, and this
seems unfair (chapter 5).
Part II discusses the problem that Act Consequentialism seems to ask too
little in other many-hands-cases. This problem arises in cases where agents’
attempts to improve outcomes have only insignificant effects, or no effect at all,
but where several agents together can improve matters. Act Consequentialism
then cannot require agents to make any contributions, and thereby allows
groups of agents to produce much less good outcomes than they could together
bring about.
My discussion of the problem of asking too little is structured according to
different classes of cases where the objectionably undemanding verdicts of Act
Consequentialism arise. First, I discuss cases where individual contributions
never seem to make any morally significant difference, but where individuals
together can bring about better or worse outcomes (chapter 6). Many cases
of environmental damage have this structure, the paradigm example of which
is the taking of shortcuts over a patch of grass: Many people together can improve the looks of a lawn by refraining from walking on the grass, but it seems
that no individual can make any difference for the better or worse by changing
their lawn-walking behaviour. Second, I discuss cases where agents’ individual
attempts to improve outcomes do not make any difference whatsoever. One
paradigm case for these situations is majoritarian voting: If too few people
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vote for the morally preferable option, then no one can improve outcomes by
casting her vote for this option. Other important cases are problems of environmental damage where a complex system like an ecosystem or the climate
reacts non-linearly to human actions. Once some critical threshold of damage
is sufficiently far exceeded, no individual can improve outcomes by refraining
to pollute, as the threshold will be exceeded anyway. I discuss both situations
where the level of these thresholds is unknown to agents (chapter 7), and cases
where it is known (chapter 8).
These two “matches” are prefaced by a round of “qualifications” (chapter 2),
i.e. a discussion which precisely specifies the two contenders, and thereby
delineates and defends the scope of the contest. Before moving to this chapter,
however, one methodological remark is in place: The two problems that manyhands-cases pose to Act Consequentialism are in many respects problems of
implausibly high or low demands. When I assert that some claim is plausible,
I thereby mean to state first, that the claim is true, second, that I do not
further explain why I think that it is true, and third, that the claim is so
widely supported that this lack of further justification is not a problem for
using it in the argument. Similarly, when I claim that some proposition is
implausible, I mean that I take it to be false, that I do not explain why I
do so, and that its falsity is widely acknowledged and can hence safely be
assumed in the argument. Making such assumptions about normative claims
is unavoidable if one wants to do any substantial normative ethics, because
one needs some premises to get the arguments off the ground. The task of
the words “plausible” and “implausible”, as well as “intuitive” and “counterintuitive” is then simply to flag those claims which I use as starting points for
my argument and do not defend any further.13

13

For
this
reading
of
intuitions-talk
Philosophy Without Intuitions, pp. 65–71.
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2. Preliminaries
To make the contest between Act Consequentialism and Collective Consequentialism feasible, I here specify Act Consequentialism more precisely, and narrow
down the different forms of Collective Consequentialism to a single contender.

2.1. Specifying Act Consequentialism
I understand Act Consequentialism to hold the following claim:1
Act Consequentialism: Agents ought to perform only those actions that have the best expected consequences, given what others
are expected to do in response.
The following discussion explains and further specifies the choice of Act Consequentialism as contender for the individualist cause.

2.1.1. Criteria of rightness vs. decision procedures
There is an important ambiguity in asking which reasons we need to consider
when we think about what we ought to do in many-hands-cases. First, it can
mean “what facts about consequences ought we qua moral philosophers take
into account when we think about what a given agent ought to do in manyhands-cases?” Second, it can mean “what facts about consequences ought
agents take into account when they think about what they ought to do in
many-hands-cases?” The former reading is a question about the criteria of
rightness to be applied to agents’ actions, while the latter reading is a question
about the decision procedures agents ought to adopt.
It is well-known that in the case of Act Consequentialism, criteria of rightness and decision procedures can come apart. Even if Act Consequentialism
1

The formulation “ought to perform only those actions” is necessary because agents can
be faced with equally good alternative actions, and it would be implausible to require them
to perform all of these options.
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correctly captures what makes an action right, it is nonetheless often counterproductive for agents to adopt Act Consequentialism as a decision procedure
and to try to evaluate every choice by applying that principle. For example,
some choices, e.g. in emergency situations, need to be made very quickly and
almost automatically, and there is no time for employing a decision procedure
that requires extensive calculation of expected outcomes. In other situations,
employing Act Consequentialism as a decision procedure has bad consequences
in virtue of the attitude the agent then takes. For example, if it is known that
agents use Act Consequentialism as a decision procedure, then people expect
each other to lie, steal, and kill if this has superior consequences, and this
expectation would have disastrous social consequences.2 In such cases, Act
Consequentialism itself would then require agents to not adopt Act Consequentialism as decision procedure, but to instead act e.g. on rough decision
guidelines and rules of thumb that correctly identify the right action most of
the time.
In the present thesis, I am concerned primarily with moral principles as criteria of rightness. Note, however, that in most real-world many-hands-cases,
criteria of rightness and decision procedures do not come apart in the above
way: When agents think about what they ought to do about global problems
like climate change and global poverty, or about whether and for whom they
ought to vote, they have sufficient time to think about their choice, and there
are no negative effects of employing Act Consequentialism or another Consequentialist principle directly as guide to their decision. So my discussion of
criteria of rightness usually also applies to the question of how we qua agents
should decide about what to do in many-hands-cases.

2.1.2. Subjective and objective oughts
The distinction between the perspective of the evaluating philosopher and the
evaluated agents closely resembles another distinction: On the one hand, we
can consider consequences as they would in fact ensue, whereby we determine
what agents objectively ought to do. On the other hand, we consider consequences as agents can expect them to occur given the available evidence, which
2

Cf.
e.g.
Hooker,
Ideal Code,
pp. 93,
142–144;
Hodgson,
Consequences of Utilitarianism: A Study in Normative Ethics and Legal Theory,
chapter 2.
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determines what agents subjectively ought to do.3
As far as possible, I discuss cases where the considered agents know all the
relevant facts. Under these conditions, objective and subjective consideration
of consequences coincide, and I will simply refer to the actual consequences.
But in numerous many-hands-cases, agents do not have full knowledge of the
relevant facts, and can only make probability estimates about outcomes. What
agents objectively and subjectively ought to do can then come apart. I will
thus focus on subjective oughts, for the following reasons: First, as discussed
above, I want my discussion of criteria of rightness to be as applicable as
possible not only to moral philosophers’ evaluations, but also to agents’ actual
deliberations. For this purpose, what agents subjectively ought to do relative
to what they can know is much more significant than what they ought to do
relative to objective facts that are beyond what they can know.4
Second, and more importantly, in real-world many-hands-cases, what we and
others qua agents can know about the relevant facts is just the same as what
we qua moral philosophers can know. This is because in philosophical cases
with a significant epistemic difference between the evaluating philosopher and
the evaluated agents, this difference is usually due to one of the following two
reasons: First, the case in question may be constructed by the philosopher
to deliberately include facts that are unknown to the agent. As architect of
the imaginary case, the philosopher then has both full knowledge of all facts,
and can set up the case so that agents have only partial knowledge. Second,
in some real-world cases, moral philosophers indeed do know more than the
evaluated agent, namely when they assess what an agent ought to have done.
In retrospect, we can know the actual outcomes of actions which may have been
unknown to the agent at the time of the action. The main focus of this thesis,
however, is not on such retrospective assessment but on the question of how to
think about what we are required to do from now on. With regard to such realworld many-hands-cases in the present, there is nothing about being a moral
3

Broome (“Normative Requirements”, p. 415) argues that subjective oughts should not
be understood as a species of oughts, but instead as normative requirements where agents’
epistemic position requires them to act in certain way. I use the terminology of subjective
oughts as it is more standard usage, and as I do not see how any problems will arise from its
supposed conceptual inadequacies within the present discussion. To accommodate Broome’s
terms, “A subjectively ought to φ” is then a shorthand for “There are facts about A’s
epistemic position which normatively require that A φ.”
4
For the practical primacy of subjective oughts, see Parfit, “What We Together Do”,
p. 2.
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philosopher that gives one additional access to relevant empirical information
which the evaluated agents might lack.
In summary, for the purposes of the present argument, “we” can continue
to mean both “we as agents” and “we as moral philosophers”. This is because
with regard to real-world present many-hands-cases, the epistemic position of
non-philosopher agents is no different than that of philosophers, and because
philosophers are no less called upon to act in these many-hands-cases than any
other agent. Whenever “we” do not know all the relevant facts, I thus focus on
what agents subjectively ought to do. To say that an action or pattern of action
is “best” or “optimal” is then to mean that it has best expected consequences.
One consequence of the practical identity of the epistemic positions of the
philosopher and of the evaluated agents is that all further references to probabilities of possible events and outcomes should be understood as claims about
subjective probabilities. This is because whether or not there are also objective probabilities about macrophysical events, these are unknown both to the
agent and to the evaluating philosopher, and are hence irrelevant to the present
argument.

2.1.3. Best and good enough
With Act Consequentialism, I choose a maximising approach as paradigm example of an individualist perspective on obligations to contribute. Act Consequentialism, however, is not the only moral principle that exclusively acknowledges individual consequence-based reasons: Satisficing Consequentialism likewise links individuals’ obligations to the consequences of individual actions,
but only requires agents to bring about good enough as opposed to optimal
outcomes.5
I focus on Act Consequentialism because it is by far the more widely discussed position, and because Satisficing Consequentialism is subject to a range
of objections.6 Furthermore, much of my discussion can also be applied to
satisficing Consequentialism, by making the plausible stipulation that in the
cases discussed, none of the suboptimal outcomes is sufficiently good for the
requirement to aim for good enough outcomes to be satisfied. Satisficing and
maximising Consequentialist principles then coincide in these cases, and my
5

Cf. e.g. Mulgan, Demands, p. 132.
For an extensive discussion of objections to Satisficing Consequentialism, see ibid.,
pp. 129–142.
6
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discussion applies to Satisficing Consequentialism as well.7

2.2. Specifying Collective Consequentialism
Collective Consequentialism as I broadly defined it holds that collective
consequence-based reasons, i.e. the consequences of what we together can
do, matter to what individual agents morally ought to do. In order to have
a concrete competitor for Act Consequentialism, Collective Consequentialism
now needs to be specified more precisely, in the following two respects: First,
what kinds of “things” we together can do are evaluated with regard to their
consequences? Second, do consequence-based reasons matter exclusively or
in combination with individual consequence-based reasons, and if they matter alongside individual consequence-based reasons, how do the two kinds of
reasons interact?

2.2.1. Which collective consequences matter?
The basic idea of Collective Consequentialism is that the consequences of something we together can do matter to the moral status of actions that are part of
this “something”. In the broadest possible sense, what we together can do can
be described in terms of collective patterns of actions, which are sets of agentaction pairs. For example, you reading this thesis and someone else going for
a walk is a collective pattern of actions performable by the “collective” of the
two of you. By a collective I mean any collection of individual agents, whether
or not they share any further salient characteristics such as language, formal
membership or personal relationships.8 The first question we need to answer
to specify Collective Consequentialism is which collective patterns of actions
should be considered as reason-giving in the sense of collective consequencebased reasons. For purposes of simplicity, I discuss this question with regard
to Pure Collective Consequentialism.

7

This holds with exception of the discussion of the Demandingness Objection in chapter 4.
8
Alternative terms in the literature are “plurality” and “collectivity”, cf. e.g. Gilbert,
“Collective Preferences”.
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2.2.1.1. Consequentialist Generalisation
A common-sense way of thinking about the consequences of what we together
can do is expressed by the question “What if everyone did that?” On this
view, collective consequence-based reasons are facts about what would happen
if everyone performed the action in question. For example, if everyone donated
most of their income to poverty-alleviating charities, this would probably overwhelm the charities and have disastrous consequences on the economy, but if
everyone donated only a moderate share of their income, then the consequences
would be much better. These facts are then collective consequence-based reasons for you to make a moderate rather than an extensive donation to charity.
“Consequentialist Generalisation” claims that these are the only facts that determine what you morally ought to do. It reads:
Consequentialist Generalisation: Agents ought to perform
only those actions which are such that if everyone performed that
kind of action, expected consequences would be better than if everyone performed some alternative kind of action.9
In effect, Consequentialist Generalisation requires agents to perform only actions that are part of optimal homogeneous collective patterns of actions, i.e.
patterns where everyone performs the same kind of action. Now Consequentialist Generalisation leaves open many questions, e.g. how to individuate kinds
of actions. For example, it seems absurd to say that it is wrong for me to go to
the local pub, because if everyone, i.e. every human being, went there, i.e. to
that particular pub, this would have disastrous consequences. Consequentialist
Generalisation can avoid such absurd consequences by specifying action types
differently, e.g. by specifying the action in question in agent-relative terms like
“to go to the pub nearest to one’s home”.
With regard to many-hands-cases, however, the main challenge to Consequentialist Generalisation is situations where the best consequences are
brought about by heterogeneous collective patterns of actions where agents
perform different kinds of actions.10 For example, it is arguably better overall
if no one uses air transport than if everyone uses air transport all the time.
But it is even better if some people, like politicians, human rights activists,
9

See e.g. Goldman, “David Lyons on Utilitarian Generalization”, pp. 77-78 and Regan,
Utilitarianism and Co-Operation, pp. 94–95.
10
Ibid., pp. 94–95.
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and development workers, use air transport, as their work is much aided by
the possibility to quickly travel vast distances. By requiring agents to perform
only those actions that are part of optimal homogeneous collective patterns
of actions, Consequentialist Generalisation here fails to direct agents towards
collectively optimal outcomes.11
Another problem for Consequentialist Generalisation, as well as for all other
subsequent principles, are cases with several optimal collective patterns of
actions. Consider a suburb where everyone is a commuter with an equally
important job. Suppose that the collectively optimal way for them to commute
is for half the commuters to take the train, and for the other half to carshare. Since the commuters are all relevantly similar, it does not matter who
is among the car sharers and who takes the train, as long as the population is
equally divided into these two groups. There are then a multitude of optimal
collective patterns of actions, and for each agent, there are just as many optimal
collective patterns of actions where they take the train as there are optimal
collective patterns of actions where they car share. Hence Consequentialist
Generalisation must conclude that everyone is permitted to take the train and
is permitted to take the car. Hence Consequentialist Generalisation again fails
to direct agents towards collectively optimal outcomes.
The latter problem of multiple optimal collective patterns of actions applies
to all Collective Consequentialist principles, and requires a more extensive
treatment than I can offer in this preliminary chapter. For the sake of simplicity, I set aside this problem in part I, and defer more detailed discussion of
it to chapter 7. The problem of heterogeneous but unique optimal collective
patterns of actions is easier to tackle. A possible response to this problem is to
allow for conditionalised actions as kinds of actions. In our example, the best
for everyone together to do is for each “to take airplanes only when this is necessary to do a beneficial job well”, and hence Consequentialist Generalisation
would require each individual to perform this “action”.
2.2.1.2. Rule Consequentialism
A more ordinary language way of saying that the best for us together to do is
for all of us to perform the action “to take airplanes only when this is necessary
to do a beneficial job well” is to say that it would be best for all of us to comply
11

I discuss why such failure of a moral principle is problematic in more detail in the
introduction to part II.
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with the rule of conduct or maxim “only take airplanes when this is necessary
to do a beneficial job well”. The moral principle that requires agents to perform
actions that conform to rules that are optimal for everyone to comply with is
compliance-based Rule Consequentialism:
Compliance-based Rule Consequentialism: Agents ought to
perform only those actions which are permitted or required by a
set of rules such that universal compliance with these rules would
have best expected consequences overall.12
2.2.1.3. Pattern-based Collective Consequentialism
Compliance-based Rule Consequentialism selects the optimal collective patterns of actions from those patterns that can be described by reference to
universal compliance with a rule. However, in some many-hands-cases, the
optimal collective pattern of actions might be a very heterogeneous collective pattern of actions which cannot easily be described by reference to a
rule. Compliance-based Rule Consequentialism is then in danger of prescribing actions which, in combination, produce less than optimal outcomes. This
problem can be avoided by allowing for ever more complex rules.13 But more
promising is the rule that requires agents to play their part in the optimal
collective response to the many-hands-case in question. This, however, is no
longer what is typically meant by a rule, and we can instead formulate the
resulting principle without reference to rules.14 This gives us:
Pattern-based Pure Collective Consequentialism: Agents
ought to perform only those actions which are part of the collective
patterns of actions available to all relevant agents together which
have the best expected consequences.15
The idea is that if the collectively best way to respond to a given many-handscase is a specific collective effort, then one ought to play one’s part in that
effort, whether or not that pattern can be described by reference to rules.
Pattern-based Pure Collective Consequentialism is adequate both in situations
12

Mulgan, Demands, pp. 53–54, 56; Hooker, Ideal Code, p. 75.
Woodard, “A New Argument Against Rule Consequentialism”, p. 257.
14
For this equivalence of Compliance-based Rule Consequentialism and Pure Collective
Consequentialism, see ibid., pp. 250–251, 256.
15
Woodard, Reasons, Patterns, and Cooperation, pp. 64–68.
13
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with optimal collective patterns of actions that involve everyone acting alike or
everyone complying with some rule, and in situations where the optimal collective pattern of actions is more complicated than this. Because of this greater
generality, I shall henceforth understand Pure Collective Consequentialism in
the above pattern-based terms.
An important clarificatory remark is in place here: Any action is part of
many collective patterns of actions. In the case of Compliance-based Rule
Consequentialism, the number of these pattern is still limited by the individuation of rules, but in Pure Collective Consequentialism, there are arbitrarily
many collective patterns of actions of which a given evaluated action is a part.
All of the above principles, however, restrict the range of relevant collective
consequence-based reasons to facts about the membership of evaluated actions
in optimal collective patterns of actions. For example, the fact that your going
out for a walk is part of a possible but bad collective pattern of actions which
includes a global nuclear war is not considered as a reason against your going
for a walk, and Pure Collective Consequentialism rightly does not condemn this
action on these spurious grounds. Instead, going for a walk is arguably part
of a range of different optimal collective patterns of actions, others of which
will include you taking a nap instead. Pure Collective Consequentialism thus
requires you to perform any of those actions. By contrast, some politician’s
act of provoking a nuclear war is condemned by Pure Collective Consequentialism, not because this action is part of a bad collective patterns of actions, but
because this action is not part of any optimal collective patterns of actions.

2.2.2. How do collective consequence-based reasons
interact with individual consequence-based
reasons?
A decisive objection to all forms of Pure Collective Consequentialism is that
these principles can require agents to perform actions which are recklessly
idealistic. These reckless actions are part of the best that agents together
could do, but given the actual non-cooperative behaviour of some agents, they
have very bad consequences in the actual world. For example, suppose that
the best that all subjects of a dictatorship, including the armed and security
forces, together can do is to stop obeying orders and to overthrow the regime.
Pure Collective Consequentialism would require individuals to play their part
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in this collective pattern of actions, even if not enough others are going to
follow suit. However, unilateral acts of rebellion are not changing anything
about the regime, but have very bad expected effects because they are likely
to lead to punishment and violent reactions of the authorities. Pure Collective
Consequentialism is thus subject to the following objection:
Recklessness Objection: Pure Collective Consequentialism mistakenly classifies as morally required certain actions which, due to
the noncompliance of others with Pure Collective Consequentialism, have significantly worse expected consequences than available
alternatives, and hence can not be morally required.16
Pure Collective Consequentialism can avoid the Recklessness Objection by
restricting the range of considered collective patterns of actions to those patterns that agents are in fact willing to perform.17 The problems of this approach are beyond the scope of the present discussion, but note that this
restriction approach is unnecessary: Whatever modification of Pure Collective
Consequentialism we adopt to avoid the Recklessness Objection, the very fact
that we consider the Recklessness Objection to be valid shows that intuitively,
the consequences of individual actions matter to what one morally ought to
do. In other words, taking the Recklessness Objection seriously is to admit
that there are individual consequence-based reasons for action.18 Once we acknowledge that individual consequence-based reasons matter alongside collective consequence-based reasons, we can say that in cases of recklessness, these
individual consequence-based reasons prevail and that agents hence ought not
to act recklessly. Weighing individual consequence-based reasons in this way is
similar to amending Rule Consequentialism by adding caveats or rules against
actions with disastrous consequences.19
16

Hooker, Ideal Code, p. 98;
Mulgan, Demands, pp. 59–60;
Woodard,
Reasons, Patterns, and Cooperation, pp. 67, 101, 118.
17
Ibid., p. 67.
18
Woodard (“A New Argument Against Rule Consequentialism”, p. 254) likewise claims
that adding disaster prevention rules to Rule Consequentialism reflects a concern with individual consequence-based reasons.
19
Hooker, Ideal Code, pp. 98–99 and Mulgan, Demands, p. 60. The main difference
between my proposal and a thus amended Rule Consequentialism is that for the Rule Consequentialist, rules with caveats against recklessness are justified on grounds of the good
consequences of (near-) universal acceptance or compliance with these rules. I am indebted
to Tim Mulgan for clarification of this point about Rule Consequentialism.
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In more general terms, without specifying how the different kinds of reasons
relate, this reasons-pluralist approach gives us the following position:
Mixed Collective Consequentialism: Agents ought to perform
only those actions which are favoured by the balance of both collective consequence-based reasons and individual consequence-based
reasons.20
In the following, unless otherwise noted, I understand “Collective Consequentialism” to be synonymous with “Mixed Collective Consequentialism”, and treat
this moral principle as the primary contender of Act Consequentialism.
Note that Mixed Collective Consequentialism occupies an intermediate position between Act Consequentialism and Pure Collective Consequentialism:
The former view only acknowledges individual consequence-based reasons, the
latter only collective consequence-based reasons, while Mixed Collective Consequentialism acknowledges both kinds of reasons. The Recklessness Objection
shows that we intuitively already acknowledge individual consequence-based
reasons, and the contest is thus between Act Consequentialism and Mixed
Collective Consequentialism. The core question in this contest is whether the
different problems that many-hands-cases seem to pose to Act Consequentialism speak in favour of also acknowledging collective consequence-based reasons
alongside individual consequence-based reasons. In terms of both the reasons
and the moral principle formulation, the core problem and question of this
thesis then reads:
In many-hands-cases, Act Consequentialism, which holds that
obligations to contribute are determined solely by individual
consequence-based reasons, faces the problems of asking too much
and asking too little. Do these problems call for abandoning Act
Consequentialism and instead adopting Mixed Collective Consequentialism, which acknowledges both individual and collective
consequence-based reasons?
Before turning to the contest between Act Consequentialism and Mixed Collective Consequentialism, in the following I clarify which broadly Consequentialist
views about obligations to contribute I set aside in this discussion.
20

Woodard,
Reasons, Patterns, and Cooperation,
chapter
“A New Argument Against Rule Consequentialism”, pp. 254, 256.

6,

Woodard,
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2.3. Other broadly Collective Consequentialist
positions
By focusing on individual and collective consequence-based reasons, I left out
two important possible contenders for how to think about obligations to contribute in many-hands-cases: Acceptance-based Rule Consequentialism and a
collective responsibility based view of obligations to contribute. In the following, I briefly defend this restriction.

2.3.1. Acceptance-based Rule Consequentialism
The above discussion of Rule Consequentialism addressed only compliancebased Rule Consequentialism. According to this view, the superior consequences of universal compliance of certain sets of rules are taken as reasons to
perform actions that conform with these rules. Acceptance-based Rule Consequentialism, by contrast, holds that we ought to perform those actions that
conform with a set of rules universal acceptance of which has optimal consequences.21 In other words, while Compliance-based Rule Consequentialism
corresponds to the question “What if everyone did that?”, acceptance-based
Rule Consequentialism corresponds to the question “What if everyone thought
like that?” 22
The two forms of Rule Consequentialism can come apart:23 First, universal
acceptance of a set of rules does not guarantee universal compliance with
it. Second, universal acceptance of a set of rules can have consequences over
and above the consequences of what agents would do in response to these
rules. For example, universal acceptance of a set of rules can generate mutual
expectations of rule-conforming behaviour, which can have positive effects e.g.
if agents are able to rely on each other’s promises. It can also have psychological
effects on agents and generate cost for perpetuating these rules through moral
education.
21

Parfit, On What Matters: Volume One, p. 375; Hooker, Ideal Code, p. 75; Mulgan,
Demands, pp. 53–56, 66-67. To be precise, Hooker’s Acceptance-based Rule Consequentialism refers to the consequences of near-universal acceptance of a set of rules. I omit this
detail for simplicity, and since it does not matter in the present discussion.
22
In On What Matters: Volume One, p. 286, Derek Parfit links both questions to different
versions of Kant’s Categorical Imperative. For the connection between Kantian ethics and
Rule Consequentialism, see also ibid., pp. 404-411.
23
Hooker, Ideal Code, pp. 76–78.
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In the present thesis, I largely set aside Acceptance-based Rule Consequentialism. The main reason for this choice is that the scope of this thesis does
not allow for an extensive comparison of three contenders. The reason why I
choose Collective Consequentialism rather than Acceptance-based Rule Consequentialism as contender for Act Consequentialism is that a Woodard-inspired
Collective Consequentialism which works in terms of the consequences of collective patterns of actions has received relatively little attention so far. One
aspect that is particularly interesting about this Collective Consequentialism
is that it can be expressed in terms of actualism and possibilism about others’ actions, and allows for drawing parallels to the respective debate about
agents’ own future actions. Since Acceptance-based Rule Consequentialism is
concerned with the consequences of agents’ acceptance of rules and not only
with the consequences of their actions, it does not allow for a similar parallel.
Nonetheless, Acceptance-based Rule Consequentialism is too important a
position to be completely set aside. For this reason, I will repeatedly highlight
parts in the contest between Act Consequentialism and Collective Consequentialism where Acceptance-based Rule Consequentialism would be a particularly
promising third candidate, and thereby show avenues in which future research
based on the present discussion can fruitfully discuss Acceptance-based Rule
Consequentialism in many-hands-cases.

2.3.2. Many-hands-cases and collective responsibility
A common and intuitive concept in the philosophical discussion about global
problems and other many-hands-cases is the notion of collective responsibility.
This phrase is used in two different ways: The backward-looking notion of
collective responsibility concerns moral accountability and possibly blameworthiness for actions that a collective of agents has already done. In the present
discussion, the more relevant reading is the forward-looking understanding of
collective responsibility, or “collective obligation”. The idea here is that if good
or bad outcomes can be produced by many agents together, then the primary
addressee of obligations to contribute should be these agents as a collective.
What individuals ought to do is then to play their part in the collective patterns of actions that are required of the collectives of which they are members.
The reason why I do not discuss the obligations of collectives (with one
brief exception in chapter 8.4) is that I am ultimately interested in what facts
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determine individuals’ obligations to contribute. But as long as we only consider consequence-based reasons, reference to collective obligations does here
not add anything over and above reference to collective consequence-based reasons. This is because any principle that requires agents to play their part in
what a collective-applied Act Consequentialism requires them collectively to
do thereby requires them to play their part in an optimal collective pattern of
actions. Such a principle is thus extensionally equivalent to Collective Consequentialism. So whether or not optimal collective consequences also make a
collective pattern of actions collectively obligatory is irrelevant for determining
individual obligations, because any purported collective obligations does not
provide individuals with reasons for action over and above the consequences
of collective patterns of actions.
Further, in a wide range of many-hands-cases, the involved agents together
do not plausibly form a collective agent that can be subject to moral obligations.
A collectivist approach that links individual obligations to collective obligations
is then not applicable, while the proposed Collective Consequentialism does
not face this problem. So in the present discussion, an approach based on
collective obligation would not provide any added value, and only introduces
unnecessary complications and restrictions.24

24

On reason to use the term “many-hands-cases” rather than the more commonly used
term “collective action problems” is precisely to make clear that my discussion is meant to
apply to all kinds of situations with many agents, irrespective of whether they also form a
collective agent which performs collective actions.
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Asking too much
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The Problem of Asking Too
Much
With regard to some global problems, our individual contributions can make
the world better. The probably most prominent of these problems is global
poverty, and my discussion hence centres around this problem: By sacrificing
some amenities, every moderately affluent person can rescue a destitute person
from starvation, and can thereby improve the world in a morally significant way.
However, such individual contributions, though significant for their recipients,
always leave a lot of good undone. Individuals thus continue to be able to
improve the world by sacrificing some of their well-being to help the worst
off. By requiring agents to individually act optimally, Act Consequentialism
apparently requires us to continue to sacrifice our well-being for the greater
good, until the point where we have nothing left to sacrifice that would improve
outcomes. A common concern about Act Consequentialism is that morally
requiring such extensive sacrifices is asking too much.
Now the collectively best way to tackle many-hands-cases like that of global
poverty is usually to divide the cost of improving the world relatively equally
between all affluent people, so that everyone makes only a moderate sacrifice.
Collective Consequentialism holds that if an individual’s part in the best we
together can do is to make some moderate contribution to helping the global
poor, then this individual has a reason to make only a moderate contribution.
Because Collective Consequentialism acknowledges this reason, it promises to
be overall less demanding than Act Consequentialism and to fare better with
regard to the problem of asking too much.25 In this first part of the thesis, I
hence discuss whether the extensive demands of Act Consequentialism should
make us move to Collective Consequentialism.
More specifically, I compare Act Consequentialism and Collective Conse25

This hope for Collective Consequentialism is expressed
(Reasons and Persons, p. 31) and Mulgan, Demands, p. 39.

e.g.

by

Parfit
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quentialism with regard to three different reasons why one might consider Act
Consequentialism’s extensive demands problematic. First, one might object
that complying with Act Consequentialism’s extensive demands imperils one’s
ability to do more good in the future, and that these demands are thereby selfdefeating on Consequentialist grounds (chapter 3). Second, one might object
that the mere extent of Act Consequentialism’s demands exceeds what can
be morally required of agents (chapter 4). Third, one might object that Act
Consequentialism’s extensive demands arise from the fact that others are not
contributing their fair share, and that these demands hence amount to unfair
demands to take up others’ slack (chapter 5). For each of these reasons to object to Act Consequentialism, I ask whether they give us grounds for favouring
Collective Consequentialism over Act Consequentialism.
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3. The Future Ability Objection
The first objection to Act Consequentialism’s extensive demands in manyhands-cases runs as follows: Act Consequentialism requires agents to make
extreme sacrifices to help the global poor. However, if people were to make
such extremely high sacrifices by donating substantial portions of their income
to effective aid charities, this would diminish their capacity to do more good
in the future, e.g. because they will have less resources available to spend on
recreation and professional education. So the high demands of Act Consequentialism defeat what Consequentialists consider to be the very purpose of acting
morally, namely to make the world better. Consequentialist should hence reject Act Consequentialism’s extensive demands as mistaken. In a nutshell, this
objection reads:
The Future Ability Objection: Act Consequentialism requires
agents to make extensive sacrifices which leave them with less ability to do good in the future than they would otherwise have. These
supposed demands defeat what Consequentialist hold to be the very
purpose of acting morally, namely to make the world as good as
possible, and should hence be rejected as mistaken.
The Future Ability Objection has strong intuitive appeal. When confronted
with the extensive demands of Act Consequentialism, undergraduate students
commonly respond by pointing out that many seemingly unnecessary expenses
may in fact enhance our future ability to do good. For example, buying a
new tablet computer as a student may inspire one to study better, and this
might lead to achievements that enable one to do much more good in the
future. Hence, so the argument goes, there must be something wrong with a
supposed moral requirement to live an extremely frugal life that has no place
for amenities like new gadgets.
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Despite the intuitive appeal of the Future Ability Objection, this objection
is not explicitly discussed in the academic philosophical literature.1 The reason for this omission, I conjecture, is that Act Consequentialists can make two
apparently straightforward responses to this objection: Possibilist Act Consequentialists can argue that Act Consequentialism does not require agents to
sacrifice their future ability to do good, and actualist Act Consequentialists
can deny that such sacrifices are objectionable. However, as my discussion will
show, these responses have significant problems of their own, and the Future
Ability Objection should hence not be dismissed too quickly. I shall further
argue that the most plausible version of Act Consequentialism is an intermediate position between actualist and possibilist Act Consequentialism. We thus
need to also investigate how this version of Act Consequentialism fares with
regard to the Future Ability Objection.
The Future Ability Objection features in the present contest between Act
Consequentialism and Collective Consequentialism for two reasons: First, the
objection might provide us with grounds to favour Collective Consequentialism,
because Collective Consequentialism typically makes more moderate demands
than Act Consequentialism and is hence less prone to requiring agents to imperil their future ability to do good. Second, as will become clear below, if
Act Consequentialism is to successfully avoid the Future Ability Objection, it
will need to incorporate a form of possibilism about agents’ own future actions.
Because Collective Consequentialism can be understood as possibilism about
others’ actions, it is then tempting to argue that as a matter of consistency, we
1

More precisely, the Future Ability Objection is not discussed in the literature on the demands of Act Consequentialism, which focuses on the Demandingness Objection and the Unfairness Objection that I will discuss in the two subsequent chapters. The Future Ability Objection is also not discussed in the literature on the supposed self-defeating properties of Act
Consequentialism, which focuses on the problem of collective self-defeat, i.e. the negative consequences of widespread compliance with Act Consequentialism, and on the problem of selfdefeat of Act Consequentialism as a decision procedure, i.e. the negative effects that would
follow if agents attempted to directly apply Act Consequentialism in their practical deliberations. To name but a few examples, see Singer, “Is Act-Utilitarianism Self-Defeating?” and
Hodgson, Consequences of Utilitarianism: A Study in Normative Ethics and Legal Theory
as classic discussions of bad collective consequences of compliance with Act Consequentialism. See Mulgan, Demands, pp. 41–44 for an overview of discussions about the consequences
of adopting Act Consequentialism as decision procedure, and Parfit, Reasons and Persons,
p. 28 for a discussion of the negative effects of collective adoption of forms of Consequentialism as decision procedures. In contrast to all of these objections, the Future Ability
Objection focuses on the individual consequences of complying with Act Consequentialism,
independent of which decision procedures agents apply. As I shall show shortly, the Future
Ability Objection is therefore best discussed in relation to the debate between actualism and
possibilism about agents’ future choices.
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should favour a possibilist Collective Consequentialism over a possibilist Act
Consequentialism.
To assess whether the Future Ability Objection provides us with reasons
for adopting Collective Consequentialism over Act Consequentialism, I begin
by illustrating the Future Ability Objection with regard to a real-world manyhands-case, namely that of ethical career choice in face of global poverty (section 3.1) and show how the distinction between actualism and possibilism is
central here (section 3.2). I then examine first, how well Act Consequentialists
can respond to the objection (section 3.3). Second, I discuss whether Collective Consequentialism does a better job at avoiding the objection (section 3.4).
And third, I investigate whether the parallel between possibilism about individual agents’ actions and Collective Consequentialism allows for an argument
from analogy to support Collective Consequentialism (section 3.5).

3.1. Future actions and ethical career choice
Given the severity of global poverty and the ethical significance of alleviating
the associated suffering, some ethicists and activists point out that it is not
enough to ask how we should spend our money once we have earned it in our
jobs. Instead, we should also ask what kind of job to do, and how to spend our
lives in terms of careers and their potential impact on global poverty. These
ethicists point out that for many people, it can be high-income careers rather
than careers in charity which allow for maximal impact on global poverty.2 To
illustrate this in relation to the Future Ability Objection, consider the following
case of donating to charity:3
Paying Tuition: You work as a waiter in a London restaurant,
and donate ten percent of your modest income of GBP 16000 per
year to the Schistomiasis Control Initiative (SCI),4 a highly effective charity that fights extreme poverty by combating neglected

2

See MacAskill, “Replaceability, Career Choice, and Making a Difference” and http://
blog.practicalethics.ox.ac.uk/2011/11/banking-as-an-ethical-career/, accessed
on March 9, 2013.
3
The numbers I use are only rough estimates, but they are in the right order of magnitude
to reflect real-world cases.
4
See http://www3.imperial.ac.uk/schisto and http://www.givingwhatwecan.
org/where-to-give/recommended-charities#sci, both accessed on March 9, 2013.
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tropical diseases. For every GBP 300 that you donate, SCI generates health benefits equivalent to saving one life. You have just
unexpectedly inherited GBP 75,000, and consider investing the
money in taking a business degree that will enable you to work
in restaurant management. You take stock of the overall cost involved in taking the degree, and find that your inheritance enables
you to take up the study while continuing to live your frugal life
and donating 1600 GBP per year to charity.
If you forgo the study plan and donate your GBP 75,000 inheritance to SCI, you
can immediately generate additional health benefits equivalent to a stunning
250 lives saved. Now suppose that you are still young, with 47 years of working
life ahead of you. If we assume that your real income as a waiter would remain
constant, then if you keep working in this profession, you would earn roughly
another GBP 750,000. Assume further that you would continue to donate ten
percent of your income, then you would donate another GBP 75,000. Together,
this amounts to a total donation of GBP 150,000 (in today’s terms) that you
would donate over your lifetime if you forgo the study plan. So by donating the
inheritance right away, your life donations from now on yield health benefits
roughly equivalent to 500 lives saved.5
Suppose further that by moving into restaurant management, you can increase your average yearly net income fourfold. Assuming that you can then
work three years longer, this enables you to earn four times as much, or GBP
3 million. If you continue to donate 10% of your income, you will then donate
a total of GBP 300,000, which will enable SCI to save the equivalent of about
1000 lives. If you further decide to increase the share in income by continuing to live the same frugal life and giving away all additional income above
your previous waiter salary, you would eventually donate GBP 2.325 million,
thereby saving the equivalent of roughly 7,750 lives (see figure 3.1).
When we consider the consequences of the actions available to you now,
it seems that donating the money to charity rather than spending it on the
management degree has superior consequences, namely 250 additional lives
saved as soon as possible. The Future Ability Objection holds that due to
these superior consequences, Act Consequentialism here requires you to forgo
the study and to immediately donate the inheritance to charity. However,
5

I here assume that for the duration of your career, there will be some charity, SCI or
other, that can generate well-being benefits at the cost of GBP 300 per life saved.
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complying with this requirement will mean that in the future, you will be able
to do much less good than if you were to spend the money on the management
degree. This requirement, so the objection goes, defeats the point of acting
morally, namely to make the world better, and must hence be rejected as
mistaken.
start studying

donate inheritance

0 lives saved
donate the same

now

250 lives saved

donate more

donate the same

in 50 years
250 lives saved

1000–7750 lives saved

500 lives saved

Figure 3.1.: Paying Tuition

3.2. Future ability and future actions
The above formulation of the Future Ability Objection in Paying Tuition invites the following immediate Act Consequentialist response: Act Consequentialism does not assess your actions and their consequences in isolation from
other actions, and so it does not just consider the most immediate consequences of your actions, like 250 lives more being saved if you decide not to
study. Instead, it considers all consequences of your actions, including those
consequences that occur only in the long run. Among many other things,
these long-term consequences also depend on your own future actions. Paying
Tuition is underdescribed in that it does not include any information about
your future actions, and so it is far from obvious that Act Consequentialism
requires you to donate your inheritance to charity here. Consider the following
specification of the case where it is clear that Act Consequentialism does not
require you to make that problematic sacrifice:
The Sacrificial Manager: Were you to pursue further study and
become a restaurant manager, you would then donate all surplus
income to SCI for the rest of your career, and you confidently and
correctly believe this.
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In this case, the consequences of opting for the degree are a total of 7750 lives
saved, which is vastly superior to the consequences of forgoing the study and
immediately donating your inheritance. Hence Act Consequentialism requires
you to take up the study, and does not give the problematic verdict that you
ought to do something that impairs your future ability to do good. So in The
Sacrificial Manager, Act Consequentialism is not subject to the Future Ability
Objection.
For Act Consequentialism to make the problematic verdict that you ought
to forgo the study and thereby diminish your future ability to do more good,
we need a variant of the case where the long-term consequences of taking the
degree are worse than the consequences of donating the inheritance:
The Prodigal Manager: Were you to pursue further study and
become a restaurant manager, you would be enticed by the lifestyle
of culinary extravagance and luxury that is rampant among your
management colleagues. You would be tempted to spend all your
additional income on fine dining, expensive cars, and exotic overseas vacations, and you confidently and correctly believe that this
is what you would do.6
Since the long-term consequences of pursuing the study are worse than the
consequences of donating the inheritance, it seems that Act Consequentialism
requires you to forgo the study and to thereby reduce your future ability to
do good. However, whether Act Consequentialism really makes this verdict
depends on whether an agent’s future actions are to be taken into account
when determining what she ought to do in the present.7 One possible answer
to this question is actualism, which holds that what counts is what you would
6

This example is adapted from a range of other examples of intertemporal choice,
most notably the case of Professor Procrastinator, as discussed e.g.
in Smith,
“Doing the Best One Can”; Jackson and Pargetter, “Oughts, Options, and Actualism”; and
Thomason, “Deontic Logic”.
7
Note that the question also arises for how to take into consideration an
agents’ other simultaneous actions.
An example of this is Holly Smith’s
case of Jones (Smith, “Doing the Best One Can”, p. 186; Jackson and Pargetter,
“Oughts, Options, and Actualism”, p. 236): Jones is stuck behind a slow truck in a tunnel. If
she were to overtake, she would disrupt traffic. The better option would be to overtake and
accelerate, which will cause less traffic disruption than a slow overtaking. Yet better would
be for her to remain patiently behind the truck. The worst she can do is to accelerate while
remaining behind the truck, thereby causing a collision. The question posed by Smith is
whether Jones should accelerate, given that she will overtake the truck anyway. The answer
to the question depends on whether or not we take into account the fact that Jones is going
to overtake anyway, even though the best would be for her to remain patiently behind the
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actually do in the future. In The Prodigal Manager, Actualists judge that you
ought not to study, and instead ought to donate your inheritance right now,
because this has superior consequences than spending the money on a degree
that you would in fact not use to do more good. By contrast, possibilism holds
that the relevant consideration is what you could do later on, and in particular,
what is the best that you could do then. Possibilists thus judge that you ought
to spend your inheritance on your studies, as you then could bring about much
better outcomes than otherwise.8

3.3. Act Consequentialist responses to the
Future Ability Objection
3.3.1. Possibilist Act Consequentialism and the Future
Ability Objection
One straightforward way for Act Consequentialists to respond to the Future
Ability Objection is to adopt possibilism and to deny that in The Prodigal
Manager, Act Consequentialism requires you to forgo the study. Possibilist
Act Consequentialism ignores how much you would donate once you are a
restaurant manager, and only takes into account the fact that after finishing
your studies, you could donate much more than otherwise. According to possibilist Act Consequentialism, you are required to set out to study, and the
concern that you might be required to do something that prevents you from
giving more money in the future does not arise.
More generally, possibilist Act Consequentialism always avoids the Future
truck. For the purposes of discussing the Future Ability Objection, such synchronous cases
are less relevant, and I hence focus on the more relevant and better-known diachronic cases.
8
These terms are introduced into the debate by Frank Jackson and Robert Pargetter, in
“Oughts, Options, and Actualism”. Note that the question of how to take into account future actions is not restricted to Act Consequentialism, but can apply to non-Consequentialist
moral theories as well. This becomes clear in Lloyd Humberstone’s example of the Concentration Camp Doctor, who is about to do a terrible surgical experiment on a prisoner
(“The Background of Circumstances”, as cited in Louise, “I Won’t Do It!”). What the doctor ought to do is to let the prisoner go unharmed, but given that he will not do that, we
need to ask if he at least ought to administer anaesthetics before performing the operation.
Possibilism will here answer in the negative, and actualism in the affirmative. This question,
and its possible answers, are independent of whether one upholds a version of Consequentialism, and arises also for deontological principles or a common sense requirement of not
harming others.
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Ability Objection because it never requires agents to jeopardise their future
ability to do more good: When assessing which courses of action you ought
to begin now, possibilist Act Consequentialism considers only what you can
optimally do subsequent to the present available actions, and ignores all facts
about what you will in fact do. Possibilist Act Consequentialism then deems
as obligatory precisely those presently available actions which are part of an
optimal possible overall path of actions you can take over your lifetime.9 Consequently, possibilist Act Consequentialism can never require you to perform
any action that would bar you from setting out on an optimal overall course
of action from now on.

3.3.2. Possibilist Act Consequentialism and Recklessness
Possibilist Act Consequentialism, however, invites a recklessness objection akin
to the concern that under partial compliance, Pure Collective Consequentialism can require actions which have disastrous consequences. If you know that
you will not increase your donations once you work as a manager, then you also
know that spending your inheritance on taking the degree is simply to invest
it in future luxuries, and does much less good than donating it right now and
thereby saving an additional 250 lives. By ignoring what you will in fact do
later on, possibilist Act Consequentialism then requires you to perform an action that you know to have vastly inferior consequences. This verdict seems at
odds with the core Consequentialist intuition that acting morally is all about
making the world better.10 Call this problem the “intertemporal recklessness
objection”.

3.3.3. Actualist Act Consequentialism and the Future
Ability Objection
If one is convinced by the intertemporal recklessness objection, then one implicitly acknowledges that actual consequences, including those determined
by what one will or would do in the future, matter more than merely possi9

This form of possibilism is advocated e.g. in Zimmermann, Moral Obligation, p. 190;
and Feldman, Doing the Best We Can, chapter 2.3. For further discussion, see Bykvist,
“Alternative Actions”, p. 59; and Jackson and Pargetter, “Oughts, Options, and Actualism”,
pp. 243–244.
10
For this objection and the parallel between possibilism and Collective Consequentialism,
see Bykvist, “Alternative Actions”, p. 60.
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ble consequences. One response to the intertemporal recklessness objection
is to conceive of Act Consequentialism in actualist terms. On this reading of
Act Consequentialism, what agents ought to do depends only on actual consequences, and merely possible consequences do not matter at all. This view
clearly avoids the intertemporal recklessness objection, as the concern with
recklessness arises solely because possibilist Act Consequentialism ignores what
will or would actually happen.
Actualist Act Consequentialism, however, can require agents to jeopardise
their future ability to do good, and hence presents a target to the Future
Ability Objection. In The Prodigal Manager, the problematic judgement that
you ought to forgo the study arises precisely when we consider that you would
in fact not donate more, and do not count as a reason the fact that you could
donate more as a manager. The Future Ability Objection holds that Act
Consequentialism thereby mistakenly requires you to perform actions which
preclude you from being able to act optimally in the long run.
Actualists can respond to the Future Ability Objection by denying that the
requirement to forgo the study is problematic. In general terms, they can
hold that the future abilities to do good which actualist Act Consequentialism
requires agents to jeopardise are abilities that would not be used to do more
good anyway. Actualist Act Consequentialism then only requires actions which
preclude optimal courses of action that would not be taken anyway.
More specifically, for any action that is the start of an optimal course of
action that the agent would in fact carry through, actualist Act Consequentialism always permits that action. This is the case e.g. in The Sacrificial
Manager, where you would in fact donate the surplus income, and where actualist Act Consequentialism hence requires and a forteriori permits you to
study. Actualist Act Consequentialism prohibits actions at the start of optimal courses of action only if the respective agent would not carry through with
that course of action, and would deviate from it such that the resulting course
of action yields less good consequences than another course of action that the
agent would in fact carry through. This is the case in The Prodigal Manager,
where you would not donate any extra income to charity, and where donating
the inheritance and continuing to donate as usual is superior to investing the
inheritance into education and continuing to donate as usual.
Conversely, suppose that actualist Act Consequentialism forbids you to perform an action that is the start of an optimal course of action. If you would
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not have carried through with that course of action once you started, then no
damage is done if you do not perform the initial action. If you would have carried through with that course of action, then not performing the initial action
makes matters worse, and a Consequentialist moral principle that requires you
to not perform that action is self-defeating and subject to the Future Ability
Objection. However, actualist Act Consequentialism does not prohibit your
performance of the initial action of an optimal course of action that you would
in fact carry through, and is hence not subject to this problem.
So if the concern expressed in the Future Ability Objection is one of selfdefeat in the sense that making the sacrifices required by actualist Act Consequentialism leads to worse outcomes than would otherwise be achieved, then
the objection does not apply to actualist Act Consequentialism. And if the objection is read as simply stating that requiring agents to jeopardise their future
ability to do more good is objectionable, even if the respective agents would
not make use of that ability anyway, then actualist Act Consequentialism can
respond that such requirements are not in fact objectionable on Consequentialist grounds, because complying with these requirements does not make the
world any worse. Moreover, given an agent’s predicted failure to carry out
the optimal course of action, complying with the requirements of actualist Act
Consequentialism makes the world even better than it would otherwise be, as
the agent then at least brings about a second-best outcome.

3.3.4. Problems with actualist Act Consequentialism
While actualist Act Consequentialism can answer the Future Ability Objection
without being subject to the intertemporal recklessness objection, it introduces
two further problems.
First, actualist Act Consequentialism underdetermines long-term outcomes,
meaning that it allows agents to achieve less than optimal overall outcomes
despite acting rightly all along. In The Prodigal Manager, you are permitted
to forgo further study which could lead to vastly better outcomes, because
you would not donate more once you are a manager. If you abide by that
requirement and do not study, then you will never reach the point where you
would have wrongfully spent your additional income on luxuries rather than
donating it to charity. So you can act rightly all along, but in the long run
still do much less good than you could have done. So while actualist Act
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Consequentialism does not require you to recklessly do something that has
bad outcomes, it still allows you to do perform long-term courses of action
with vastly suboptimal outcomes.11 One can then object that in terms of the
produced good that is required of you in the long run, Act Consequentialism
is asking too little or lets you off the hook too easily:
Long-term Suboptimality Objection: Act Consequentialism
sometimes mistakenly allows agents to produce much less good in
the long run than they could produce.
The second concern about actualist Act Consequentialism is that predictions
of one’s future actions are not the right kind of fact to determine what one
morally ought to do, especially when one deliberates about what to do now and
in the future. The point of deliberating is precisely to determine and decide
upon a course of action, and this is incompatible with passively predicting
one’s future actions and taking them as already given. If one predicts one’s
actions from a detached third person perspective, one does not take oneself
seriously as an agent whose future actions are up to oneself. Call this concern
the agency objection to actualist Act Consequentialism.12
The Long-term Suboptimality Objection, I contend, can be answered in the
same way as its inter-personal counterpart in chapter 8, namely the Collective
Suboptimality Objection which objects that Act Consequentialism allows for
groups of agents to get away with doing much less good than they could achieve
together. In a nutshell, this response runs as follows:13 Actualist Act Consequentialists can concede that their view cannot identify any actual wrongdoing
in The Prodigal Manager if you forgo the study and keep donating a modest
amount to charity. However, you are still not beyond possible criticism. The
reason why actualist Act Consequentialism requires you to forgo the study and
to thereby close off the optimal course of action is precisely that you would
not donate your additional income to charity if you were to become a restaurant manager. From this it follows that you would not satisfy actualist Act
Consequentialism in that situation. Since you never reach that situation if you
11

This concern is raised in Thomason, “Deontic Logic”, pp. 181–182, and further discussed e.g. in Bykvist, “Alternative Actions”, p. 58 and Louise, “I Won’t Do It!”, p. 340.
For the distinction between self-defeat and underdetermining optimal outcomes, see Parfit,
Reasons and Persons, pp. 53-54.
12
Louise, “I Won’t Do It!”, p. 328; and Louise, “Moral Demands”, pp. 193–195.
13
For a more detailed discussion of the collective case, see chapter 8.
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comply with actualist Act Consequentialism and forgo the study, you never get
to the point of actually violating actualist Act Consequentialism. Nevertheless,
your counterfactual failure shows that something is objectionable about you
on Consequentialist grounds, as there are counterfactual situations where you
would not promote the good.
The main objection to actualist Act Consequentialism is then the agency
objection. Its place in the overall dialectic in the contest between Act Consequentialism and Collective Consequentialism is the following: The Future
Ability Objection allows for a straightforward and satisfactory response both
on possibilist and actualist readings of Act Consequentialism. However, both
of these readings are subject to serious difficulties, namely the intertemporal
recklessness objection for possibilism, and the agency objection as well as the
Long-term Suboptimality Objection (depending on the success of the above
response) for actualism. For actualist and possibilist Act Consequentialists
who are not worried by these objections, the discussion of Act Consequentialism and the Future Ability Objection can stop here, as the objection is then
answered. However, if the intertemporal recklessness objection and agency objection are found worrisome, as I contend they are, then Act Consequentialists
need to look for a better position than pure actualism or possibilism. For this
intermediate position, we then again need to ask how it fares with regard to
the Future Ability Objection.

3.3.5. A via media between actualism and Possibilism
As formulated above, both the Long-term Suboptimality Objection and the
agency objection hold that taking into account one’s future actions in determining what to do is always mistaken. However, the strength of both concerns
varies with some details of the case, which suggests a more nuanced understanding of when taking one’s future actions as given is problematic. To see
this point, consider the following version of The Prodigal Manager:14
The Weak Prodigal Manager: You know that if you become a
manager, you will spend all your surplus income on luxuries. You
14

The different versions of The Prodigal Manager are adapted from the examples of
Professor Procrastinate, Jones, and the Concentration Camp Doctor, as discussed with
regard to the same question of admissible predictions of future actions by Jenny Louise in
“Moral Demands”, pp. 341–345.
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know this because you know that in general, you feel intensely
pressured by peer expectations and social norms, and that you
always cave in to these pressures. You have repeatedly tried to
change this aspect of your psychological makeup for the better,
but have not succeeded.
In The Weak Prodigal Manager, it would be reckless for you to invest your
money in the management career, because you know that failure to do more
good this way is basically guaranteed. So it is much less problematic for Act
Consequentialism to allow you to act less optimally than possible, because your
ability to succeed on the best possible course of action is severely limited. By
remaining a waiter and donating your inheritance to charity right away, you are
acting to the best of your ability, and the Long-term Suboptimality Objection
loses its bite.15
At the same time, you are not completely let off the hook, as your intense
longing to please your peers, even at the expense of the overall good, is rightly
subject to moral censure on Consequentialist grounds.16 As for the agency
objection, since your ability to donate more once you are a manager is severely
impaired by a defect of moral character, taking your future actions into account
is precisely to take serious your agency and its limits. In summary, if your
ability to carry through with the optimal course of action is substantially
impaired so that success is unlikely even if you are strongly motivated by the
moral reasons you have for acting, then taking into account your possible future
failure is appropriate.
However, the explanation for your expected future failure to donate more to
charity could also be much less exculpating, as in the following cases:
The Neglectful Prodigal Manager: The reason why you would
not donate your surplus manager’s income to charity is that you
tend to forget about the need for charity contributions to help the
global poor, and instead tend to attend to the more immediate
pull of luxury advertisements. You could make an effort to be
more attentive to the problem of global poverty, but you do not
make that effort.
15

For the difference between what is possible for you to do, and what you are able to do,
see chapter 7.5.
16
See chapter 8 for more detail on my take on a Consequentialist assessment of moral
character.

43

3. The Future Ability Objection
The Wilful Prodigal Manager: The reason why you would not
donate your surplus manager’s income to charity is that you already
decided to live a lavishly luxurious life if ever you earned a higher
income.
In these two cases, you are perfectly able to take the management degree
and then carry through with donating your surplus money to charity. The
explanation why you in fact will not do so does not provide any excuses that
would justify your opting for the suboptimal course of action where you forgo
the management education. Instead, the explanations show that you are either
making some avoidable mistake in assessing the morally relevant reasons that
apply to your situation, i.e. the good that is at stake in your decision, or that
you simply do not care at all about these reasons. A theory that is actualist
about future failures which are explained in this way does not take seriously
your agency, by which you are well able to act optimally in the future. Likewise
such a theory implausibly lets you get away with doing much less good than you
could do. To avoid these objections, we should thus be possibilist about future
failures which are not due to some significant impairment of your capacity to
respond to the morally relevant reasons.17
This leaves us with an intermediate position between actualism and possibilism: Some predicted future failures, namely those that are due to sufficiently
serious impairment of your ability to act in accordance with the morally relevant reasons, must be considered as relevant circumstances when determining
what you ought to do, while predicted future failures that are due to other factors should be ignored. Call Act Consequentialism that takes this intermediate
position “intermediate Act Consequentialism”.18
17

This position is a simplified version of the position taken by Jenny Louise in
“I Won’t Do It!”, p. 344. Her position is that the appropriateness of taking into account
predicted actions hinges both on the strength of the involved reasons and on the degree of
the agent’s weakness. For example, failure to overcome a tendency to ignore certain morally
relevant considerations can be exculpating if not much is at stake, e.g. in the case of Jones
who is not attentive to the reasons to not overtake in a tunnel, but will not be exculpating if
the stakes are higher, as in The Weak Prodigal Manager or the Concentration Camp Doctor.
18
Krister Bykvist advocates a similar position and explicitly categorises it as intermediate between actualism and possibilism. Bykvist (“Alternative Actions”, p. 58) argues that
only predicted future actions outside the present control of the agent should be taken as
givens in moral evaluation of what an agent ought to do in the present. In contrast to
Louise’s and the present discussion, Bykvist does not focus on defects of moral character as
possible explanations for limitations on agents’ present control of future actions. Instead,
Bykvist is concerned with limitations of one’s present control of future actions that arise
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How does intermediate Act Consequentialism fare with regard to the Future
Ability Objection? First, like possibilist Act Consequentialism, intermediate
Act Consequentialism never requires agents to bar themselves from optimal
courses of action which they could perfectly well carry out if only they were appropriately motivated. For example, in The Neglectful Prodigal Manager and
The Wilful Prodigal Manager, intermediate Act Consequentialism requires you
to set out on the management training. In these cases, the concern of jeopardising future ability does not arise. The Future Ability Objection only applies to
cases where, like actualist Act Consequentialism, intermediate Act Consequentialism requires you to perform actions which bar you from optimal courses of
action which you are highly unlikely to carry through due to some impairment
of your agency. For example, in The Weak Prodigal Manager, where your psychological makeup makes carrying through the optimal course of action highly
unlikely, intermediate Act Consequentialism requires you to forgo your studies.
Intermediate Act Consequentialism can answer the Future Ability Objection
much along the lines of the actualist Act Consequentialist response: It only
requires agents to perform actions which bar optimal courses of action that
are highly unlikely to be carried through. Performing these actions thus does
not make the world any worse than it would otherwise be, and requiring such
actions is hence not self-defeating in Consequentialist terms. Likewise, if the
objection were to be that requirements to perform actions that bar optimal
courses of action are objectionable even if the chances of carrying through the
respective courses of actions are only slim, then intermediate Act Consequentialism can respond that there is nothing objectionable about barring such
optimal courses of action for the sake of performing actions that are part of
second- or third-best courses of actions that are much more likely to succeed.
Intermediate Act Consequentialism then combines the actualist and possibilist
responses to the Future Ability Objection, and can successfully answer this
objection.

from limitations on one’s ability to intend such actions, especially if one does not yet have
the concept of the action in question (ibid., p. 47). Consideration of this limitation leads
Bykvist to reject an extreme possibilism which holds that you ought to do what you would
do in a or the best life still open to you. The problem with this possibilism, according to
Bykvist, is that a whole life is not an action that is under agents’ present control (ibid.,
p. 59), precisely because agents often lack the concepts necessary to intend actions that
might become available in the distant future.
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3.4. Collective Consequentialism and avoiding
the Future Ability Objection
The Future Ability Objection can potentially provide a case for preferring Collective Consequentialism over Act Consequentialism in two respects: First, in
this section I discuss whether Collective Consequentialism is superior to Act
Consequentialism with regard to avoiding the objection. Second, in the following section, I discuss whether the parallel between Collective Consequentialism
and possibilism about individual agents’ future actions requires us to combine
the above intermediate view between actualism and possibilism with Collective
Consequentialism.
For Collective Consequentialism, the problem of moral requirements that
jeopardise agents’ future ability to do good is less pressing, because in manyhands-cases, Collective Consequentialism typically makes more moderate demands than Act Consequentialism.19 For example, in Paying Tuition, by donating GBP 1600 per year to charity, you are arguably already doing your
share in an optimal global response to poverty. However, these more moderate demands of Collective Consequentialism do not make a case for preferring
Collective Consequentialism over Act Consequentialism, for two reasons.
First, as argued above, Act Consequentialism can also adequately answer the
Future Ability Objection both on an actualist, a possibilist, and intermediate
reading. Second, even if the different Act Consequentialist responses were
rejected, moving to Collective Consequentialism would not be a convincing
response to the Future Ability Objection. This is because the challenge posed
by the Future Ability Objection arises independently from whether a scenario
is a many-hands-cases: In Paying Tuition, the fact that global poverty is a
many-hands-case with a lot of good left undone just makes it the case that
you can do a lot of good now by forgoing the study. But the same problem
arises also for situations that are not many-hands-cases. All that is needed
is that one’s actions at different points in time can be interlocking such that
their consequences do not simply add up. For example, in the case of Professor
Procrastinator, pledging to write a book review, and subsequently writing or
not writing it, combine in their production of consequences such that it would
be best to pledge and then do it, while pledging and then breaking the pledge
19

For a more detailed discussion of the extent of the demands of Collective Consequentialism in many-hands-cases, see chapter 4.
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has much worse consequences than not to pledge and to review at all. This
case then has precisely the same form as The Prodigal Manager, but it is
not a many-hands-case, and a move to Collective Consequentialism will not
help to avoid the Future Ability Objection here.20 So moving to Collective
Consequentialism helps only in some situations, which indicates that it does
not improve those aspects of Act Consequentialism which lead to the objection
in the first place.

3.5. The parallel between Collective
Consequentialism and possibilism
The reason why Collective Consequentialism constitutes at best a partial response to the Future Ability Objection is that this objection arises because
of actualist Act Consequentialism’s treatment of single agents’ actions at different times in their life. The move from Act Consequentialism to Collective
Consequentialism, by contrast, concerns how we should consider other agents’
actions when determining what an individual ought to do. The distinctions
between Act Consequentialism and Collective Consequentialism on the one
hand, and actualism and possibilism about agents’ future actions on the other
hand, are in fact orthogonal, as the question of how to consider future actions
arises for both Act Consequentialism and Collective Consequentialism. For
example, when we ask what would be the best for everyone to do with regard
to investing into education, we again need to take a stance on whether we
consider what everyone could do with the additional income in the future, or
20

For the case of Professor Procrastinator, see Smith, “Doing the Best One Can”; Jackson and Pargetter, “Oughts, Options, and Actualism”; and Thomason, “Deontic Logic”. On
a similar vein, there are other problems with actualist Act Consequentialism that arise exclusively with regard to the relation between the actions of one individual agent at different
times, and which can be set aside in the contest between Act Consequentialism and Collective
Consequentialism. For example, one may be concerned about the practical incompatibility of
the verdicts of actualist Act Consequentialism concerning the component actions of a course
of action, and the course of action as a whole. In The Prodigal Manager, actualist Act Consequentialism would judge both that you ought to give your inheritance to charity, and that
you ought to start-to-study-and-then-donate more. Now such a discrepancy between the
properties of part and whole need not necessarily be problematic (for example, a sequence
of actions or utterances may be offensive without any of its components being so). However,
when we consider the moral status of actions, then this discrepancy is problematic, as such
diverging moral verdicts, albeit not outright contradictory, are still impossible to be followed at the same time. Cf. e.g. Jackson and Pargetter, “Oughts, Options, and Actualism”,
pp. 244–245.
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what they would do with it.
That the said two distinctions are orthogonal does not mean, however, that
all combinations of how to view agents’ future actions and other agents’ actions
are equally plausible. Most relevantly for the present discussion, one could hold
that if we take a possibilist stance towards agents’ own future actions, then we
should likewise be possibilist about other agents’ actions.21 If we respond to
the intertemporal recklessness objection and the agency objection to actualism
by adopting intermediate Act Consequentialism, which is possibilist about at
least some future actions of individual agents, then for reasons of consistency,
we should likewise be possibilist about some actions of other agents, e.g. those
actions which they are fully capable of performing. Or so the argument goes.
This argument from analogy and consistency, I contend, is ultimately unconvincing. Your own future actions, and other agents’ actions, are very different
in relation to your deliberation, and this difference warrants a different, rather
than similar, treatment of these actions: Those future actions which you are
fully capable of performing must not be taken as given if we are to take your
deliberation and agency seriously. By contrast, taking your agency seriously
does not prevent us from treating other agents’ actions as given. On the contrary, by treating others’ actions in the possibilist way, we would be treating
them as if they were subject to your deliberation as well, and would thereby
not be taking their distinct agency seriously.

3.6. Conclusion
I have argued first, that Act Consequentialism can satisfactorily answer the
Future Ability Objection. The objection does not even arise for possibilist
Act Consequentialism, and while actualist and intermediate Act Consequentialism can require agents to compromise their ability to do more good in the
future, they do so only if it is likely that this ability would not be used anyway.
Second, I have argued that even if these conclusions were rejected, Collective
Consequentialism would not be a convincing way to avoid the Future Ability
Objection. Third, I have argued that even though Collective Consequentialism
can be understood as possibilism about others’ actions, there is no pressure of
consistency that requires us to combine a possibilist treatment of agents’ own
21

Louise (“Moral Demands”, pp. 189f.) discusses this claim, but ultimately rejects possibilism about other agents’ actions.
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future actions with Collective Consequentialism rather than Act Consequentialism.
In summary, the Future Ability Objection, and more generally the question
of how to take into account agents’ own future actions, does not provide any
grounds for favouring Collective Consequentialism over Act Consequentialism.
So if the extensive demands of Act Consequentialism in many-hands-cases are
problematic and point towards adopting Collective Consequentialism, then this
must be for reasons other than the Future Ability Objection. The following
two chapters discuss two such grounds for objecting to the extensive demands
of Act Consequentialism.
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Objection
In the previous chapter, I have argued that Act Consequentialists need not be
concerned that the extensive demands of Act Consequentialism imperil agents’
ability to do more good in the future. However, many of the demands of Act
Consequentialism, though not jeopardising agents’ ability to do more good, are
nonetheless intuitively excessive. Consider the following case:1
The Weekend Vacation: You work as a waiter in a London
restaurant, donate ten percent of your modest income to charities
that fight extreme poverty, and spend three evenings a week campaigning for policies to aid the global poor. You want to take a
break from the ordinary routine, and consider taking a weekend
vacation to Paris, which will cost GBP 300. As you browse the
web, you come across the website of Giving What We Can, which
informs you that with a GBP 300 donation, SCI can generate an
expected health benefit equivalent to saving a life.2 You know that
you could get just as good a break by visiting friends on the Essex
coast, which you can do at no cost.
Donating the money to SCI rather than using it for your own enjoyment is
vastly superior in overall consequences. Hence Act Consequentialism judges
1

The case is adapted from Mulgan, Demands, p. 4; Sinnott-Armstrong,
“Consequentialism”, section 6; McElwee, “Impartial Reasons, Moral Demands”, p. 458;
and McElwee, “Consequentialism, Demandingness and the Monism of Practical Reason”,
p. 360.
2
See http://www3.imperial.ac.uk/schisto and http://www.givingwhatwecan.
org/where-to-give/recommended-charities#sci, both accessed on March 9, 2013. The
given numbers are realistic estimates, but this is not crucial for the argument. Even if the
estimate is far too optimistic about the effectiveness of donations to SCI, and such donations
were only 1% as efficient as estimated, GBP 300 would still generate an expected health benefit of 0.5 quality-adjusted life years, way above the benefit you would accrue by spending
the money for your own pleasure.
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that you are morally required to donate the money, and are acting wrongly if
you go on the vacation. This holds even though you already donate ten percent
of your income to charity and lobby on behalf of the poor. The “Demandingness Objection” holds that by making these demands, Act Consequentialism
is asking too much.3
The Demandingness Objection relates to the present contest between Act
Consequentialism and Collective Consequentialism in two respects: First, the
Demandingness Objection arises especially with regard to many-hands-cases
like global poverty, where the world needs improving on a large scale, where
individuals can make a difference for the better, and where so much good is
left undone that any given individual never saturates the demand for more
contributions to make the world better. Second, Collective Consequentialism
promises to yield more moderate demands specifically in many-hands-cases,
for two reasons: First, the most important real-world global problems are
within the reach of a collective solution that imposes only moderate cost upon
individual agents.4 For example, extreme poverty can arguably be eliminated
at the cost of a few hundred dollars per year per affluent person.5 Second, the
best way for us together to solve these problems is usually to distribute the
overall cost of solving the given global problems at least relatively equally. In
such a relatively equal distribution, each of us makes only moderate sacrifices
to contribute. Because Collective Consequentialism treats this fact as a reason
for each of us to make only moderate sacrifices, it promises to make less costly
and hence more plausible demands than Act Consequentialism, and to thereby
avoid the Demandingness Objection.
Whether the extensive demands to which the Demandingness Objection objects really are problematic, and for which reasons, is itself controversial, and
the argument in this chapter hence follows a two-part structure: In part one,
I take at face value the standard Demandingness Objection that the above
extreme moral demands are in fact objectionable due to the mere extent of
the involved sacrifices, and discuss whether moving to Collective Consequentialism is a promising way to avoid this objection. In part two, I discuss
3

Sobel, “The Impotence of the Demandingness Objection”, p. 3; Mulgan, Demands, p. 4;
Murphy, “Help and Beneficence”, section 2; and McNaughton, “Consequentialism”, section
2.
4
Cf. Mulgan, Demands, 35f.
5
For the purposes of the present argument, all that is needed are rough estimates of the
cost of eradicating global poverty. I here follow Singer’s estimate in The Life You Can Save,
pp. 141–144.
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different ways of rejecting the claim that the extensive demands of Act Consequentialism in The Weekend Vacation are objectionable on grounds of their
mere extent. In particular, I first investigate the possibility of rejecting the
demandingness intuition as mistaken, and discuss what such a revisionist position means for the present contest between Act Consequentialism and Collective Consequentialism. Second, I investigate David Sobel’s argument that
Consequentialist should reject the Demandingness Objection on grounds of a
non-Consequentialist presupposition of this objection. Finally, after concluding that these two approaches are not promising, I argue that there is strong
reason for replacing the Demandingness Objection with the Unfairness Objection, which holds that only some extensive demands are objectionable, namely
those that amount to unfair demands to take up others’ slack.

4.1. The demands of Act Consequentialism
and Collective Consequentialism
In this first part of the present chapter, I assume that the extensive demands
of Act Consequentialism in The Weekend Vacation are indeed objectionable,
and investigate whether these demands provide us with a reason to abandon
Act Consequentialism in favour of the seemingly more moderately demanding
Collective Consequentialism. I begin by specifying the Demandingness Objection in more detail (section 4.1.1). I then discuss and reject several ways in
which Act Consequentialists might argue that Act Consequentialism does not
in fact make the extensive demands that the Demandingness Objection objects to (section 4.1.2). The bulk of this part of the chapter is the discussion of
the demands of Collective Consequentialism (section 4.1.3), and an investigation of whether Collective Consequentialism succeeds in being superior to Act
Consequentialism with regard to the Demandingness Objection (section 4.1.4).

4.1.1. Specifying the Demandingness Objection
Objecting that a moral principle like Act Consequentialism is too demanding
can mean a range of different things: First, it can mean that the principle is too
restrictive on the range of morally permissible actions. For example, Act Consequentialism subjects all actions to its judgement and permits only optimal
actions, thereby leaving too little moral freedom or discretion to agents. Also,
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because no action is beyond Act Consequentialist moral assessment, adopting Act Consequentialism as decision procedure would mean that all of our
attention would be taken up by the concern for acting morally.6
Second, the objection can further mean that Act Consequentialism requires
agents to adopt an instrumentalising and detached attitude towards their own
well-being and commitments, and towards those close to themselves. This
attitude has high psychological cost and might even undermine one’s agency.7
Third, the objection can mean that the principle is too demanding on agents’
cognition when it is understood as a practical guide to decisions. In the case of
Act Consequentialism, this concern arises because it is often difficult to know
the expected consequences of the different available options.
A full discussion of all these variations of the demandingness concern is
both beyond the scope of this chapter and unnecessary for my overall argument. Act Consequentialism is subject to the worries about moral freedom,
psychological cost, and cognitive demands in all kinds of situations irrespective of whether or not they are many-hands-cases. Further, these problems
are largely shared by Collective Consequentialism, and if anything point towards taking a non-Consequentialist position rather than towards adopting
Collective Consequentialism. Since the aim of my discussion is to adjudicate
between Act Consequentialism and Collective Consequentialism with regard
to many-hands-cases, I set these objections aside.
For the purposes of the present discussion, I focus on the most common
reading of the demandingness concern, namely that in a range of many-handscases, Act Consequentialism requires actions which are so costly that they
cannot be morally required. This objection holds that requiring you to give
up the trip to Paris, even though you already contribute a lot to making the
world better, is asking too much. It may be morally highly recommendable to
make these further sacrifices, but it is excessive to hold that you act wrongly
if you opt for the vacation instead of donating yet more.8
6

Sobel,
“The Impotence of the Demandingness Objection”,
p.
9;
Goodin,
“Demandingness as a Virtue”, p. 9; Murphy, Moral Demands in Nonideal Theory, pp. 26–
33.
7
Mulgan, Demands, pp. 15-16, 18 and Murphy, Moral Demands in Nonideal Theory,
pp. 21–23.
8
Mulgan,
Demands,
p.
4;
Sinnott-Armstrong,
“Consequentialism”,
section
6;
Murphy,
“The Demands of Beneficence”,
p.
268;
Sobel,
“The Impotence of the Demandingness Objection”, p. 3; and Sonderholm, “World Poverty”,
2f.
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More generally, the objection reads as follows:
Demandingness Objection to Act Consequentialism: Act
Consequentialism classifies as morally required certain highly costly
actions which, due to the costly sacrifices involved, cannot be
morally required. Act Consequentialism is hence mistaken in requiring these actions.
We further need to specify how we are to understand the cost that the Demandingness Objection objects to. Since we have set aside the psychological
cost of thinking in Act Consequentialist terms, what we are left with is the
cost of complying with Act Consequentialism, i.e. of doing what Act Consequentialism claims we ought to do. Call this the compliance cost of Act
Consequentialism.9 Now there are different ways in which we can conceive of
the compliance cost of Act Consequentialism. For the present purposes, it is
not important to give a determinate answer to how we should conceptualise
the compliance cost of a moral principle simpliciter. Instead, we only need
to determine which way of looking at a principle’s compliance cost captures
the kind of cost that can be intuitively too high. To illustrate this, consider
again The Weekend Vacation. For starters, suppose that the cost to you of
complying with the requirement to donate GBP 300 to SCI is a monetary cost
of giving up GBP 300, and a well-being cost of giving up the weekend trip to
Paris. However, neither cost is intuitively objectionable in itself. For example,
if you were a millionaire who travelled to Paris every weekend, and who never
contributed anything to any charitable cause, then requiring you to give up
GBP 300 or one of your trips to Paris is not asking too much. Likewise, the
Demandingness Objection is not plausibly understood as targeting the percentage of resources to donate: It does not seem to be asking too much of a person
in possession of twenty billion dollars to give away 19 billion dollars or 95% of
their resources, as this would still leave them with one billion dollars to live an
extraordinarily lavish life. More promising is the conception of objectionable
compliance cost as the level of well-being that you would be left with if you
complied with a given moral principle: The problem with the demand to give
up your trip to Paris in The Weekend Vacation is that you do not live a lavish
life and are already giving and doing a lot to help the global poor, and yet
Act Consequentialism judges that you may not even enjoy the single special
9

For this term, see Sobel, “The Impotence of the Demandingness Objection”, p. 6.
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treat of the weekend vacation. The life that Act Consequentialism requires
you to live in the long run is an extremely spartan life that is optimised for
efficiency in helping the poor. It is this requirement that is asking too much,
and so I take it that the Demandingness Objection targets is not how much
well-being we are required to sacrifice, but what lifestyle, with its pleasures
and amenities, we are permitted to retain.10 So for the purposes of discussing
the Demandingness Objection, I shall understand compliance cost to refer to
the level of well-being to which you would reduce yourself if you consistently
acted in accordance with the respective moral principle in the long run.11

4.1.2. The Demands of Act Consequentialism
The Demandingness Objection makes two claims: First, Act Consequentialism
makes certain highly costly demands, and second, this cost exceeds what can
be morally required of agents.12 This part of the present chapter assumes that
the second claim holds. Even so, an immediate response to the Demandingness
Objection is to deny the first claim and to argue that Act Consequentialism
does not in fact make the above extensive demands in The Weekend Vacation.
One way to deny that Act Consequentialism makes the said extensive de10
I here disagree with Liam Murphy’s opposite conclusion that compliance cost
is better understood in terms of sacrificed well-being.
For Murphy’s claim, and
a brief discussion of the conditions under which both views coincide, see Murphy,
Moral Demands in Nonideal Theory, 20f.
11
Note that the above working conception of compliance cost does not take into account
passive effects of others’ compliance with a moral theory on a given agent’s well-being,
for the following reasons (this argument is a condensed version of Murphy’s argument in
ibid., pp. 47–61): First, for any at least minimally plausible moral theory, agents would be
equally terribly badly off in a world of universal noncompliance. Now the passive compliance
effect of any moral theory in the actual world is simply the actual well-being of agents.
Hence the difference that actual compliance of others makes in a given agents’ life is equal
for all moral theories, and hence irrelevant for comparing different theories. Second, the
passive effects and resulting total compliance cost for an agent under full compliance with
Act Consequentialism amounts to only a moderate sacrifice or even a net gain, because if
everyone consistently satisfied Act Consequentialism, you would then have to donate only
a moderate amount of resources to charity, and you would be benefited by the help of
others and by living in a much improved world. On this conception of compliance cost, the
Demandingness Objection does not even arise. Third, if the Demandingness Objection is to
take into account passive compliance effects, it would consequently have to compare moral
theories with regard to hypothetical passive compliance effects for levels of compliance other
than the actual level of compliance or full compliance. However, there is no reliable way of
determining how the world would look, and how well off a given agent would be, for arbitrary
hypothetical levels of compliance. We then could not determine which moral principles are
more or less implausibly demanding.
12
Mulgan, Demands, p. 25.
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mands is to deny that donating to SCI really makes the world any better than
going on a weekend vacation to Paris, or to claim that even if it does, you are
not in a position to know this. All arguments on behalf of this claim, however,
fail: First, the argument that we do not know what is good for people in distant countries is unconvincing when we speak about basic goods like health
and nutrition. Independently of the culture and outlook on life of a person
who is deprived of adequate nutrition, clean water, housing, and medical care,
we know that providing them with these basic goods is going to make their
lives go better. And even where we do not know how to precisely specify these
goods, e.g. what adequate housing means in a given climate or how to treat a
given disease, we know that there are aid agencies who know these details and
can use our donations to benefit the poor.13 Second, one might argue that even
if we know what is good for the distant needy, we do not know how to bestow
such benefits upon them. This argument likewise fails due to the existence of
effective charities, as well as monitoring agencies that can point us to effective
charities.14 Third, one might argue that even if donations to effective charities
have good effects in the short run, in the past aid often had unintended and
unforeseen detrimental long-term effects, and our current donations may be
subject to the same problem. However, this argument is less of an objection
and more of a call to caution: Our understanding of aid has progressed, and it
is doubtful that the expected negative effects of aid outweigh the definite and
demonstrable short-term benefits in people’s lives. Also, the argument from
unforeseen detrimental effects of aid cuts both ways, and can also be made to
show that not donating to charity may be much worse than we have initially
thought. For example, prolonged extreme poverty can breed political extremism or lead to armed conflict.15 There is no reason to assume that giving to
charity is more prone to unintended negative effects than withholding aid. Finally, even if all of these concerns about donating to SCI or another typical aid
charity were accepted, this would not show that Act Consequentialism does not
make extensive and intuitively excessive demands. We do have opportunities
to make the world better, and if giving to charity turns out to not be among
13

See ibid., p. 32 and Murphy, Moral Demands in Nonideal Theory, p. 13.
Mulgan, Demands, 32f. and Murphy, Moral Demands in Nonideal Theory, p. 13.
15
The example of armed conflict caused by lack of development aid shows that the possible
detrimental effects discussed are mostly effects of many agents together donating or not
donating to charity. It seems implausible to hold that individual donations breed corruption,
foster dependency, or harm the local economy. For a discussion of how to think of such
apparently non-accumulative individual contributions, see part II of this thesis.
14

57

4. The Demandingness Objection
these opportunities, there are other causes which Act Consequentialism would
require us to support by living sacrificially.16
Another way of arguing that Act Consequentialism does not require you to
give up your weekend vacation is to return to the discussion of the Future
Ability Objection and to hold that these expenses are essential to your future
donations. Even though donating now may be effective in helping the poor, it
might also lead you to make much fewer donations in the future. Hence Act
Consequentialism should hold that you ought not to sacrifice your vacation.17
The problem with this response is that contrary to cases like Paying Tuition,
it is not plausible that you need the more expensive vacation in order to be able
to do more good in the future. The example is set up in such a way that it is
not about you having no vacation whatsoever, but only about some increase in
the excitement of the vacation. For preserving your future ability to do more
good, however, a vacation in Essex is going to do just as well. The argument
could then only be that while you could donate just as much in the future,
you nonetheless would not do so, e.g. because you would resent your sacrificial
lifestyle so much that you would stop donating at some point in the future.
We are then back to the discussion of actualism and possibilism, and of the
different versions of The Prodigal Manager: Possibilist Act Consequentialism
does not take your future actions into account at all, and still makes the
objectionable demand that you donate the money to charity rather than spend
it for your own pleasure. Actualist Act Consequentialism allows you to spend
the money on your own projects, and is hence more moderate in its demands.
However, actualist Act Consequentialism further has to hold that the reason
for the more moderate demands is that were you to donate the money now, you
would act wrongly in the future by not making more donations then. Actualist
Act Consequentialism is thus still committed to the view that there is usually
something wrong about spending resources on unnecessary amenities, and it
is moderate about The Weekend Vacation only in order to avoid more such
wrongdoing in the future. This is no less demanding a moral outlook than a
moral principle that holds that in the above examples, you ought to donate
the money to charity. Lastly, depending on the reasons for your predicted
future failure to donate more, intermediate Act Consequentialism gives either
16

Cf. Singer, “Famine, Affluence, and Morality”, p. 240.
This verdict may still be found unpalatable as taking a vacation might not be considered
the proper subject either of a moral prohibition or a requirement. This is the moral freedom
objection to Act Consequentialism which I discussed and set aside above.
17
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of these problematic verdicts.

4.1.3. Collective Consequentialism and moderate
demands
In summary, the above discussion shows that Act Consequentialism cannot
escape making extensive demands in cases like The Weekend Vacation, and
in the long run requires us to live a radically simple life with maximised contributions to the helping the poor. If we assume, as I do in this part of the
present chapter, that such demands are objectionable, we now need to investigate whether Collective Consequentialism makes more moderate and hence
intuitive demands than Act Consequentialism and thus avoids the Demandingness Objection.
4.1.3.1. Pure Collective Consequentialism and moderate demands
On Pure Collective Consequentialism, no affluent person is required to donate
resources to poverty-relieving charities to the point that they are unable to live
moderately comfortable life with amenities like occasional weekend vacations.
This is because first, the total sacrifice required to eliminate extreme poverty
is only a small percentage of total world economic output,18 and second, Pure
Collective Consequentialism tends towards an equalisation of everyone’s wellbeing, for the following reasons: On any plausible account of human well-being,
the more financial resources are spent on promoting a given individual’s wellbeing, the less positive difference any further resources make. For example,
good housing and healthy food significantly contribute to one’s well-being,
while the additional well-being gained from luxurious overseas vacations is
not proportional to the additional cost. Next to this common assumption of
diminishing marginal utility of money in an individual agents’ life, we can
further assume that the same amounts of resources spend on different agents’
well-being lead to roughly the same level of well-being for these agents.19 Now
18

See footnote 5.
This assumption is more controversial. First, on a preference-based account of wellbeing, agents with extremely expensive desires, e.g. for vacations in space, require much
more resources to achieve the same level of well-being than agents with more ordinary
desires. This concern is not too serious, as a preference-based account of well-being is
wrought with difficulty and is not plausible. Second, agents with chronic illness can require
large amounts of resources simply for normal human functioning. For the purposes of my
argument, however, all that is required is that for most agents, the same level of well-being
19
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consider a collective response to global poverty that distributes compliance
costs vastly unequally, allowing Ann to live a lavish life and requiring Ben to
reduce himself to a drastically simple lifestyle. Compare this response with
another possible collective response that yields the same contributions to help
the poor as the first response, but which distributes costs more equally and
allows both Ann and Ben to enjoy moderately affluent lives. Given the above
two assumptions, the reduction in Ann’s well-being between the two responses
is much less than the increase in Ben’s well-being. So while the more equal
collective response produces the same good consequences with regard to the
poor as the more unequal response, the more equal response also leads to
overall more aggregate well-being of Ann and Ben, and hence has superior
overall consequences.
Since the same considerations apply to larger groups, the optimal collective
response to global poverty distributes the relatively small overall cost of eliminating extreme poverty in a way that leaves affluent people roughly equally
well off. Since Pure Collective Consequentialism requires agents to do their
part in the best collective pattern of action they together can do, it thus never
requires any agent to donate so much that they have to live a drastically simple
life. So Pure Collective Consequentialism avoids the implausibly high demands
of Act Consequentialism with regard to helping the global poor.
4.1.3.2. Problems for Pure Collective Consequentialism
In chapter 2, I have argued that Pure Collective Consequentialism is subject
to the Recklessness Objection. Recklessness here means that actions which are
part of an optimal collective pattern of actions have disastrous consequences
if not everyone else plays their part in that pattern. For example, protesting
against an oppressive regime can be part of the best that everyone together can
do, but if not enough others join the protest, it can have harmful consequences.
With regard to requirements to contribute to charitable causes, Pure Collective
Consequentialism faces three further problems that point towards adopting
Mixed Collective Consequentialism instead.
First, Pure Collective Consequentialism gives implausible verdicts if some
agents contribute more than they would do in the optimal collective response.
Consider the following example:
comes at roughly the same financial cost.
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The Saturated Charity: Suppose that part of the best for us
together to do is for every affluent person to donate GBP 100 to
SCI. If everyone does their share, then SCI can operate at full capacity, and has no room to usefully employ additional funds. Some
wealthy philanthropists, however, are extremely excited about SCI
and donate all of their disposable income to SCI, which alone enables SCI to operate at full capacity.
Because Pure Collective Consequentialism does not consider what other agents
in fact do, it requires you to donate GBP 100 to SCI, even though SCI’s room
for funding is already saturated. The action required by Pure Collective Consequentialism, while not reckless in the common sense of producing disastrous
consequences in the actual world, is nonetheless pointless and wasteful, and
the requirement to act this way is hence implausible.20
Second, Pure Collective Consequentialism can give implausibly undemanding verdicts in cases where individuals can easily make the world better by
contributing more than they would do in an optimal collective response. Consider the following example:21
The Ten Drowning Children: You are sunbathing at the Sussex coast, when you see a group of ten children in the sea suddenly
struggling to stay afloat. The lifeguard is running past you, calling you to join her to help the children. There are eight other
sunbathers nearby, but they ignore the lifeguard’s appeal.
The optimal collective response to the threat to the children is for all nine sunbathers to join the lifeguard, as this ensures the speediest response and highest
chances of saving all ten children. So you have a collective consequence-based
reason to swim out once and rescue one child, and Pure Collective Consequentialism requires you to do just that. However, since the other sunbathers are
not joining, you can rescue more children at very low cost to yourself, and
intuitively, you ought to keep helping the lifeguard until all children are saved.
20

Also, Pure Collective Consequentialism makes the implausible judgement that the philanthropists have acted wrongly by giving sacrificially. For the concept of room for funding,
see e.g. Karnofsky, “Which Nonprofits Have Room For More Funding?”
21
For the concern that a moral theory might be too modest in its demands, see
Goodin, “Demandingness as a Virtue”, p. 4. For similar cases where Collective Consequentialism allows agents to do much less good than you could otherwise do, see Murphy,
Moral Demands in Nonideal Theory, 127f. and Sonderholm, “World Poverty”, p. 8.
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Pure Collective Consequentialism then goes wrong not in making a demand to
act recklessly, as the action of saving one child still has the same good effect as
it has under full compliance. Instead, Pure Collective Consequentialism goes
wrong in not demanding more acts of rescue of you. The cost to you for rescuing more children is negligible, and so Pure Collective Consequentialism allows
you to act in a vastly suboptimal manner for no good reason whatsoever, and
makes an implausibly low demand.
Third, with regard to avoiding the Demandingness Objection, Pure Collective Consequentialism faces problems when the cost of acting alone is much
higher than the cost of acting together with others. Pure Collective Consequentialism achieves more moderate demands by taking into account collective
consequence-based reasons, which favour actions that agents would do in optimal collective patterns of actions. These actions, in turn, are typically less
costly than the best that agents can individually do in the actual world. However, some actions that are moderately demanding when performed as part of
an optimal collective pattern of actions are no longer moderately demanding
when performed in isolation, as in the following example:22
Public Transport: Suppose that next to combating anthropogenic climate change, switching from private automobiles to public transport is part of the optimal collective response to global
poverty, as it generates savings and thereby enables people to donate more to help the global poor. In the actual world, you live in
a society which features high use of private automobiles and only a
rudimentary public transport system. In order to see your friends
and go on short weekend vacations, you therefore rely on your car.
In the optimal collective response, the increased support and demand for public
transport would lead to an excellent public transport system, and would make
it relatively easy for most people live without a car. However, in the actual
world, switching to public transport is much more inconvenient and costly to
you than it would be in the optimal collective response, to the point that it
would be intuitively too demanding to require you to give up your car.23 Pure
22

Goodin, “Demandingness as a Virtue”, p. 9 fn. 24. See also the example of The
Dictates of Fashion in section 5.4.1 of the subsequent chapter.
23
In rural areas, it will even be outright impossible to switch to public transport, because
none is provided. In such cases, collective consequence-based reasons favour impossible
actions, which is problematic not only on substantive normative grounds, but on metaethics
grounds as well.
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Collective Consequentialism here requires you to give up your car, and thereby
makes an implausibly costly demand.
In chapter 2, I argued that the most plausible Collective Consequentialist
response to the Recklessness Objection is Mixed Collective Consequentialism,
which considers and weighs both individual consequence-based and collective
consequence-based reasons. This response is also the most promising way
to deal with the different wasteful, underdemanding, and implausibly high
requirements of Pure Collective Consequentialism. First, the problem with
Pure Collective Consequentialism’s demands in The Saturated Charity and
The Ten Drowning Children is that Pure Collective Consequentialism ignores
that others are not playing their part in the optimal collective response, which
affects the difference that the different actions available to you would make.
In The Saturated Charity, the philanthropists’ donations nullifies any positive
effect that your donations would have in the optimal collective response, while
in The Ten Drowning Children, the noncontribution of the other sunbathers
allows you do more good by swimming out more often than in the optimal
collective response. In both cases, the most promising solution is to opt for
Mixed Collective Consequentialism which takes into account precisely those
individual consequence-based reasons. By balancing collective and individual
consequence-based reasons, Mixed Collective Consequentialism can judge that
in The Saturated Charity, you need not donate anything to SCI, and that in
The Ten Drowning Children, you ought to rescue as many children as you can.
Second, in Public Transport, Mixed Collective Consequentialism can compare
alternative options for you to increase your donations to charity by the same
amount, e.g. to give up your car or to give up expensive dining. The fact
that giving up your car is part of the optimal collective response may be a
collective consequence-based reasons to give up the car rather than giving
up dining out, but the additional cost of unilaterally giving up the car is an
individual consequence-based reason to give up dining out rather than giving
up the car. Collective Consequentialism can claim that on balance, you ought
to give up dining.
So Mixed Collective Consequentialism can avoid the above problems of Pure
Collective Consequentialism. At the same time, by giving sufficient weight to
collective consequence-based reasons in The Weekend Vacation, Mixed Collective Consequentialism can follow Pure Collective Consequentialism by requiring you to make only moderate donations, and thus can also avoid the
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Demandingness Objection in this initial case.

4.1.4. Problems with the demands of Mixed Collective
Consequentialism
While Mixed Collective Consequentialism can give plausible verdicts in the
examples discussed above, as a response to the Demandingness Objection, it
is subject to three problems. First, Mixed Collective Consequentialism cannot
always avoid implausibly high demands. Second, Mixed Collective Consequentialism cannot account for the different intuitive judgements in The Weekend
Vacation on the one hand, and rescue cases on the other hand. Third, Mixed
Collective Consequentialism comes at the cost of complicating moral deliberation.
4.1.4.1. Extremely effective contributors and implausibly high demands
First, Collective Consequentialism does not avoid extreme demands in scenarios with potential contributors which are extremely effective at employing their
time and effort to help the world’s poor. Consider the following extremely simplified scenario which illustrates this point:24
The Medical Team: A relief team of eleven doctors travel to
a remote island village in a developing country to provide medical
care free of charge. It turns out that the only medical problem that
needs treating is tooth decay, and there are 160 villagers in need of
treatment. Of the eleven doctors, everyone is able to remove teeth,
but only Ann is an experienced dentist. Each of the ten other
doctors can treat one patient per hour, while Ann can treat ten
patients in the same time. The doctors are in the village for only
one day, after which they will move on. Also, they have already
visited many villages and would prefer to take a day off and enjoy
the beach.
The cost of making the world better here comes in terms of the well-being
sacrifice of concentrating on pulling teeth rather than enjoying the beach. An
24

The
example
is
inspired
by
a
brief
remark
of
Murphy
(Moral Demands in Nonideal Theory, p. 104) about doctors with expertise that is in
particular demand among the poor.
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equal distribution of compliance cost would see all eleven doctors work for
eight hours, in which Ann would treat 80 patients, and the other ten doctors
combined would treat the remaining 80 patients. This working day allows
all doctors to spend eight hours enjoying themselves on the beach and in the
company of the villagers.
Now consider two of the other ten doctors, Ben and Carol. Suppose that
Ben works for nine hours and has seven hours of leisure, and Carol works for
only seven hours and has nine hours leisure. The same considerations as in
the case of monetary contributions in section 4.1.3.1 apply: After eight hours
of leisure, an additional hour of leisure constitutes less of an improvement of
one’s well-being than an additional hour of leisure after only seven hours of
leisure. At the same time, all doctors would derive a roughly equal benefit
from a given amount of leisure time. If Carol works an hour more and gives
up her ninth leisure hour to Ben, then this increases overall well-being, as that
hour of leisure time is then most effectively used.
However, the case is strikingly different for Ann: If Ann works for an additional hour, then she treats an additional ten patients, allowing all ten of the
other doctors to take an additional hour of leisure. While the hour of leisure
that Ann gives up is more valuable than an additional hour of leisure for one
of the other doctors, it is arguably not more valuable than an hour of additional leisure for all ten of the other doctors. So it is more efficient for Ann
to work nine hours and everyone else seven hours, than for everyone to work
an equal duration. But we need not stop here: A further hour of Ann leisure
time is more valuable than a sixth hour of leisure gained for one of the other
doctors, but it is arguably not ten times as valuable. So it is more effective for
Ann to work ten hours and everyone else six hours. Increasing Ann’s workload
only ceases to improve overall consequences once the well-being sacrifice due
to reducing Ann’s leisure time by yet another hour is larger than ten times the
well-being gain of one other doctor having another hour of leisure time. This
point may, but need not, be reached before Ann works for sixteen hours and
the other doctors enjoy a complete day off.
So the argument that a optimal collective pattern of actions involves an
equalised level of well-being for all contributors only goes through when we
assume that the marginal effect for each unit of contribution is equal across all
agents. This assumption is plausible when we consider monetary contributions:
GBP 300 donated to the same cause will have the same expected effect, no
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matter who donated it.25 However, The Medical Team shows that when this
assumption does not hold because we consider donations of time or effort, then
the optimal collective pattern of actions can involve disproportionately high
well-being sacrifices of highly effective contributors. For this reason, Collective
Consequentialism, both in the Pure and the Mixed form, can make extremely
high demands in terms of how much time agents’ are required to work to
help the global poor. And while much of the work of high-achievers would
often be paid employment e.g. in a charity rather than volunteering, a moral
principle that implies that one morally ought to work the maximum sustainable
number of hours in one’s job, and do so exclusively in order to benefit distant
strangers, is nonetheless highly demanding and just as much subject to the
Demandingness Objection.
Since The Medical Team is a highly stylised example, we need to ask how
prevalent the challenge of extremely efficient contributors is in the real world.
The most promising real-world professions where this problem arises are, for example, doctors, medical researchers who work on developing cures for tropical
diseases, and irrigation engineers, who are all much more effective at alleviating
the plight of the poor than e.g. salespersons or bakers. By contrast, note that
other examples of contributors who are extremely effective in the actual world
do not generate the same problem for Mixed Collective Consequentialism: For
example, some people are vastly better than others at speaking publicly and
winning audiences e.g. to donate to charity or to lobby for more fair trade
policies. However, these activities are beneficial only under partial compliance.
When we consider what would be best for us globally to do about poverty,
these tasks will not feature in the optimal collective response, as no convincing is necessary if, as is stipulated, everyone plays their part in the optimal
collective response.26 Another example of extremely efficient contributors that
25

This assumption is only plausible when we consider the effect of the money in isolation
from the effect of the act of giving. For example, a publicly visible donation by a prominent
person is likely to inspire more people to donate than a donation by a less prominent donor.
However, the imitation effect does not point towards prominent people making extreme
sacrifices, as the imitation effect is likely to decrease after some level of contribution: It
seems safe to assume that if a prominent person publicly gives more and more, at some
point this will not lead to more imitators. For a discussion of the positive effect of publicly
visible donations, see Singer, The Life You Can Save, 64ff.
26
Note that these examples are a problem for Pure, but not for Mixed, Collective Consequentialism: Rather than making intuitively excessive demands on such people, Pure
Collective Consequentialism then requires them to contribute counterintuitively little in the
real world, even though their skills would be vastly effective at improving the plight of the
poor. Mixed Collective Consequentialism takes into account that latter fact, and can hence
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need not concern Mixed Collective Consequentialism are non-charity related
jobs with extremely high hourly wages. In the actual world, people in these
professions can produce much more good per additional hour worked than less
high-earning people. Effectiveness ratios of 1 : 10 as in The Medical Team
are far from uncommon here, since hourly wages can easily diverge in these
proportions. However, it is not clear that in the optimal collective response,
high-earning people would have to work to the brink of exhaustion in order
to donate as much as they can to charity. First, in an optimal collective response, arguably no extremely high wages would be paid, as no one would use
their market power to extort extremely high salaries, and no one would need
financial incentives to do morally valuable work. Second, the way in which
e.g. a manager in an electronics factory can contribute to help the poor in the
actual world is to produce yet more gadgets, which are then bought by affluent
people, and his share in the profits is then donated to charity. But if everyone
plays their part in the optimal collective response, then no such “bribing” of
people to indirectly give to charity is necessary. Rather than buying gadgets,
people might then donate the money to charity right away.
So the core problem professions are doctors, researchers, and engineers – in
short, people whose extreme efficiency at promoting the good arises not from
the fact that others are not playing their part in an optimal collective response,
but instead from the physical features of pressing global problems. Now Collective Consequentialism could still argue that the optimal collective response
will change society so drastically that these contributors are no longer disproportionately effective, and they will hence not be disproportionately burdened
in an optimal collective response. However, this response is unsuccessful, for
the following reasons: Collective Consequentialists here needs to argue that
the optimal collective response will lead to such drastic social change that the
physical problems of untreated illness, lack of medication for important tropical
diseases, and environmental problems are no longer pressing, or that people will
change their priorities in career training in a way that will align the socially
available supply of skills more with the morally relevant needs.27 However,
contrary to problems like lack of donations to charity that might disappear immediately if everyone does their part in the optimal collective response, such
social change would take significant amounts of time. The collective patterns
make substantial demands on these people.
27
I am indebted to Tim Mulgan for this possible Collective Consequentialist response.
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of actions that are optimal some years in the Utopian future then differ from
the optimal collective responses today. It would be implausible for Collective
Consequentialism to make agents’ obligations to contribute depend on what
would be best for them to collectively do years in the future. Furthermore,
such an implausible reading of Collective Consequentialism would also mean
that universal compliance with Collective Consequentialism would fail to bring
about best outcomes in the present. And lastly, even when the optimal collective response has been enacted for a long time, there is still the possibility that
unpredictable catastrophes suddenly make some skills much more effective at
promoting the good than others. So Collective Consequentialists cannot refer
to distant social change to avoid the problem of highly efficient contributors.
In summary, the optimal collective patterns of actions available to us now
disproportionately burden the most efficient contributors, and do so well beyond intuitively plausible demands. For these agents, as for every affluent person, individual consequence-based reasons already favour such highly costly
actions. Since collective consequence-based reasons also favour such highly
costly actions, balancing the two kinds of reasons, as Mixed Collective Consequentialism does, still yields intuitively excessive requirements and is subject
to the Demandingness Objection. This holds even for the extreme case of giving absolute priority to collective consequence-based reasons, as the typically
less demanding Pure Collective Consequentialism does.
4.1.4.2. Rescue Cases, consistency, and revisionism
The second problem for Mixed Collective Consequentialism as response to the
Demandingness Objection is that this principle cannot distinguish between
costly donations to charity and costly emergency aid. Consider the following
example:28
The Hurried Samaritan: You have booked your weekend trip to
Paris, and are scheduled to leave on the first train in the morning.
You are rushing to catch your bus to go to the train station when
you see a cyclist lying on the street. The cyclist is unconscious and
obviously in need of immediate first aid. You know that if you stop
to help the cyclist, you will miss your bus. You would then miss
28

For a similar case that features missing an opportunity due to helping someone in need,
see Miller, “Beneficence, Duty and Distance”, p. 373.
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the train and hence the weekend vacation, and since you bought
a cheap ticket, there is no way to get the cost refunded or take a
later train. Several others are rushing to the bus alongside you,
and they just keep running and ignore the cyclist. You recognise
some of them as your neighbours and know that they do not need
to catch that particular bus and could just as well take the next
one. There is no one coming behind you who could step in to help
if you do not help the cyclist.
Those who rush past the cyclist are clearly acting wrongly. But no matter
how many others rush past the cyclist, intuitively, you also act wrongly if you
do not stop to help, and no matter how urgently you or they need to catch
their bus. So intuitively, you are morally required to stop and help the cyclist,
even at the cost of your weekend vacation. Act Consequentialism captures this
intuition, as the consequences of helping the cyclist are superior to those of
rushing on. By contrast, as I argue in the following, this case poses a serious
problem for Collective Consequentialism.
Note first that Pure Collective Consequentialism implausibly requires you
to not help the cyclist. This is because it only considers what would be best
for all involved agents together to do, and since your neighbours do not have a
train to catch, the best that everyone together could do involves them helping
the cyclist, and you catching your bus.
At first sight, Mixed Collective Consequentialism can avoid this problem, as
it also takes into account the fact that in the actual world, no one else is going
to help the cyclist, and your helping the cyclist has vastly better consequences
than your rushing on. By holding that the latter individual consequence-based
reason outweighs the collective consequence-based reason for you to rush on,
Mixed Collective Consequentialism can capture the intuitive judgement that
you ought to help the cyclist.
However, this Mixed Collective Consequentialist response raises the question
of why one should give more weight to individual consequence-based reasons
in The Hurried Samaritan, and less weight in The Weekend Vacation. After
all, the cases have a very similar form: If everyone did their bit, then you could
enjoy your vacation. But since others fail to do their bit, there are strong individual consequence-based reasons for you to sacrifice your vacation, as you can
thereby generate an overall well-being benefit of saving a life. While weighing
reasons tends to be a largely intuitive matter, we do not have licence to just
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weigh them as we please. Instead, if we weigh reasons differently in apparently
similar cases, we have to identify some difference in the cases that justifies the
different weight given to collective-based and individual consequence-based
reasons.29
A plausible Consequentialist justification for treating the two cases similarly
is not readily available here: The fact that the cyclist is nearby, and the people
that SCI can help are far away, is of no significance to the value of outcomes.
Likewise, that in The Hurried Samaritan, the benefit is concentrated on one
person, and in The Weekend Vacation, it is spread out across many, should
not matter either. The very point of measuring well-being consequences in
terms of quality-adjusted life years is precisely to compare such benefits and
to be able to say that distributing 50 quality-adjusted life years over a larger
number of people is just as good as allowing a single person to live 50 more
years of healthy life.
In the absence of a good justification for treating The Weekend Vacation
and The Hurried Samaritan differently, Mixed Collective Consequentialism is
confronted with a dilemma: On one horn of the dilemma, Mixed Collective Consequentialism weighs reasons differently and gives the intuitively right verdict
in both cases, but lacks a justification for doing so. This raises the suspicion
that the distinguishing feature that leads to the different verdicts is simply the
intuitiveness of the different possible demands. That is, the suspicion is that
in The Hurried Samaritan, the reason why Collective Consequentialism weighs
individual consequence-based reasons stronger is that otherwise its demands
would be implausibly weak, and vice versa for The Weekend Vacation. Collective Consequentialism then captures our intuitions about morally required
sacrifices simply by taking these intuitions as inputs into its reason-balancing,
which is problematic in three respects: First, Mixed Collective Consequentialism then accommodates our intuitions, but does so on an ad hoc basis. Second, Collective Consequentialism then does not account for these intuitions,
that is, it gives no further moral rationale to ground these intuitions, and
further cannot help us to generalise across new cases for which we do not
yet have any intuitions.30 Lastly, Mixed Collective Consequentialism then implicitly takes intuitions about which demands are acceptable as reasons that
29

Cf. McElwee, “The Rights and Wrongs of Consequentialism”, p. 402 fn 17.
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“Impartial Reasons, Moral Demands”, p. 461 with regard to flexible balancing of agents’
own interest and the overall good in Scheffler’s Hybrid Consequentialism.
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determine moral obligations, which abandons Consequentialism. Also, taking
these intuitions as reasons makes collective consequence-based reasons superfluous in responding to the Demandingness Objection, as these intuitions about
cost can be combined with individual consequence-based reasons to give us
a more straightforwardly and reliably moderately demanding purely individualist moral principle.31 So on this horn of the dilemma, Mixed Collective
Consequentialism turns out as a highly problematic and unattractive Consequentialist moral principle. I conclude that Collective Consequentialists should
avoid this horn.
On the other horn of the dilemma, Mixed Collective Consequentialism maintains consistency and weighs reasons the same way in The Weekend Vacation
and The Hurried Samaritan. Mixed Collective Consequentialism then cannot
accommodate both the intuition that in The Hurried Samaritan, you ought to
help the cyclist, and the intuition that in The Weekend Vacation, you are permitted to go on the vacation. So Mixed Collective Consequentialism needs to
be revisionist about one of these intuitions. This is less problematic than the
more structural problems that Collective Consequentialism faces on the first
horn of the dilemma, and I hence conclude that Mixed Collective Consequentialist should take a revisionist route. However, as I argue in the following, such
revisionism makes Mixed Collective Consequentialism unsuitable as a response
to the Demandingness Objection.
In order to maintain consistency, Collective Consequentialism needs to either
give up its ability to avoid the Demandingness Objection in The Weekend Vacation, or needs to make a counterintuitive judgement in The Hurried Samaritan.
On the one hand, if Collective Consequentialism gives up its ability to avoid
the Demandingness Objection even in situations like The Weekend Vacation
where Collective Consequentialism principle seemed most promising at avoiding the objection, then we gain nothing by abandoning Act Consequentialism
in favour of Collective Consequentialism. On the other hand, if Collective Consequentialism is revisionist about cases like The Hurried Samaritan, then this
introduces two further problems.
First, Collective Consequentialism than makes the implausible judgement
that you are permitted to rush past the wounded cyclist. Now Collective
Consequentialism can try to make this verdict more palatable by holding that
while you would not act wrongly by rushing past the cyclist, you nonetheless
31

See section 4.1.5.
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would show a reprehensibly moral character if you rushed on. This response
aims to allow Collective Consequentialism to accommodate the intuition that
something is morally wrong with you if you do not help the cyclist.32 However,
this response is not plausible, as it is not clear that ignoring an accident while
being in a large crowd and being in a hurry makes one’s character particularly
reprehensible. If anything, such circumstances are usually invoked to exculpate
agents for acting wrongfully failing to help. Also, we can easily modify the case
by stipulating that you did not notice the cyclist, and would have helped if
you had noticed him. We can then not claim that there is something wrong
with your moral character, but we would then still want to say that in some
(more objective) sense, you ought to have helped the cyclist.
Second, being revisionist about The Hurried Samaritan puts Collective Consequentialism on a par with Act Consequentialism: In The Weekend Vacation,
Act Consequentialism makes the revisionist judgement that you ought to forgo
your vacation and instead donate to SCI. The Demandingness Objection rejects such revisionism as mistaken. However, Act Consequentialists can tell
a story analogous to but more convincing than Collective Consequentialism’s
revisionist story in The Hurried Samaritan: In The Weekend Vacation, by not
donating to SCI, you would act morally wrongly, but given that you already
exceed the socially normal levels of sacrifice to help the poor, this does not
mean that there is anything wrong with your moral character. This Act Consequentialist revisionist response is not perfect, but it is superior to Collective
Consequentialism’s response to The Hurried Samaritan.33
So if Collective Consequentialism is framed in a way that avoids the Demandingness Objection in The Weekend Vacation, then in cases like The Hurried
Samaritan, it turns out to make revisionist claims that can be just as much
objected to as those made by Act Consequentialism in the former case. So
as a response to the Demandingness Objection, Collective Consequentialism
has then traded one kind of problematic verdict for a potentially similarly
problematic kind of verdict.

32

This is Murphy’s suggestion for how his Collective Principle of Beneficence should
respond to rescue cases, in Moral Demands in Nonideal Theory, pp. 127–133.
33
See section 4.1.5 for more discussion of this position.
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4.1.4.3. The Wrong Facts Objection and proliferation of reasons
The third problem for Mixed Collective Consequentialism is related to Tim
Mulgan’s “Wrong Facts Objection”:34 The level of well-being sacrifice to help
the global poor that is favoured by collective consequence-based reasons depends significantly on the ratio between poor and affluent people in the world.
If there were many more poor or significantly fewer affluent people, then the
optimal collective response would include a higher level of sacrifice. It then
seems that on Collective Consequentialism, we (as moral philosophers and as
agents) need to determine the number of affluent and poor people in order
to know how much we ought to give. The Wrong Facts Objection holds that
agents should not have to know very much about the number of other affluent
people and the number of poor people to determine what they ought to do.
Instead, it should be enough to know that there are millions of poor people
in need of help, and that one can help them by donating to effective charities.
This objection can be spelled out in two different ways: First, the “strong”
Wrong Facts Objection holds that it is implausible that individuals’ obligations should vary at all with the number of poor and of affluent people in the
world. Second, the “weak” Wrong Facts Objection holds that is it implausible
that the sacrifice required of individuals should vary so drastically with the
number of poor and of affluent people in the world as Pure Collective Consequentialism would have it. This latter reading is the Wrong Facts Objection
that Mulgan seems to have in mind.35
On both readings, the Wrong Facts Objection can be answered: First, in
response to the weak Wrong Facts Objection, Mixed Collective Consequentialism can respond that by adjusting the balance of individual consequence-based
reasons and collective consequence-based reasons, it can make the numbers of
affluent and of poor people matter to the required level of individual sacrifice as
much or as little as seems plausible. Second, Collective Consequentialism can
respond to the strong Wrong Facts Objection that this objection amounts to a
simple denial of collective consequence-based reasons as determinants of individuals’ moral obligations. This objection then does not provide any argument
on behalf of Act Consequentialism.
Given the above responses, the Wrong Facts Objection is no good objec34
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tion to Mixed Collective Consequentialism in general and as response to the
Demandingness Objection. However, the Wrong Facts Objection still shows
that adopting Mixed Collective Consequentialism comes at a cost. First, for
those with strong Act Consequentialist intuitions, this cost is the counterintuitiveness of acknowledging collective consequence-based reasons. Second,
Mixed Collective Consequentialism is committed to a view of morality where
drastically more facts enter the moral consideration about what a given individual ought to do.36 This makes it more difficult to determine what one morally
ought to do, is subject to a yet stronger concern about cognitive demandingness than Act Consequentialism. We thus need to ask not only whether
Collective Consequentialism is superior to Act Consequentialism with regard
to the Demandingness Objection and other problems that Act Consequentialism principle faces in many-hands-cases, but we also need to ask whether any
advantage that is gained by moving to Collective Consequentialism is worth
this cost.

4.1.5. Summary: Collective Consequentialism and
moderating demands
I have argued above that as a response to the Demandingness Objection, Collective Consequentialism is fraught with difficulty. For one, collective Consequentialism fails to yield moderate demands for extremely effective contributors.
So a move to Collective Consequentialism is only an incomplete response to
the Demandingness Objection, and by moving to Collective Consequentialism
we would hence gain less than we at first hoped. Further, the limited success of
Collective Consequentialism in yielding more moderate demands, e.g. in cases
like The Weekend Vacation, comes at a considerable cost: First, if Collective
Consequentialism is to avoid the Demandingness Objection in The Weekend
Vacation, it needs to make revisionist judgements in The Hurried Samaritan,
and these verdicts can be just as counter-intuitive and objectionable as Act
Consequentialism’s extensive demands. Second, the move to Collective Consequentialism commits us to a view of morality that is significantly more com36

Woodard discusses a similar concern about proliferation of reasons under his proposed
pattern-based principle Woodard, Reasons, Patterns, and Cooperation, pp. 95-99. Woodard
argues that the concern can at least be mitigated by restricting the range of eligible patterns.
However, the resulting list of morally relevant reasons is still going to be significantly longer
than on Act Consequentialism.
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plicated than Act Consequentialism, and on which moral deliberation is made
significantly more difficult.
How much the Demandingness Objection provides a case for favouring Collective Consequentialism over Act Consequentialism depends on the balance of
the above theoretical cost and benefit of moving to Collective Consequentialism. This in turn depends on how problematic we find Act Consequentialism’s
high demands in The Weekend Vacation in comparison to Collective Consequentialism’s implausible leniency in The Hurried Samaritan combined with
the complications that Collective Consequentialism introduces. I contend that
it is no more problematic to judge that you ought to keep donating to charity
to the point where only a drastically simple lifestyle is left to you than it is to
permit you to rush past the victim of an accident in order to go on a weekend
vacation. By moving to Collective Consequentialism, we would then trade one
problem against a comparably bad problem, while paying the cost of adopting
a more complicated picture of morality and moral deliberation. This move is
not worth it if all we consider is the Demandingness Objection.
Now unfortunately, I do not see how to establish claims about the relative
weight of different theoretical problems by argument, so all I can do is to invite the reader to follow me in the above judgement. If the reader considers
Demandingness Objection to be so weighty that even the limited reduction
in demands provided by Collective Consequentialism is worth the cost of revisionism in The Hurried Samaritan and added theoretical complexity, then
the Demandingness Objection provides a reason to favour Collective Consequentialism over Act Consequentialism. In either case, however, Collective
Consequentialism’s revisionism in The Hurried Samaritan, and its limited success in avoiding the Demandingness Objection, should make us consider other
alternatives to Act Consequentialism which might avoid the Demandingness
Objection more completely and at lower cost.
Different moderately demanding individualist forms of Consequentialism
which modify those aspects of Act Consequentialism that lead to its extreme
demands are a promising class of such alternative principles. One prominent
example of such views is Satisficing Consequentialism. This principle modifies
the optimising aspect of Act Consequentialism, and allows agents to not always act optimally, and requires them to merely sufficiently promote the good.
Satisficing Consequentialism can hold that in The Weekend Vacation, you have
already sufficiently much promoted the good, and are permitted to stop do-
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nating to SCI and to go on the vacation instead.37 A similar view is Brian
McElwee’s position that separates a Consequentialist account of which reasons
there are (e.g. only individual consequence-based reasons) from the claim that
agents are always morally required to do what they have most reason to do.38
Another prominent example of a moderate individualist Consequentialism
is Samuel Scheffler’s Hybrid View.39 This view modifies the agent-neutral perspective of Act Consequentialism, and combines Act Consequentialism with
an agent-centred prerogative that allows agents to give more consideration to
their own well-being than to the well-being of others. Agents are then sometimes permitted to refrain from maximising overall value in order to achieve a
smaller benefit to themselves. For example, in The Weekend Vacation, Hybrid
Consequentialism can hold that the benefit you accrue by going on the vacation, if given its appropriate higher weight, outweighs the benefits you could
produce by donating to SCI instead.
Discussing the merits and problems of these moderate individualist Consequentialist principles is beyond the scope of the present discussion. It suffice to
say that these principles will still be hard pressed to differentiate between The
Weekend Vacation and The Hurried Samaritan. After all, if you have already
done enough good to not need to sacrifice your vacation in order to donate
more to SCI, then it seems you have also done enough to not need to forgo the
vacation in order to help the cyclist. And if your well-being benefit from the
vacation weighs heavier than 50 quality-adjusted life years distributed among
many poor people, then it seems that it also weighs heavier than the same
number of quality-adjusted life years concentrated in the cyclist. For both
principles, avoiding the Demandingness Objection in The Weekend Vacation
then comes at the cost of being overly permissive in The Hurried Samaritan.
The most promising way to avoid the Demandingness Objection in The
Weekend Vacation without being too lenient in The Hurried Samaritan is a
37

The view was first introduced by Slote (“Satisficing Consequentialism”). For further
references, see Mulgan, Demands, 127 note 1.
38
McElwee,
“Impartial Reasons, Moral Demands”,
pp.
458–459;
McElwee,
“Consequentialism, Demandingness and the Monism of Practical Reason”, pp. 364, 367,
369; McElwee, “The Rights and Wrongs of Consequentialism”. McElwee’s view is similar to
a view that allows for blameless wrongdoing (see Mulgan, Demands, p. 49 for a discussion).
But rather than introducing the problematic split between wrongness and blame, McElwee
more plausibly drives the wedge between having most reason, and being required, to
perform a given action.
39
The view was first developed in Scheffler, The Rejection of Consequentialism. For more
references, see Mulgan, Demands, 145 note 1.
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moral principle that can take into account the differentiating features of both
cases, in particular the fact that the cyclist is much more proximate than
distant poor people. Now considering proximity to be intrinsically morally
relevant is problematic for a Consequentialist principle, as proximity in itself
is not part of what makes the world better or worse. However, Consequentialists can hold that proximity matters derivatively, which is precisely what
acceptance-based Rule Consequentialism can do: A moral rule that requires
all agents to attend to nearby victims of accidents that are not already sufficiently attended to is arguably part of a set of moral rules that would be
optimal for us to accept and propagate. Further, provided that Hooker is correct in holding that it is extremely costly to accept and inculcate moral rules
that require extreme sacrifices,40 a moral rule that only requires moderate sacrifices to aid distant strangers is arguably superior to highly demanding rules.
So Acceptance-based Rule Consequentialism can give us both the plausible
moderate verdict that you need not donate in The Weekend Vacation, and the
intuitive more stringent requirement that you ought to help in The Hurried
Samaritan.
Furthermore, in real-world cases with extremely efficient contributors,
acceptance-based Rule Consequentialism, contrary to Collective Consequentialism, can link present moral obligations to moral rules that are optimal once
inculcated and universally accepted in the future. Acceptance-based Rule Consequentialism can then argue that one rule in the optimal set of moral rules
is to consider the world’s morally relevant needs when deciding which skills
to develop, which will better align the social supply of skills to the world’s
needs. Under universal acceptance of this rule, highly efficient contributors
are much more common, and there is then less need to burden them with
disproportionate demands. Together with the assumed very high cost of inculcating extremely demanding rules, this suggests that the optimal set of rules
will include requirements to contribute that are moderately demanding even
on extremely efficient contributors.41 Lastly, because acceptance-based Rule
Consequentialism takes into account acceptance and inculcation cost of moral
rules, it promises to prescribe more simple moral deliberation to agents than
Mixed Collective Consequentialism.
40

Hooker, Ideal Code, pp. 98, 136–138.
However, note that the problem of unexpected catastrophes that change the demand
for skills that are needed to make the world better remains also for acceptance-based Rule
Consequentialism.
41
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Whether acceptance-based Rule Consequentialism can live up to this
promise depends in large part on empirical questions about social psychology. It seems far from obvious to me that it is extremely costly to inculcate
moral rules which regularly require agents to make extensive sacrifices and
live drastically simple lives for the sake of promoting the overall good. After
all, if such a lifestyle is standard in one’s society, then inculcating such rules
might be much easier than it at first seems. Investigating this issue further
is beyond the scope of this thesis. For the present purposes, it is enough to
note that acceptance-based Rule Consequentialism is a promising alternative
to Act Consequentialism, and that further investigation is worthwhile for that
reason.42
In summary, for the purpose of avoiding the high demands of Act Consequentialism in The Weekend Vacation, moving to Collective Consequentialism is a
highly problematic response. Collective Consequentialism provides a net theoretical benefit over Act Consequentialism only if we place significant weight
on its limited success in avoiding the Demandingness Objection. Moving to
Acceptance-based Rule Consequentialism, however, promises to yield the same
moderate demands but avoids the problems and limitations of Collective Consequentialism. So if we accept the Demandingness Objection to the demands
of Act Consequentialism in The Weekend Vacation, then this is at best a weak
reason to favour Collective Consequentialism over Act Consequentialism, while
the objection might give us a stronger reason to favour, and definitely does
give us strong reason to further investigate, acceptance-based Rule Consequentialism.

4.2. Rejecting the Demandingness Objection
The above intermediate conclusion is conditional on accepting the Demandingness Objection to Act Consequentialism, i.e. the conjunction of the claims
that Act Consequentialism makes certain highly costly demands and that these
demands are excessive and hence mistaken. If we want to avoid the above intermediate conclusion, we then have to deny either conjunct of the Demanding42

One reason to be concerned about acceptance-based Rule Consequentialism is that
it seems dubious whether an ethics for the actual world should depend strongly on quasiempirical facts about the limits of human nature in counterfactual situations that are far
removed from the actual world.
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ness Objection. Now in section 4.1.2, I have already rejected several attempts
to deny the first part of the Demandingness Objection by holding that Act
Consequentialism does not in fact require the said costly sacrifices. In this
second part of the present chapter, I investigate three strategies of denying
the second part of the Demandingness Objection. I discuss first, the strategy of moral extremism which denies that Act Consequentialism’s demands
in The Weekend Vacation are mistaken simpliciter (section 4.2.1). Second, I
discuss the strategy of arguing that the exclusive focus of the Demandingness
Objection on the compliance cost of Act Consequentialism is mistaken, and
that a broader notion of the cost of a moral principle needs to be invoked
(section 4.2.2). And third, and most importantly, I discuss the strategy of
accepting that the extreme demands of Act Consequentialism in The Weekend
Vacation are objectionable, but denying that this is due to the mere extent of
these demands (section 4.2.3). All three discussions centre around the question
of what these strategies mean for the present contest between Act Consequentialism and Collective Consequentialism.

4.2.1. Moral Extremism
The Future Ability Objection to the demands of Act Consequentialism comes
from inside the Consequentialist framework: The core idea of Consequentialism is that morality is about making the world better, and a Consequentialist
principle that requires agents to compromise their future ability to promote the
good seems to be at odds with this core Consequentialist idea. By contrast,
the Demandingness Objection comes from outside a Consequentialist framework. Instead of giving a reason in Consequentialist terms why certain high
demands are objectionable, the charge now rests on extra-Consequentialist intuitions about which actions are permitted, required or forbidden, and about
how demanding morality is on us.
Objections which draw on such extra-Consequentialist moral intuitions are
then open to another kind of Consequentialist response that is not available in
the case of objections which are cast in Consequentialist terms. This response
is to become revisionist about these intuitions, and to hold the view that the
extensive demands of Act Consequentialism are not objectionable. “Moral extremists” then acknowledge that Act Consequentialism makes demands which
are counterintuitively high, but holds that this does not show a problem with
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Act Consequentialism, but instead should make us revise or reject our intuitive
ideas about which actions, and how much sacrifice, can be morally required of
us.43 This extremist response to the Demandingness Objection can be accompanied by an error theory that explains why we have the mistaken intuitive
judgements. Additionally, as discussed in section 4.1.4.2, we can mitigate the
counter-intuitiveness of the judgement that in The Weekend Vacation, you
morally ought to forgo the vacation. We can hold that if you decide to take
the vacation, you act morally wrongly, but because you already sacrifice so
much more than is common in your society, this wrongdoing does not show
that there is anything reprehensible about your moral character.
If moral extremism is accepted, then this changes the stakes in the present
contest between Act Consequentialism and Collective Consequentialism. First,
in so far as Collective Consequentialism makes more moderate and hence more
intuitive demands than Act Consequentialism, these demands provide an argument against Collective Consequentialism. This is because the moral extremist holds that our intuitions about how much sacrifice is morally required of
us drastically err to the lower end. More generally, to the moral extremist,
any moral principle that makes more intuitively plausible demands, including
acceptance-based Rule Consequentialism, must then appear to be too conservative with regard to moral common sense, and thus to be inferior to Act
Consequentialism in this respect. Second, Collective Consequentialism can
avoid this problem by giving so much weight to individual consequence-based
reasons that the resulting demands are identical to those of Act Consequentialism. However, there is then still no reason to adopt Collective Consequentialism over Act Consequentialism, since on the extremist strategy, there is no
problem with excessive demands that needs to be solved by moving away from
Act Consequentialism to begin with.
However, moral extremism is likely to appeal only to those readers who
already have extremely strong Act Consequentialist leanings. This is because
moral extremism implicitly holds that the more general moral intuitions behind
Act Consequentialism, e.g. the idea that morality is all about making the world
as good as we individually can make it, are more reliable than the intuition that
in cases like The Weekend Vacation, morality is only moderately demanding.44
43

For a more detailed discussion, see Mulgan, Demands, pp. 26–29; and Sobel,
“The Impotence of the Demandingness Objection”, p. 2.
44
Mulgan, Demands, pp. 29–31.
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In the present discussion where the question of which facts determine what
individuals morally ought to do is still open, moral extremism can then not
provide any defence of Act Consequentialism, because it already assumes that
Act Consequentialism is the correct answer to this question. If we then set
moral extremism aside, then we are back to accepting the Demandingness
Objection or rejecting it on the different grounds that I discuss in the following.

4.2.2. Sobel’s rejection of the Demandingness Objection
Another way of rejecting the Demandingness Objection is to object to its
exclusive focus on the supposedly overly high compliance cost of Act Consequentialism. As David Sobel argues, the compliance cost of a moral theory,
i.e. the cost that agents impose upon themselves if they comply with the
requirements of the theory, is not the only way in which we can understand
the demandingness of a moral theory.45 Instead, a moral theory can also be
demanding on people in need by permitting agents to refrain from rendering
assistance. In terms of such “permission cost”, a moral theory that allows affluent people to use all of their resources for their own pleasure and to not give
anything to charity is extremely demanding on the poor. The Demandingness
Objection is usually not conceived of as including these permission cost. Sobel
argues that the exclusive focus on compliance cost for agents presupposes a
normative distinction between requiring and permitting cost that is itself already hostile to Act Consequentialism, and a Demandingness Objection that
employs this distinction does therefore not add any further reasons against Act
Consequentialism.46
I remain unconvinced by Sobel’s claim that treating compliance cost and
permission cost differently is analogous to differentiating between doing and
allowing and is hence an anti-Consequentialist assumption. My concern is
that Sobel’s analogy requires us to view moral theories as if they were agents
who impose or allow losses of well-being. This perspective may be helpful for
some theoretical purposes (see e.g. the following chapter), but it seems too farfetched to base an argument on it. For the present purposes, however, we do not
need to settle the question of whether Sobel’s objection is successful, but can
instead proceed disjunctively: If Sobel’s objection is unsuccessful, then we are
45
46

Sobel, “The Impotence of the Demandingness Objection”, pp. 3–6, 8, 12, 16–17.
Ibid., p. 11.
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back to one of the other options for rejecting the Demandingness Objection.
If Sobel’s objection is successful, then Act Consequentialists can reject the
Demandingness Objection as it is commonly understood on grounds of its
anti-Consequentialist assumptions.
However, Sobel’s objection can easily be answered by revising the Demandingness Objection to consider both compliance and permission cost. Such a
Comprehensive Demandingness Objection would apply to any moral principle
that asks too much of affluent people or permits too much suffering of poor
people.
With regard to the Comprehensive Demandingness Objection, Act Consequentialism is superior to extremely permissive principles that allow agents to
not render any assistance to the distant poor. This is because the permission
cost of the latter principles is even higher than the compliance cost of Act
Consequentialism, since it is typically not optimal to donate to the point of
becoming destitute. However, these considerations do not apply to the present
contest between Act Consequentialism and Collective Consequentialism, since
Collective Consequentialism does make some moderate demands to help the
global poor.
To see how Act Consequentialism and Collective Consequentialism compare
with regard to the Comprehensive Demandingness Objection, note that permission cost should not be understood as the level of well-being enjoyed by poor
people after a single affluent person has discharged their obligations. Instead,
permission cost need to be understood as the level of well-being of poor people
after all affluent persons have discharged their duty: Permission cost are the
lowest level of well-being of the worst-off agents that is consistent with universal compliance with the considered moral principle. Under full compliance with
Collective Consequentialism, however, everyone plays their part in the optimal
collective response to global poverty. This response, we have assumed, involves
enough donations to eradicate global poverty. Conversely, if the optimal collective response is not instantiated and some poor people remain poor, this is
because not everyone complies with Collective Consequentialism. So Collective Consequentialism does not permit a world in which some people are living
in poverty, and is hence not subject to the Comprehensive Demandingness
Objection on grounds of excessive permission cost. Likewise, Act Consequentialism is universally satisfied only once enough donations to charity have been
made such that all poor people can be helped, and is also not objectionable on
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grounds of its permission cost. We can then set aside permission cost in comparing Act Consequentialism and Collective Consequentialism, and are back
to the above discussion of the standard Demandingness Objection that only
considers compliance cost.

4.2.3. Unobjectionable extensive demands and fairness
Mixed Collective Consequentialism fails to make moderate demands not only
on extremely efficient contributors, but also on every affluent person in counterfactual catastrophic cases where the combined resources of all affluent people
are insufficient to help all poor people. Consider the following example:47
The Wrecked World: In the year 2050, the world has undergone
dramatic economic and environmental collapse which has reduced
almost everyone to extreme poverty. Only New Zealand has been
spared from the catastrophe and enjoys the level of affluence it had
at the beginning of the 21st century. New Zealanders run effective
charities that operate around the world to help people escape extreme poverty. Many New Zealanders live drastically simple lives
in which they devote most of their productivity to supporting these
charities. However, even the combined resources of all New Zealanders together would still not be enough for enabling the charities
to help every extremely poor person on the planet.
You have been lucky to escape London and to emigrate to New
Zealand, where you continue to work as a waiter. You also continue
to give ten percent of your income to charity, and to volunteer in
charities for three evenings a week. As you consider going on a
vacation to another part of New Zealand, you realise that if you
instead donate the money to charity and visit friends nearby, you
can generate health benefits equivalent to saving a life.
As in The Weekend Vacation, Act Consequentialism here requires you to forgo
your holiday, and more generally, to live a drastically simple life in the long
run. Now consider Mixed Collective Consequentialism’s verdict in this case.
47

For a discussion of catastrophic cases in relation to the Demandingness Objection, see
Murphy, Moral Demands in Nonideal Theory, 66f. Murphy, “The Demands of Beneficence”,
p. 289; Mulgan, Demands, 90–93, 107f. and Mulgan, “Rule Consequentialism and Famine”,
pp. 188–190.
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Since the total need for help would not be satisfied even if every affluent person
devoted their lives to helping the global poor, the best that everyone together
can do is for everyone to live drastically sacrificial lives, either by working for
the charities for a minimum wage, or by working in the rest of the economy
to support the work of these charities. Suppose that your part in the best collective response is to be one of the workers in the non-charity economy. This
fact is then the relevant collective consequence-based reason in play here, and
it favours the same action, and the same level of sacrifice, as the individual
consequence-based reason considered by Act Consequentialism. Hence Mixed
Collective Consequentialism, however it balances these two reasons, will reach
the same verdict as Act Consequentialism, and is hence no less demanding.
The same holds even for the usually less demanding Pure Collective Consequentialism.
So catastrophic scenarios like The Wrecked World are another class of cases
where Mixed Collective Consequentialism fails to avoid the Demandingness
Objection. However, such cases also provide grounds to question the Demandingness Objection itself. In The Wrecked World, it is much less clear than in
The Weekend Vacation that very stringent demands are intuitively implausible.
After all, one may hold that if the world is really in such a bad state overall,
then the few rich should not be living affluent lives in defiance of the disaster
around them. Now if we take this position, we reject the Demandingness Objection as I defined it above: The Demandingness Objection holds that Act
Consequentialism requires certain actions that cannot be morally obligatory
because they are too costly to the agent. The problem with these demands is
then their high compliance cost per se. But Act Consequentialism’s demands
in The Wrecked World are just the same as those in The Weekend Vacation, as
on in both cases, you ought to give up the same kind of goods, and to live the
same kind of modest life. If we hold that these demands are objectionable only
in The Weekend Vacation, then it cannot be the mere costliness of complying
with these demands that makes them objectionable there. The Demandingness Objection then mistakenly rejects the demands of Act Consequentialism
in The Wrecked World on grounds of the extent of their compliance cost.
In The Wrecked World, it is not too implausible for supporters of the Demandingness Objection to bite the bullet and hold that in fact, you cannot be
required to forgo your vacation. But there are other cases where a similarly
costly demand is much harder to deny, and which are moreover closer to the
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actual world. Consider another example:48
The Drowning Heir: You only earn minimum wage and are
living a very simple life. You have just learned that a wealthy
relative of yours has passed away, and that her will names a cousin
of yours as sole heir of her estate. You know that were that cousin
not to accept the inheritance for whatever reasons, you would be
next in line for receiving it. As you are visiting your cousin’s home,
you find that he is lying unconscious in the bathtub and is in danger
of drowning. You can pretend not to have noticed his predicament
and let him drown. If you opt for this course of action, then your
cousin will die and all the inheritance will be yours. If you instead
rescue him, then he will receive the entire inheritance, and you
know that he will not share anything with you.
Rescuing your cousin, as Act Consequentialism, any common deontological
ethics, and moral common sense require, costs you just as much as continual
adherence to Act Consequentialism would cost you in the life you lead in The
Weekend Vacation. In both cases, complying with the supposed moral demands
means to live a very simple rather than an affluent lifestyle. However, in the
case of The Drowning Heir, this cost is no reason to doubt that you morally
ought to save your cousin.
The same considerations hold for obligations not to actively kill your cousin,
and it is not overly demanding that you ought to forgo an affluent life with
exciting weekend vacations if the only way to obtain this is to commit murder. Similar considerations hold for obligations of moderately poor people to
refrain from robbery or kidnapping, and to provide for their children in times
of hardship.49 So there is a multitude of moral requirements that are just
as costly as Act Consequentialism’s requirements in The Weekend Vacation,
but which are not intuitively too costly and hence objectionable.50 Since the
Demandingness Objection objects to Act Consequentialism solely on grounds
of the extent of its compliance cost, it cannot distinguish between these cases
48

Hooker, “The demandingness objection”, p. 150.
Cf. Murphy, Moral Demands in Nonideal Theory, p. 37. The reason why this example
is restricted to moderately poor people is that life-threatening poverty that is due to economic
injustices or wrongful omissions of assistance might justify acts of violence and even killing.
Cf. Fabre, Cosmopolitan War , chapters 3.3 and 3.4.
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Cf. Murphy, Moral Demands in Nonideal Theory, pp. 74–76.
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and The Weekend Vacation. The objection then also needs to hold that you
are permitted to not save or even murder your cousin, and that moderately
poor people are permitted to rob and kidnap to improve their lives, and that
parents are permitted to forsake their children in times of hardship.
The above highly problematic implications of the Demandingness Objection provide a strong case for rejecting the Demandingness Objection on the
grounds that it misidentifies the problem with Act Consequentialism’s demands
in The Weekend Vacation. We should then look for a differently formulated
objection which still captures the intuitive thought that in The Weekend Vacation, Act Consequentialism’s requirement to forgo your vacation is excessive
and hence mistaken, but which does not also reject other intuitively plausible but similarly costly demands. Such an objection needs to give a different
reason for rejecting Act Consequentialism’s demands than the mere extent of
these demands, and that different reason needs to be a feature of The Weekend
Vacation that is absent e.g. in The Wrecked World and The Drowning Heir.
The Unfairness Objection, which I discuss in the following chapter, aims to
meet precisely this desideratum.

4.3. Conclusion
In summary, if we accept the Demandingness Objection to Act Consequentialism, then in proportion to how serious we find this objection in comparison
to the problem of the overly permissive demands of Collective Consequentialism in rescue cases like The Hurried Samaritan, this objection provides us at
best with a weak reason to move to Collective Consequentialism. However,
the objection does provide us with a stronger reason to move to acceptancebased Rule Consequentialism. However, we need not accept the Demandingness Objection. First, we can opt for moral extremism and deny that the
extensive demands of Act Consequentialism to help the global poor are objectionable. Act Consequentialism is then superior to both Collective Consequentialism and acceptance-based Rule Consequentialism. This response, however,
is convincing only to those readers with already strong Act Consequentialist
commitments. But second, and more promisingly, we can reject the Demandingness Objection because it misidentifies the reason why the demands of Act
Consequentialism in The Weekend Vacation are objectionable, and hence has
counterintuitive implications in cases like The Wrecked World and The Drown-
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ing Heir. This last response to the Demandingness Objection suggest that we
investigate another way of objecting to Act Consequentialism’s demands. In
the following chapter, I will argue that the most promising alternative to the
Demandingness Objection is the Unfairness Objection, and then investigate
how Act Consequentialism and Collective Consequentialism fare with regard
to this objection.
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At the close of the previous chapter, I have discussed extensive moral demands
that are intuitively not objectionable. This discussion suggested that the objectionable feature of Act Consequentialism’s extensive demands in The Weekend
Vacation is not the mere extent of its compliance cost. Instead, so I have argued, we should object to these demands on different grounds, which suggests
that we should differentiate between intuitively objectionable and unobjectionable costly moral demands.
In this chapter, I investigate the objection that Act Consequentialism’s extensive demands in The Weekend Vacation are objectionable because they
amount to unfairly requiring agents to take up the slack left by others. The
chapter proceeds as follows: Section 5.1 identifies unfairness as a promising
ground on which to object to the demands of Act Consequentialism in The
Weekend Vacation. Section 5.2 shows how the resulting Unfairness Objection
promises to provide a case for abandoning Act Consequentialism and adopting Collective Consequentialism, and also identifies the need for specifying the
content of the Unfairness Objection in more detail. Sections 5.3 to 5.9 then
investigate different versions of the Unfairness Objection with regard to the
question of whether these objections provide us with grounds for favouring
Collective Consequentialism over Act Consequentialism.

5.1. Introducing the Unfairness Objection
In the following, I assume that Act Consequentialism’s highly costly demands
in The Weekend Vacation are objectionable, but that the equally costly requirements to donate to charity in The Wrecked World, to rescue or not murder
your cousin in The Drowning Heir, to refrain from robbery and kidnapping,
and to provide for one’s children in times of hardship are not objectionable.
So a convincing objection to Act Consequentialism’s demands in The Weekend
Vacation needs to identify an objectionable feature of these demands that is
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not present in the other cases of equally costly but non-problematic demands.
To identify the distinguishing objectionable feature of Act Consequentialism’s demands in The Weekend Vacation, note that these demands are agentneutral, in the sense that they give all agents the same state of affairs to aim
at, namely the state of affairs where all formerly destitute people are able
to live dignified lives. On the other hand, many intuitively unobjectionable
but highly costly demands, like the requirement to not murder your cousin,
are agent-relative requirements, meaning that they give each agent a different
state of affairs to aim at, which is described with reference to that agent. For
example, the requirement not to murder demands that you see to it that you
do not murder.1
Now the fact that a moral aim is shared does not, by itself, mean that the
requirements to attain that aim should only be moderately demanding. In a
many-hands-case like The Wrecked World, the situation is so dire that even if
everyone optimally worked together to alleviate the suffering of the poor, Act
Consequentialism’s demands on each individual would still be very stringent.
The decisive difference between helping the global poor in the actual world, and
both agent-relative demands and requirements of assistance in The Wrecked
World, is that the latter two kinds of cases do not raise serious questions about
distributing the cost of promoting the moral aims in question. First, for agentrelative requirements, it is clear who has to do how much to see to it that the
moral aims are attained: There is a single person that is primarily required to
see to it that you don’t murder (namely you) and a single person required to see
to it that I don’t murder (namely me). Second, for agent-neutral requirements
where the need for contributions far exceeds the capacity of all involved agents,
there is an easy answer to how much of the cost of attaining the respective
moral aim should be borne by each agent: Every agent ought to do as much
as they can.
By contrast, in cases like The Weekend Vacation, there are many different
ways to distribute the cost of achieving the given moral aim, because the shared
moral aim can be attained by means of only part of the agents’ combined
resources. In these situations, it is an open question of who ought to contribute
how much to attaining that aim, and we can ask what would be the fair
distribution of cost.
1

Ridge, “Reasons for Action: Agent-Neutral Vs. Agent-Relative”; cf.
Moral Demands in Nonideal Theory, pp. 74–76.
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Now global poverty can arguably be eliminated if everyone contributed just a
moderate amount to this cause. Since you presumably do not bear any special
responsibility for helping the poor that is not also shared by millions of other
affluent people, on any plausible standard of fairness, in The Weekend Vacation,
you are already doing more than your fair share by giving 10% of your income
and spending three evenings a week lobbying for the poor. By requiring you
to nonetheless forgo your vacation and donate yet more, Act Consequentialism
then requires you to do more than your fair share. Moreover, the reason why
it makes this requirement is that many others fail to do their fair share and
are not giving even a moderate amount to help the poor, so that much good
is left undone. So Act Consequentialism requires you to do more than your
fair share if others do less, and thus requires you to take up the slack left by
others, which is unfair. This factor of others’ non-contribution is absent in the
other cases where extensive demands are not problematic: In The Wrecked
World, there are so few wealthy people that even if everyone made the utmost
sacrifices, there would still be many people left in abject poverty, and Act
Consequentialism would still require you to live a drastically simple life. In
The Drowning Heir, the cost imposed on you by the requirement to help your
cousin is likewise independent of what others do.2
Hence the intuitive unfairness of having to take up others’ slack is a promising candidate for explaining why highly costly moral demands are intuitively
objectionable in situations like The Weekend Vacation, but not in the other
cases I have discussed. If one then objects to Act Consequentialism on grounds
of the supposed unfairness of some of its demands, this gives us the following
new objection in a very rough form:
The Unfairness Objection: Act Consequentialism sometimes
requires you to do more than your fair share if others do less than
their fair share. These demands are unfair.

2

Ibid., pp. 94–96.
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5.2. Act Consequentialism, Collective
Consequentialism, and the Unfairness
Objection
The Unfairness Objection promises to lend support to a move from Act Consequentialism to Collective Consequentialism. This is because the Unfairness
Objection concerns the mismatch between the sacrifice Act Consequentialism
requires of you in the actual world, and how much sacrifice would be your fair
share in a world where everyone did “their bit”. Act Consequentialism is liable
to this mismatch because it only considers the consequences of individuals’
actions given what everyone else does and would do in response, and places
no significance on what would be the case in a counterfactual situation where
others act very differently and do their bit. Hence it is not surprising that
Act Consequentialism’s moral verdicts at times require agents to do more than
their fair share. Collective Consequentialism, on the other hand, promises to
remedy this defect because it considers facts about what would be best for
us together to do. Since the best that we together can do is prima facie a
plausible way of determining everyone’s fair share, Collective Consequentialism promises to take into account agents’ fair shares and to not make unfair
demands to take up others’ slack. Furthermore, as I shall argue below, other
Consequentialist principles that more explicitly refer to agents’ fair shares have
a lot in common with Collective Consequentialism, so that support for these
principles also lends at least partial support to Collective Consequentialism.
In the remainder of this chapter, I investigate these promising appearances
and ask whether the Unfairness Objection in fact lends support to favour Collective Consequentialism over Act Consequentialism. Now the rough and intuitive formulation of the Unfairness Objection that I gave above is too vague
for this purpose, and requires specification by answering the following questions: First, what are agents’ fair shares?3 And second, what precisely is so
objectionable about demanding agents to exceed their fair shares? The different specifications of these two components of the Unfairness Objection can be
combined with each other, which gives us a range of different versions of the
3

I assume that we have an intuitive understanding of what agents’ fair shares are in the
cases I discuss. I further assume that these judgements refer to a single concept of agents’
fair shares, and that any account of fair shares should aim to capture the extension of this
concept.
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Unfairness Objection. Each of these specified Unfairness Objections provides
a case for Collective Consequentialism under two conditions: First, there must
be a Collective Consequentialist alternative to Act Consequentialism which
avoids the objection or at least fares significantly better with regard to it. Second, the given specification of the objection must be plausible to begin with,
i.e. the objection must correctly identify some feature or consequence of Act
Consequentialism which is really objectionable and should be avoided.
My discussion of the different versions of the Unfairness Objection is naturally restricted to only those variants that are at least prima facie plausible.
Since the locus classicus for the Unfairness Objection and a possible response
is the work of Liam Murphy,4 I will start my discussion with his version of
the Unfairness Objection and then move on to other readings of the objection
which result from making amendments to Murphy’s reading.

5.3. Liam Murphy’s first Unfairness Objection
and response
At the heart of Liam Murphy’s discussion of the Unfairness Objection is the
following desideratum for agent-neutral moral principles:
The Compliance Condition: “An agent-neutral moral principle
[like Act Consequentialism] should not increase its demands on
agents as expected compliance with the principle by other agents
decreases. [. . . ]” 5
The Compliance Condition gives us a specification of the two components of
the Unfairness Objection, an account of agents’ fair shares and a explanation
of what is problematic about asking agents to do more than their fair shares.
First, the Compliance Condition implicitly contains the following view of what
constitutes your fair share in the demands of morality:
Internally Fair Shares: Your fair share under some agent-neutral
moral principle is how much the principle requires you to contribute
if everyone else also complies with that principle.
4

I here focus on the most developed version of Murphy’s view as presented
in Murphy, Moral Demands in Nonideal Theory. See also his earlier paper Murphy,
“The Demands of Beneficence”.
5
Murphy, Moral Demands in Nonideal Theory, p. 77 (emphasis mine).
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The italicised passages show that on Murphy’s view, your fair share is determined internally to moral principles. Your fair share simpliciter is then simply
your fair share if we plug the correct moral principle into Internally Fair Shares.
Note that compliance cost are here understood not as how much well-being
you are permitted to retain, but instead how much resources and effort, and
hence well-being, you ought to sacrifice. Again this is not meant to say anything about how compliance cost simpliciter should be understood. Instead,
the present reading of compliance cost is adopted because if one is to object to
a moral principle’s compliance cost on grounds of fairness, these cost are best
understood as the amounts the agents ought to contribute. By contrast, in
the previous chapter I discussed objections to the mere extent of compliance
cost, where compliance cost understood as permissibly retained well-being is
the more plausible target.
Second, the Compliance Condition shows that Murphy’s position is not just
that it would be unfair to require agents to do more than their fair share. He
holds further that because of this unfairness, morality does not demand more
than agents’ fair shares. Consequently, a moral principle which requires agents
to do more than their fair share cannot be the correct account of agents’ moral
obligations. Call this the “extensional reading” of unfairness: Demands to do
more than one’s fair share would be unfair and hence are no moral demands
at all. A principle which makes such demands is extensionally inadequate, as
it mis-identifies the moral obligations that there are.
Murphy’s objection to Act Consequentialism is that it does not satisfy the
Compliance Condition and is hence not the right account of morality. Now this
objection can be translated into a first Unfairness Objection to Act Consequentialism, which combines Internally Fair Shares with an extensional reading of
unfairness. This objection then reads:6
The Internal and Extensional Unfairness Objection: If Act
Consequentialism were the right account of agents’ moral obligations, then how much agents ought to contribute if everyone else
complied with Act Consequentialism would be their fair shares.
But if not everyone complies with Act Consequentialism and does
their fair share thus understood, then Act Consequentialism can
6

Murphy never casts the argument in terms of an Unfairness Objection, but simply
in terms of the Compliance Condition. I cast his arguments in the form of an Unfairness
Objection for reasons of presentation only.
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require you to do more than your fair share. But since morality
never requires agents to do more than their fair share, Act Consequentialism hence cannot be the right account of agents’ moral
obligations.

5.4. Evaluating the Internal and Extensional
Unfairness Objection
To recall the methodological discussion above, if the Internal and Extensional
Unfairness Objection is to provide a case for Collective Consequentialism over
Act Consequentialism, then there must be a form of Collective Consequentialism that avoids the objection, and the objection needs to be plausible to begin
with. In the following, I examine these two conditions.

5.4.1. The Internal and Extensional Unfairness Objection
and Collective Consequentialism
First, note that Pure Collective Consequentialism proper is not a good candidate for avoiding the Internal and Extensional Unfairness Objection, because
the cost of actions favoured by collective consequence-based reasons can differ between situations of full compliance and situations of partial compliance
with Pure Collective Consequentialism. This becomes clear in the following
scenario:7
The Dictates of Fashion: Suppose that part of the best that
all affluent people together can do is to slow down the turnover of
different clothing fashions, and buy fewer but fairly produced and
traded clothes, and to donate the savings to charity. You are a
member of the middle class of an affluent society, are well-dressed
by your society’s standards, and keep your wardrobe up to date
with the latest fashion trends. If you and everyone else together
switched to the lower-turnover fashion scheme, then this would
constitute a societal change where people would no longer be expected to change their wardrobe frequently. Switching to the new
7

For a parallel example, see Goodin, “Demandingness as a Virtue”, p. 9 fn. 24. See also
the example of Paying Tuition in chapter 4.1.3.2.
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fashion scheme would then mean little sacrifice to you. According to Internally Fair Shares, on Pure Collective Consequentialism,
making this small sacrifice is then your fair share with regard to
well-being related to clothing. But unilaterally switching to the
collectively superior fashion scheme means a significantly greater
sacrifice. This is because in the actual world, you would then garner disapproval in your social circles, your employment and career
opportunities would be limited, and your romantic prospects would
be endangered.
In The Dictates of Fashion, Pure Collective Consequentialism requires you to
switch to the collectively best fashion scheme, even if no one else does. While
you might still produce a net overall good, and the requirement might hence not
be reckless, Pure Collective Consequentialism nonetheless requires an action
from you that is much more costly than what Internally Fair Shares identifies
as your fair share. Pure Collective Consequentialism is hence subject to the
Internal and Extensional Unfairness Objection.
Cases like The Dictates of Fashion are the reason why one should move
to Mixed Collective Consequentialism which also considers the actual consequences of actions available to individuals. For example, the cost of you dressing in the collectively optimal manner are high in the actual world. Mixed
Collective Consequentialism could then hold that you should not change your
clothing style at all and instead opt for a more efficient way of making the world
better, e.g. by giving up expensive dining. However, there is no guarantee that
the more efficient sacrifice remains within the confines of your internally fair
shares. Because Mixed Collective Consequentialism makes no reference at all
to the cost of actions, it is thus not reliable in respecting Internally Fair Shares
and avoiding the Internal and Extensional Unfairness Objection.
A better alternative to Act Consequentialism are principles that make direct
reference to agents’ fair shares. Without specifying what agents’ fair shares
are, these principles take the form
Fairness-Moderated Act Consequentialism: Agents ought to
perform only those actions which lead to optimal overall consequences among all available actions that are no more costly than
their fair shares, or any other actions which have at least as good
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consequences.8
One such principle is Murphy’s Collective Principle of Beneficence. As I will
argue below, Murphy actually offers two such principles. The first of these is
a Fairness-Moderated Act Consequentialism that takes Internally Fair Shares
as its account of agents’ fair shares:9
The Collective Principle of Beneficence1 : Agents ought to
perform only those actions which lead to optimal overall consequences (i.e. they ought to comply with Act Consequentialism),
except under partial compliance with that requirement. Under partial compliance, agents ought to perform only those action with the
best consequences among all available actions which are no more
costly then the cost required of them under full compliance with
Act Consequentialism, or any other action which has at least as
good consequences.
The Collective Principle of Beneficence1 caps the sacrifice demanded by agents
to their Internally Fair Shares, and thereby avoids the Internal and Extensional
Unfairness Objection. Now if the Internal and Extensional Unfairness Objection provides a case for adopting the Collective Principle of Beneficence1 , then
this provides some support for Collective Consequentialism, for the following
reasons: Recall that Collective Consequentialism takes into account both the
consequences of individual actions, and the consequences of what we together
can do, and thereby takes a partially possibilist perspective towards others’
actions. Now the Collective Principle of Beneficence1 links agents’ moral obligations both to facts about the direct consequences of actions available to
them, and to facts about counterfactual situations in which other agents’ act
as they morally ought to act. So this principle also has a possibilist element,
which considers not what other agents in fact do, but what they can do. So
any case that is made for the Collective Principle of Beneficence1 also lends
support to an important aspect of Collective Consequentialism.

8

The purpose of the disjunction is to capture the idea that agents are nonetheless permitted to do more than their fair shares.
9
Murphy, Moral Demands in Nonideal Theory, p. 87.
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5.4.2. Plausibility of the Internal and Extensional
Unfairness Objection
Whether the Internal and Extensional Unfairness Objection provides a case
for the Collective Principle of Beneficence1 and thereby for Collective Consequentialism depends on the plausibility of this objection. As I will argue in
the following, there is a decisive defect in the formulation of Internally Fair
Shares which translates into a decisive defect of the Internal and Extensional
Unfairness Objection and the Collective Principle of Beneficence1 . Consider
the following example:
Rainy Season (1): Ann and Ben are the only affluent people in a
small island village, and are equally well off. The other villagers live
on lower ground and rely on the protection of a reservoir that keeps
back the floods of a river. It turns out that the reservoir’s dam is
damaged and urgently needs to be repaired before the next rainy
season. The other villagers do not have the resources to repair the
dam, and approach Ann and Ben for donations towards the repair
work. Ann and Ben each have enough money to buy the needed
materials all by themselves, but doing so would mean a significant
reduction in their affluence. If they share the cost, then they will
both have enough to keep living a relatively affluent life. If the dam
does not get repaired, then many families will lose their homes and
livelihoods. If Ann and Ben together give more than the needed
repair cost, then this will lead to strife among the villagers and
to worse consequences than if they give the precise amount needed.
There are no other beneficent projects to which Ann and Ben could
contribute. The villagers first pay a visit to Ann and collect her
contribution, and only then do they visit Ben.
According to Internally Fair Shares, Ann and Ben’s fair share under Act Consequentialism is the amount of well-being they would have left if both agents
satisfied Act Consequentialism. But how much are Ann and Ben contributing
in a situation of full compliance with Act Consequentialism? Consider the
following variation of Rainy Season (1):
Rainy Season (2): Ann knows that Ben will contribute at most
20% of the cost, no matter how much she gives. Because she wants
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to see the dam repaired, she accordingly contributes 80% of the cost.
When the villagers approach Ben, he contributes the remaining 20%
as expected.
In Rainy Season (2), Act Consequentialism is universally satisfied: Given what
Ann knew about the limits of Ben’s willingness to contribute, she did the best
she could have done, and given what Ann has already done, Ben did the best
he could have done. Now crucially, we can replace the 20% figure of Ben’s
willingness to contribute by any other percentage between 0% and 50%, and
assume that Ann makes up the remainder of the cost by giving the respective
remaining percentage between 50% and 100%.10 Such changing of the numbers
gives us infinitely many different distribution of cost between Ann and Ben,
for each of which Act Consequentialism is satisfied by both agents.
Now Rainy Season (1) and (2) leave Murphy’s first specification of the Unfairness Objection in a dilemma: The first horn of the dilemma is that if we leave
Rainy Season (1) unspecified with regard to Ben’s willingness to contribute,
then Murphy’s account of agents’ Internally Fair Shares is indeterminate, as
there is then no answer to the question of what Ann and Ben’s fair shares
are. The charge of the Internal and Extensional Unfairness Objection that
Act Consequentialism requires agents to contribute more than the cost they
would bear under full compliance with the same principle is then meaningless,
as the definite description “the cost” lacks a referent.
The other horn of the dilemma is that if Murphy’s specification of fair shares
takes into account Ben’s actual willingness to contribute, then the fair share
of Ann and Ben is determined by Ben’s whims. Rainy Season (2) has the
form of a Chicken game, in which Ben essentially holds the villagers hostage
and blackmails Ann into taking up more of the repair cost.11 Ben’s thus determined share can then hardly be called “fair”, and requirements to exceed
this share cannot plausibly be charged with unfairness. For example, in Rainy
Season (2), Ben is willing to contribute no more than 20% of the cost, and
according to Internally Fair Shares, this number is, implausibly, his fair share.
This makes the Internal and Extensional Unfairness Objection unconvincing:
If Ann here failed to contribute her “fair” share of 80% and only gave 50%,
10

Note that if Ben is willing to give more than 50%, then under the plausible assumption
that the cost is most effectively distributed if Ann and Ben share equally, Act Consequentialism requires Ann to nonetheless give 50% and thereby restrict Ben to a 50% donation.
11
For discussion of the Chicken game, see Taylor and Ward, “Chickens”.
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then Act Consequentialism would require Ben to contribute 50% of the cost,
and hence more than his “fair” share. But because his “fair” share was not fair
after all, it is not objectionable that Act Consequentialism’s requires him to
contribute more than this amount. In this scenario, the Internal and Extensional Unfairness Objection fails to identify a genuinely objectionable feature
of Act Consequentialism.
This problem for Internally Fair Shares and the Internal and Extensional
Unfairness Objection occurs in all situations where the total cost of all available projects of beneficence can be distributed in multiple ways, and in which
some agents’ limited willingness to contribute is known by other agents. This
problem also translates into a decisive problem for the Collective Principle of
Beneficence1 . On the first horn of the above dilemma, this principle’s costcapping clause is meaningless. On the second horn, it serves the purposes of
accommodating an objection that is not really an objection, at the cost of making intuitively implausible verdicts: The principle must judge that in virtue
of Ben’s unwillingness to give more than 20% of the cost needed to repair the
dam, he cannot be required to give any more than that amount, even if Ann
only contributes an intuitively fair 50% and leaves the rest to be done by Ben.
In conclusion, the Internal and Extensional Unfairness Objection is unconvincing and provides us with no reason, direct or indirect via the Collective
Principle of Beneficence1 , to favour Collective Consequentialism over Act Consequentialism.

5.5. Recasting Murphy’s view of fair shares
Chapter 6 of Murphy’s Moral Demands in Nonideal Theory is devoted to the
question of how agent-neutral moral principles should distribute their compliance cost.12 Murphy implicitly assumes that this question is answered by determining the compliance cost of the principle under full compliance with the
principle, and that such “full compliance cost” constitutes agents’ fair shares.
However, as I have shown in Rainy Season (1), Act Consequentialism does not
give us a single distribution of compliance costs under full compliance. We thus
need a different way of determining how compliance cost should be distributed.
In the following, I argue that Murphy mis-described his approach and actually
12
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determines the appropriate distribution of compliance cost independently from
full compliance with the moral principle in question.
To see this point, note that Murphy considers a case of cost distribution
along the lines of Rainy Season (1).13 His case features two equally well-off
agents A and B, and a less well-off agent C who would be optimally helped
if she received a cheque of USD 1000. He then argues for the claim that
the cost of aiding C should be equally distributed between A and B, due
to the diminishing marginal value of money. His own interpretation of his
argument is that it establishes how the cost would be divided between A and
B under full compliance of both agents with Act Consequentialism. However,
his argument fails to consider what A and B each can optimally do given
how they would respond to each other, and such considerations are crucial
to determining what Act Consequentialism would have agents do. Instead,
Murphy discusses how the cost should be optimally distributed between A and
B. One can read this as an application of Act Consequentialism to an imaginary
Moral Coordinator who presides over A and B and can assign each an amount
to donate to C. This similarity might have led Murphy to mistake his answer
to the question of how the cost of helping C should optimally be distributed
between A and B for an answer to the different question of how the cost would
be distributed if both A and B individually acted optimally. But what is really
happening in Murphy’s argument is a Consequentialist assessment of courses
of action open to both agents together, and the corresponding distribution of
cost between agents. So Murphy’s argument does the first step of a Collective
Consequentialist reasoning, the identification of a course of action open to
all agents together which has optimal consequences. As we shall see shortly,
once the distribution of cost in such optimal collective patterns of actions is
identified as the fair distribution of cost, then a moral principle that caps
demands on agents at the level of their fair shares thus understood goes a long
way towards Collective Consequentialism.
Note that the appropriate distribution of cost here does not refer to a notion
of full compliance with the moral principle that is being assessed, but to full
compliance with Pure Collective Consequentialism, i.e. to a situation where
everyone plays their part in an optimal collective pattern of actions, such that
this pattern is instantiated. Now a given agent’s full compliance cost with
Pure Collective Consequentialism is also the cost of compliance with Act Con13

Ibid., p. 110.
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sequentialism if everyone else plays their part in an optimal collective pattern
of actions. This follows because if everyone else plays their part in an optimal
collective pattern of actions, then the individually optimal action for an agent
is to play her part as well, and Pure Collective Consequentialism and Act Consequentialism then require the same action of her. But when we compare the
compliance cost of Act Consequentialism against an optimal distribution of
compliance cost, it is a mistake to refer to the latter as the “full compliance
cost”: It is, instead, the full compliance cost of Pure Collective Consequentialism, and the above argument has shown that there is no determinate full
compliance cost of Act Consequentialism. So instead, call the compliance cost
of Act Consequentialism if everyone else plays their part in an optimal collective pattern of actions the “ideal compliance cost” of Act Consequentialism.
Analogously, as Rainy Season (2) shows, a situation where not everyone plays
their part in an optimal collective pattern of actions need not be a situation
of partial compliance with Act Consequentialism. For this reason, I shall refer
to such situations not as “partial compliance”, but as “non-ideal” situations.14
So given the decisive problems of Internally Fair Shares, and the way Murphy
determines fair shares in chapter 6 of Moral Demands in Nonideal Theory, we
can ascribe to Murphy an alternative and more promising account of fair shares.
This account of fair shares is one of “formal fairness”:15 The idea here is that
at a minimum, it would be unfair to assign compliance costs unequally for no
good reason whatsoever. For example, it would be unfair to assign compliance
costs differently on the basis of race, sex, or religion. But one good reason
to favour a more unequal distribution of compliance cost are considerations
of promoting the good. As discussed in the previous chapter, in situations
with extremely efficient contributors, an unequal distribution of compliance
cost better promotes the good than an equal distribution.16 Such unequal
distributions then do not violate the requirements of formal fairness, as cost are
distributed unequally, but are so for a good reason.17 Call the extent to which
a distribution of compliance cost promotes the overall good its “effectiveness”.18
14

More generally, let “ideal” refer to a situation where all agents together act in the
morally best way. Since I here discuss only Consequentialist principles, this then turns out
to be a situation where they together act optimally.
15
Murphy, Moral Demands in Nonideal Theory, pp. 107–109,
16
Ibid., p. 104 and chapter 4.1.4.1.
17
Ibid., 107f.
18
Note that I use the term “effectiveness” rather than “efficiency”, because the latter misleadingly suggests that we are speaking about the ratio between invested effort or resources
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Next to equality, considerations of fair rectification of past harms and noncompliance also determine which distribution of compliance cost is fair. The
idea here is that the costs of making the world better with regard to some
problem should fall primarily on those who have created the problem to begin
with, or who in the past have not done their share to improve matters. Once
we take into account fair rectification for past harms, we also should take into
account fair rewards for past contributions: If an agent has previously gone
out of her way to make the world better, then other things equal, it only seems
fair to take this into account and to now ask less of her.19 Fair rectification
and fair rewards are two sides of the same coin, as facts about past harms
and noncontribution can be weighed against facts about past contributions.
Call the combination of these two factors desert, and the extent to which a
distribution of compliance cost accommodates considerations of desert, i.e. the
extent to which it rectifies past noncompliance and harms and rewards past
contributions, the “desert-sensitivity” of the distribution. Now analogous to
the above case of equality, it would be unfair to disregard desert for no good
reason whatsoever. Considerations of effectiveness, however, provide a good
reason to justify a less desert-sensitive distribution of compliance cost.
So on a formal fairness account of fair shares, effectiveness has lexical priority
over considerations of equality and desert. Before we can fully spell out a
formal fairness account of fair shares, we need to determine how equality and
desert combine in adjudicating between different equally effective distributions
of compliance cost. Now in the absence of further considerations, agents should
be treated equally, and be required to make equal sacrifices. However, an agent
who has caused a given problem is not just any odd member of the moral
and the good produced. What we are concerned with here, however, is only the absolute
amount of overall good that is produced. The two can come apart when the distribution of
compliance cost that best promotes the good is less efficient than a suboptimal distribution
of compliance cost. For example, due to decreasing marginal utility, a distribution of compliance cost that requires all affluent agents to donate 5% of their income to charity gives a
better ratio of cost to impact than a distribution of compliance cost that requires all affluent
people to sacrifice 10% of their income, even though the latter distribution produces much
more good than the former. However, in cases where the amount of good to be produced is
held constant (e.g. the good of the dam being repaired in Rainy Season), the two notions
coincide, as the most efficient distribution of the cost of achieving the set amount of a given
good is the distribution with the least cost in terms of the contributors’ well-being. Once the
contributors’ well-being is factored into the consideration of overall consequences, it turns
out that the most efficient distribution also best promotes overall value.
19
Murphy only concedes this point later on in the argument,
in
Moral Demands in Nonideal Theory, p. 112.
The idea of also taking into account
past positive contributions is my addition.
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community who deserves to be treated equally to everyone else, but he has
forgone his entitlement to equal treatment in the case at hand. Likewise, an
agent who has earlier on gone out of their way to improve matters with regard
to the problem at hand should not be treated equally to everyone else, but
deserves to be less burdened than others. So desert takes lexical priority over
considerations of equality. With these considerations about the elements of
formal fairness in place, we can now spell out the following account of agents’
fair shares:
Formally Fair Shares: Your fair share is how much you would
contribute if you and all other agents together instantiated a collective pattern of actions which, in order of lexical priority, best
accommodates first, effectiveness, second, desert, and third, equality.
With this account of agents’ fair shares, the Unfairness Objection to Act Consequentialism reads as follows:
The Formal and Extensional Unfairness Objection: Act
Consequentialism sometimes requires you to do more than your
formally fair share if others do less than theirs. These demands are
unfair, and hence cannot be true moral requirements.
Note that Formally Fair Shares understands agents’ fair shares in a way that
is not relative to a given moral principle about what agents morally ought to
do. When we investigate whether Act Consequentialism requires agents to do
more than their formally fair shares, we then measure Act Consequentialism
against an external standard of fairness. And since this standard of fairness
contains the first step of any Collective Consequentialist moral assessment,
namely reference to the best we together can do, it is particularly promising
to ask whether Collective Consequentialism is superior with regard to not
requiring more than agents’ formally fair shares.

5.6. Evaluating the Formal and Extensional
Unfairness Objection
In order to evaluate whether the Formal and Extensional Unfairness Objection
provides a case for Collective Consequentialism, in the following I again ask
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whether Collective Consequentialism or some related principle fares better with
regard to the objection than Act Consequentialism, and whether the objection
is plausible to begin with.

5.6.1. Collective Consequentialism and the Formal and
Extensional Unfairness Objection
With regard to the Formal and Extensional Unfairness Objection, Collective
Consequentialism suffers from the same problem that makes it unsatisfactory
as a response to the Internal and Extensional Unfairness Objection, namely
that it makes no reference to the cost of actions to agents. As The Dictates of
Fashion illustrates, just performing the same actions that one would perform
in an ideal situation where everyone plays their part in the best we together
can do does not guarantee that one does not incur a higher compliance cost
in an non-ideal situation where others are not playing their part in an optimal
collective pattern of actions. A more promising alternative is again Murphy’s
Collective Principle of Beneficence, whose reference to cost is precisely tailored
to avoid the Unfairness Objection. Understanding fair shares as Formally Fair
Shares, this principle then reads as follows:
The Collective Principle of Beneficence2 : Agents ought to
perform only those action which lead to optimal overall consequences (i.e. they ought to satisfy Act Consequentialism), unless
not everyone plays their part in an optimal collective pattern of actions which also best accommodates first desert and second equality.
In such non-ideal situations, agents ought to perform only those action which have the best consequences among all available actions
which are no more costly than their formally fair share, or any other
action which has at least as good consequences.
The Collective Principle of Beneficence2 completely avoids the Formal and
Extensional Unfairness Objection. On this principle, to determine what a
given individual ought to do, we first determine agents’ formally fair shares,
i.e. how well off they would be if everyone played their part in the most equal
of the most desert-sensitive of the optimal collective responses available to all
agents together. In a situation where not everyone plays their part in such an
ideal collective response, we further determine all actions available to the given
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individual agent which leave them no worse off than they would be if everyone
did play their part. We then determine which of these actions has the best
consequences. The agent then ought to perform one of the optimal actions of
this restricted set of alternatives, or any other yet more beneficent (and more
costly) action. Consequently, a range of actions is morally permissible, and
at least one of these actions is no more costly than the agent’s formally fair
share. So the Collective Principle of Beneficence2 does not require agents to
exceed their formally fair shares. Furthermore, it respects agents’ fair shares
by construction and for the right reasons, and can hence never require agents
to do more than their fair share.
Now the Collective Principle of Beneficence2 resembles Collective Consequentialism more than the Collective Principle of Beneficence1 does: According to
the Collective Principle of Beneficence2 , what agents ought to do depends both
on the consequences of the actions available to the individual agents, and on
facts about how these actions relate to optimal collective patterns of actions
that we together can do. Still, the Collective Principle of Beneficence2 is not
identical to Collective Consequentialism, because the collective-referring reasons in the former differ from the collective consequence-based reasons that
feature in the latter, both in terms of the kind of fact they are, and in how
they interact with individual consequence-based reasons: First, the relation
between an action available to an individual agent and an optimal collective
pattern of actions that is considered by Collective Consequentialism is that of
parthood, i.e. the fact that a given action is part of an optimal collective pattern of actions is a collective consequence-based reason for you to perform that
action. By contrast, the Collective Principle of Beneficence2 considers how the
cost of a given action available to an individual agent compares to the cost that
this agent would incur if everyone played their part in an optimal collective
patterns of actions that best accommodates first desert and second equality.
The relation between an individual’s actions and optimal collective patterns
of actions that is considered here is cost-comparability. Second, reasons of
cost-comparability are reasons not for or against performing some action, but
are reasons why some actions, namely those more costly than your formally
fair shares, might not be morally required of you despite their superior consequences. Thus contrary to collective consequence-based reasons that feature
in Collective Consequentialism, reasons of cost-comparability are not weighed
against individual consequence-based reasons, but instead defeat these reason
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in determining what agents morally ought to do.
Despite these differences between the Collective Principle of Beneficence2
and Collective Consequentialism proper, it is still the case that if there is
reason to favour the Collective Principle of Beneficence2 over Act Consequentialism, then there is also reason to favour Collective Consequentialism as well,
for two reasons: First, like the Collective Principle of Beneficence1 , the Collective Principle of Beneficence2 includes an element of possibilism about others’
actions, just as Collective Consequentialism does. Second, the Collective Principle of Beneficence2 further makes explicit reference to the consequences of
what we together can do. From the Collective Principle of Beneficence2 , it is
then only a small step to considering membership in optimal collective patterns of actions as a morally relevant reason as well. So if the Collective
Principle of Beneficence2 proves superior to Act Consequentialism with regard
to considerations of fairness, then this lends support to two important aspects
of Collective Consequentialism and strengthens the case for this moral principle. More precisely, success of the Collective Principle of Beneficence2 together
with other successes of Collective Consequentialism would strengthen the case
for a combination of this principle with Collective Consequentialism, into a
moral principle that takes into account individual consequence-based reasons,
collective consequence-based reasons, and reasons of cost-comparability.
In summary, the Collective Principle of Beneficence2 perfectly avoids the
Formal and Extensional Unfairness Objection. Since Act Consequentialism
fails to avoid this objection, the Formal and Extensional Unfairness Objection
provides a case for Collective Consequentialism to the extent to which the
objection is plausible to begin with. Therefore I now turn to the evaluation of
the Formal and Extensional Unfairness Objection.

5.6.2. Plausibility of the Formal and Extensional
Unfairness Objection
The Formal and Extensional Unfairness Objection combines two elements:
First, it affirms Formally Fair Shares as the correct account of agents’ fair
shares. Second, the objection holds the extensional adequacy reading of the
unfairness of requiring agents to take up others’ slack, i.e. it holds that moral
principles that require agents to do more than their fair share are mistaken.
In the following, I show that these two elements of the Formal and Exten-
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sional Unfairness Objection each face decisive problems of their own, and are
moreover hard to motivate in combination. I will conclude that we should
hence formulate the Unfairness Objection differently.
5.6.2.1. Fairness fetishism of the extensional reading
To see how the extensional reading of unfairness is problematic on any account
of fair shares, consider the following variation of Rainy Season:
Rainy Season (3): Repairing the dam is very cheap, equivalent
to the cost of a day’s island hopping for each of Ann and Ben. Ann
and Ben’s fair shares (however determined) in the cost of repairing
the dam are 50% each of the total repair cost, but Ann knows that
Ben will not contribute anything at all.
Act Consequentialism here requires Ann to pay the total cost of the repair
work, because this alone will get the dam prepared. The extensional reading of
unfairness implies that this verdict is mistaken, and Ann is morally permitted
to not sacrifice a second island hopping trip to save the homes and livelihoods
of many families. According to this reading, when Ann is questioned why
she does not make that further contribution, she can then successfully defend
herself by pointing out that she only needed to sacrifice one island hopping trip
and that the rest was Ben’s task, even though she knew he would not do his
share. Given the small extra sacrifice involved in taking up Ben’s slack, and
the high stakes for the other islanders, any such insistence on fairness must
appear exaggerated.
More generally, on the extensional reading, in determining what agents ought
to do in non-ideal circumstances, considerations of fairness always override
considerations of effectiveness. This lexical priority of fairness at the expense
of promoting the good is subject to the charge of “fairness fetishism”: To say
that agents are never required to go beyond their fair shares to avert the bad
consequences that would otherwise arise because others’ are not doing their
fair share is to place inordinately much normative significance on fairness.20
20

For further examples that show how considerations of fairness are intuitively sometimes dominated by considerations of effectiveness, see Broome, “Kamm on Fairness”, p. 956;
Broome, “Fairness”, pp. 90, 94; and my example of The Hurried Samaritan in chapter 4.1.4.2.
Note that the concern of fairness fetishism is distinct from the Recklessness Objection: The
extensional reading of unfairness does not imply the reckless obligation that Ann is required
not to do more than her fair share, even if that is vastly suboptimal. Instead, the extensional

108

5.6. Evaluating the Formal and Extensional Unfairness Objection
Note that part of Murphy’s argument for the extensional reading of unfairness does not only involve the above fairness fetishism, but is also prone to
generate a yet stronger insistence on fairness: Murphy asks us to imagine how
an agent who already did her fair share might respond to a requirement to
do yet more.21 This agent could reject the requirement on grounds that she
already did her fair share, and that the remainder of the cost should be borne
by others. But now consider an agent who has not yet contributed anything
at all, and who knows that others will not do their fair shares: This agent can
likewise reject a requirement to do even just her fair share, by claiming that it
is unfair if she contributes something while others do not contribute anything
at all. Allowing for such insistence on fairness would be even more fairness
fetishistic than the extensional reading of unfairness.
The extensional reading of unfairness can resist this more extreme fairness
fetishism by pointing out that there are two intuitive notions of fairness in play
here. The agent Murphy asks us to imagine understands fairness as not having
to bear burdens that others should bear. An agent’s fair share is then still her
share, even if others are not doing their share.22 This understanding captures
the familiar saying that just because others’ are not doing their bit, this does
not mean that one is justified in not doing one’s bit, either. By contrast, the
agent I have been depicting understands fairness as entailing that one does
not have to contribute to a collective endeavour if others fail to contribute.
The extensional reading of unfairness can stop short of this stronger notion
of unfairness by rejecting it as too extreme, as it embodies a stubborn and
vengeful attitude that should not be morally condoned.23 Whether or not
it is plausible to stop short of more extreme fairness fetishism in this way,
the fairness fetishism of Murphy’s extensional reading of unfairness is already
problematic enough. For this reason, I continue to read unfairness in Murphy’s
sense of not having to do more if others do less.

reading merely holds that Ann is not required to do more than her fair share even if this is
needed to bring about superior consequences. On the extensional reading, Ann is at least
permitted to act optimally and to do more than her fair share.
21
Murphy, Moral Demands in Nonideal Theory, p. 76.
22
Ibid., p. 115.
23
Of course matters look different if responding to others’ non-contribution by not contributing as well can serve as a wake-up call that makes others act differently in the future.
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5.6.2.2. Counter-Intuitiveness of Formally Fair Shares
The objection that Act Consequentialism requires agents to do more than their
fair share is only as good an objection as the involved account of fair shares
is plausible: It is unfair to require you to do more than a given share only if
that share is really your fair share.24
The Formal and Extensional Unfairness Objection is problematic in precisely
this respect. Consider the following example:
Rainy Season (4): The dam is damaged solely because Ben has
recklessly driven on top of it with his off-road truck. The overall
repair cost is low, equivalent to the cost of two island hopping trips.
Ben is struck with a bad conscience and will not be that reckless
again, no matter how much of the repair cost he has to bear. Due
to diminishing marginal well-being effect of island hopping trips,
the most effective way to distribute this cost is for Ann and Ben
to give up one trip each.
Formally Fair Shares implies that in Rainy Season (4), Ann and Ben’s fair
shares are to sacrifice one island hopping trip each. Now this example shows
that Formally Fair Shares spells out a concept of fair shares that is very different from any ordinary use of the term: If Ann indeed cancelled her next trip
and paid half of the cost of repairing the damage caused by Ben, then it would
be highly implausible to say that all that she did was to do her fair share.
Instead, we should rather say that she was unnecessarily generous and lenient
towards Ben. Furthermore, our intuitive notion of unfairness is closely linked
to a right to complain, which is can be seen in Murphy’s imagined conversation
where an agent complains about being required to take up more than her fair
share. Now suppose that Ben knows that Ann will not contribute anything
to the cost of the repair work. Act Consequentialism then requires Ben to
come up with the total repair cost. It would be extremely unconvincing for
Ben to insist that he only needed to pay half the cost, and to complain that
requiring him to do more is unfair. An Unfairness Objection that objects that
Act Consequentialism requires Ben to do more than his Formally Fair Share is
just as unconvincing as Ben’s complaint.
The reason for the problematic verdicts of Formally Fair Shares is that this
account of fair shares does not give sufficient weight to the fact that Ben created
24
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the damage to begin with, and places considerations of rectification lexically
behind considerations of effectiveness. It does not place enough importance
on considerations like equality and desert, and agents formally fair shares are
therefore not intuitively fair. It is then no problem for Act Consequentialism
that it requires agents to do more than what some implausible standard of
fairness identifies as their fair share. In other words, if “fair share” simply means
“that level of well-being I would enjoy in an ideal situation”, then it is neither
surprising nor objectionable that Act Consequentialism requires something
more costly than one’s fair share when circumstances are different.

5.6.2.3. Tension between the extensional reading and Formally Fair
Shares
Next to the problems faced by the extensional reading of unfairness and Formally Fair Shares, these two elements of the Formal and Extensional Unfairness
Objection also pull in opposite directions and are particularly hard to defend
in combination. On the one hand, the extensional reading of unfairness implies that considerations of effectiveness never outweigh the unfairness of a
supposed requirement to take up others’ slack in non-ideal circumstances. In
Rainy Season (3), we assumed that Ann and Ben’s fair shares are 50% of the
total repair cost each. Ann knows that Ben will not contribute anything, and
that if she does not come up with the full cost of repairing the dam, very
bad consequences will follow. Yet the extensional reading of unfairness implies
that the bad consequences of not repairing the dam do not outweigh the unfairness of a supposed requirement for Ann to pay the whole cost. On the other
hand, Formally Fair Shares implies that for determining the fair distribution
of compliance cost, effectiveness always trumps considerations such as equality
and desert. In Rainy Season (4), the reason why, according to Formally Fair
Shares, Ann’s fair share is 50% of the cost of repairing a damage that Ben
has caused is that this distribution of compliance cost brings about the best
overall outcome.
Put differently, in Rainy Season (3), the extensional reading of unfairness
allows Ann to insist that she needs not do more than her fair share if Ben does
less than his, no matter how much more good she could produce by taking up
Ben’s slack. It seems only consistent to allow her to insist that in Rainy Season
(4), she need not contribute anything to repairing the damage done by Ben,
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even if a distribution of compliance effects that includes her contribution would
be more effective. The challenge for the Formal and Extensional Unfairness
Objection is to justify why effectiveness should play such different roles with
regard to determining agents’ fair shares on the one hand, and not exceeding
their fair shares on the other hand. Short of such justification, this objection
seems ad hoc.
Murphy recognises this challenge and provides a response.25 He puts the
challenge in terms of past noncompliance and expected future noncompliance:
In Rainy Season (4), Ben’s act of recklessly damaging the dam is an act of
noncompliance with Act Consequentialism in the past. In Rainy Season (3),
Ben’s expected action of not contributing the remainder of the cost if Ann
contributed 50% is an act of future (counterfactual) expected noncompliance.
However, when we determine how much Ann ought to contribute, the former,
but not the latter, noncompliance is allowed to make a difference to what Ann
ought to do. Murphy argues that this different treatment is warranted because
Ben’s future required action, to contribute half the cost if Ann contributes the
other half, is still within his reach, while the past required action, to not
damage the dam to begin with, is not. By not requiring Ann to take up Ben’s
expected slack, we take Ben’s agency seriously by recognising his responsibility
and ability to still do his fair share. Otherwise, Murphy claims, we would be
treating Ben’s future action like a mere environmental parameter, like some
natural event.26 By contrast, once Ben has failed in his responsibility to not
damage the dam, there is no sense in which an equal distribution of repair cost
would make Ann take on a responsibility that properly still belongs to Ben,
and that he can still fulfil.
The problem with this response, however, is that the mere fact that an
action lies in the past need not and should not prevent us from treating the
action as the action of a responsible agent. By not taking into account the
fact that Ben, rather than e.g. an earthquake, damaged the dam, the Formal
and Extensional Unfairness Objection precisely treats Ben’s past action like a
mere force of nature. If we are to take Ben’s agency and past responsibility
seriously, then we realise that an equal distribution of compliance cost does
require Ann to take up part of a responsibility that belongs to Ben, namely
25

Murphy, Moral Demands in Nonideal Theory, p. 115.
Note that Murphy applies the agency objection to an actualist treatment of agents’
own future actions to other agents’ future actions. Cf. chapter 3.3.4.
26
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the responsibility for the damage that Ben caused, and which, intuitively, he
should repair on his own. Murphy’s response to the tension between Formally
Fair Shares and the extensional reading of unfairness fails to point out a morally
relevant difference between past and future noncompliance that would warrant
a different treatment of these actions. The Formal and Extensional Unfairness
Objection hence still suffers from the tension of these two elements and the
charge of being ad hoc.

5.7. Further readings of the Unfairness
Objection
The Unfairness Objection can be spelled out differently in order to avoid the
above problems of the Formal and Extensional Unfairness Objection. In the
present section, I introduce alternatives to the extensional reading and to Formally Fair Shares in isolation. In the following two sections, I discuss Unfairness Objections that result from combinations of these alternatives, and
investigate whether these objections provide a case for favouring Collective
Consequentialism over Act Consequentialism.

5.7.1. Stronger accounts of fair shares
I have argued that Formally Fair Shares implausibly places considerations of
equality and desert lexically behind considerations of effectiveness. This implausibility is particularly striking if there are some slightly suboptimal responses to a given problem which are intuitively much more fair, and which
are suboptimal solely due to additional cost borne by the agent who wrongfully caused the problem. In Rainy Season (4), it is much more fair to let
Ben pay the whole cost rather than to split it between him and Ann. This
fairness comes at a very small cost to overall well-being, namely the difference
between how much well-being Ann gains from a second island hopping trip,
and how much well-being Ben gains from the first island-hopping trip. Moreover, this cost to overall well-being falls entirely upon Ben, the agent who has
brought about the problem in the first place. It is implausible to hold that
avoiding this cost is so important that we should sacrifice the intuitive fairness
of making Ben pay the whole cost. We can avoid this problem by modifying
Formally Fair Shares to not consider the well-being of the responsible agents
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in determining the most effective distributions of compliance cost. This gives
us
Amended Formally Fair Shares: Your fair share with regard
to improving the world in a given respect is how much or little wellbeing you would be left with if you and all other agents together instantiated the collective pattern of actions with best consequences,
disregarding consequences for the well-being of agents who are responsible for making the world worse in the same respect. If there
are multiple equally effective collective patterns of actions, the reference point is that collective patterns of actions among the optimal collective patterns of actions which best accommodates first
considerations of desert and second equality of compliance cost.
In Rainy Season (4), Amended Formally Fair Shares better captures our intuitive notion of fairness: The distribution of compliance cost that has best
consequences overall except for Ben’s well-being, and further best captures
desert, is one where Ben shoulders the total cost of the repair work. However,
there are other situations where even Amended Formally Fair Shares does not
capture the intuitive notion of fairness. Consider the following case:
The Two Doctors: Ann and Ben are also the only two doctors
in their island community. Ann is a surgeon, and Ben is a dentist.
Ben is driving his off-road truck recklessly, causing the driver of
the school bus to veer off the road, which leaves forty children
wounded. Ann can help all of the seriously wounded if she works
to the brink of exhaustion. Ben could properly treat the five least
seriously wounded children, but for the rest, he is best advised to
stay out of Ann’s way. If Ann and Ben were to each help half of
the wounded, then fifteen children would have to do with an only
minimally helpful treatment.
In The Two Doctors, the most effective distribution of compliance cost is one
where Ann works to the brink of exhaustion, and Ben just helps the few less
serious cases. Crucially, the reason why this distribution is most effective lies
in its effect on the well-being of the children. So even if we disregard Ben’s
well-being, as Amended Formally Fair Shares would have us, we would still
have to conclude that Ben’s fair share is to just help the few less serious cases.
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This verdict of Amended Formally Fair Shares is problematic, for the following reasons: Suppose that Ann refuses to work to the brink of exhaustion,
and stops after treating half of the wounded children, leaving the rest to Ben’s
much less qualified care. We are then in a situation where Ann does less than
her purportedly fair share, and where Act Consequentialism requires Ben to
treat all of the remaining children and thus to contribute much more effort
than his purportedly fair share. Still, Ben is in no position to complain about
being required to do more than his amended formally fair share – after all, if
Ann did her amended formally fair share, he would be merely lucky that she
is around and that effectiveness considerations played in his favour.27 Since
intuitively, agents have grounds to complain about being required to take up
more than their fair shares, Amended Formally Fair Shares does not satisfactorily capture the intuitive notion of fair shares, and we need a yet stronger
account of fair shares.
To develop such a stronger account of fair shares, recall that Formally Fair
Shares places considerations of equality and desert lexically behind considerations of effectiveness, and Amended Formally Fair Shares largely does the
same. However, as we have seen in The Two Doctors, the fact that a collective pattern of actions is the most effective in producing some good does
not make the corresponding distribution of compliance cost a standard of fairness. Instead, it is precisely the considerations of equality and desert which
intuitively are the most important considerations for determining agents’ fair
shares. The most promising response to the problems of Formally Fair Shares
and Amended Formally Fair Shares is then to reverse the lexical ordering of
effectiveness and desert:
Substantially Fair Shares: Your fair share is how much or little well-being you would be left with if you and all other agents
together instantiated a collective pattern of actions which best accommodates, in order of lexical priority, first, desert, second, equality, and third, effectiveness.

27

It can still hold that Ann then acts wrongly by not helping more children. The point
is merely that she does not wrong Ben.
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5.7.2. Fairness fetishism and the complaint reading of
unfairness
Substantially Fair Shares concludes that both in Rainy Season (4) and The
Two Doctors, it would be only fair if Ben contributed as much as he can
and as is useful for bettering the situation, and if Ann contributed nothing.
Now this again raises the concern of fairness fetishism, and this time both in
ideal and non-ideal circumstances: In Rainy Season (4), the concern is that
if it was known that Ben will not contribute anything, then by reference to
Substantially Fair Shares, Ann could justifiably fail to take up Ben’s expected
slack, and thereby act vastly suboptimal solely to avoid minor cost to herself.
In The Two Doctors, the concern is that even if Ben does his substantially fair
share, the resulting collective pattern of actions is strongly suboptimal.
If we counter this concern about fairness fetishism by giving more weight to
considerations of effectiveness in determining agents’ fair shares, then we are
moving back in the direction of Formally Fair Shares. Because effectiveness
is not a consideration that intuitively matters to fairness, the more emphasis
an account of fair shares places on effectiveness, the less it will capture the
intuitive notion of fairness and be a good basis for an Unfairness Objection.
So it seems that we are facing a trade-off between avoiding fairness fetishism
on the one hand, and the need to capture the intuitive notion of fairness on the
other hand. As long as we are stuck with this trade-off, the resulting account
of fair shares will at best be an uneasy compromise.
However, there is a way to avoid this trade-off altogether. Recall that the
problem I dubbed “fairness fetishism” is about agents justifying vastly suboptimal behaviour by insisting on not doing more than their fair share, e.g. if Ann
does not help any of the wounded children in The Two Doctors, or does not
contribute anything to repairing the dam in Rainy Season (4). Now crucially,
it is not fairness fetishistic for Ann to hold that paying for the repair of the
dam and working to the brink of exhaustion to help the wounded children
would be a distribution of effort that is unfair to her. Neither would it be fairness fetishistic for her to complain to Ben and to resent him for creating the
situation in which she finds herself. The charge of fairness fetishism arises only
once Ann actually sacrifices the good of the villagers or the wounded children
by not doing more than her fair share. This means that the charge of fairness
fetishism is appropriately levelled not against any account of fair shares, but
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against the extensional reading of unfairness which holds that agents cannot be
morally required to exceed their fair shares, even if this would produce better
outcomes. The trade-off between fairness fetishism and capturing the intuitive
notion of fairness can then be avoided by abandoning the extensional reading of
unfairness in favour of an alternative reading, which I discuss in the following.

5.7.3. Separating Fairness and Moral Requirements
Rather than compromising the account of fair shares by introducing considerations of effectiveness, we can separate the questions of how much agents
are morally required to contribute to making the world better in some respect,
and what would be fair for agents to contribute. On this view, we can hold
that it is unfair to have to take up others’ slack without making the further
claim that this can therefore not be required. Instead, one can hold that it
is simply unfair to have to do more than one’s fair share, period, and remain
agnostic about whether this has any implications about whether or not one
ought to take up others’ slack. The role of the unfairness of taking up others’
slack is then to provide the grounds for complaint or resentment against those
whose slack one is required to take up. Call this the “Complaint Reading” of
unfairness.28
On this proposal, many-hands-cases pose three distinct questions: First,
we can ask who ought to do how much in ideal circumstances – call this the
question of ideal compliance cost. Second, we can ask how much a given
agent ought to do in a non-ideal situation – call this the question of nonideal compliance cost. And third, we can ask what would be the fair way of
distributing the cost of making the world better – call this the question of fair
shares in the overall cost. Note that while the questions about what ought to
be done and what is fair might have the same answers, they are nonetheless
conceptually distinct. This can be clearly seen in the extensional reading of
unfairness, which makes a substantive normative claim by holding that agents’
non-ideal compliance cost cannot exceed their fair shares.
Consider how the three questions work out in The Two Doctors. Assume first
that we do not know that Ben has caused the accident. Now in the absence of
any information about what Ann and Ben are in fact willing to contribute, it is
most plausible to assume that we have an ideal situation. The most immediate
28

See Murphy, Moral Demands in Nonideal Theory, 90f. for this approach to unfairness.
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normative question is then what Ann and Ben together ought to do, and more
precisely how many and which children they should care for. We can imagine
this question as being asked by a hypothetical Moral Coordinator, who presides
over a community of agents who are willing to do whatever they are required to
do, and who wonders how she ought to assign obligations and hence compliance
costs to agents. When the Moral Coordinator distributes compliance costs,
considerations of effectiveness cannot be ignored, on pain of recklessness. For
example, in The Two Doctors, an unequal distribution of compliance cost which
strongly burdens Ann is much more effective than a more equal distribution. In
the deliberation of the Moral Coordinator, this must count at least pro tanto in
favour of the more unequal distribution and must at least sometimes outweigh
considerations of equality and desert. A broadly Consequentialist position is
to hold that such effectiveness considerations are decisive reasons that always
outweigh considerations of equality and desert. This claim is precisely the point
of Formally Fair Shares (and to a slightly lesser extent Amended Formally Fair
Shares). By Consequentialist standards, these accounts of fair shares are highly
plausible if understood as accounts of ideal compliance cost.
Now suppose that we and Ann learn that Ben has caused the accident,
which makes particularly salient the question of what would be fair for Ann
to have to do. Suppose further that the Moral Coordinator follows Formally
Fair Shares in her assignment of compliance costs and hence requires Ann to
work to the brink of exhaustion, and that Ann objects to this distribution on
the ground that it was Ben who has caused the harm in question. The Moral
Coordinator can here successfully defend her distribution of compliance cost by
reference to the great increase in well-being of the wounded children that can
only be achieved by making Ann do most of the work. However, if Ann were
to accept the requirements imposed on her, then she would still be justified in
complaining to Ben that the situation is grossly unfair to her, and in resenting
Ben for causing her moral predicament. This shows that accepting a given
answer to the question of ideal compliance cost does not yet commit one to a
set answer to the question of fair cost.
If Formally Fair Shares captured our intuitive notion of fairness, then Ann
would not be in a position to complain. By modus tollens, we can conclude
that while Formally Fair Shares is a plausible account of how much agents
ought to do in an ideal situation, it is not a plausible account of the fair way
to distribute cost. In a nutshell, sometimes what agents ought to do is precisely
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to do more than their fair share, for the sake of better promoting the overall
good, and this holds even in ideal situations where all agents play their part
in the most equal of the most desert-sensitive optimal collective patterns of
actions.
Suppose further that Ann will not in fact take up her required share. We then
need to ask what Ben ought to do in this situation. As discussed above, Ben
is in no position to complain if he is then required to help children which were
initially assigned to Ann’s care, even if this means that he ought to help all of
the wounded children as well as he can. This is because the relevant standard
on which to base any complaint is Ben’s fair share, not his ideal compliance
cost, and his fair share is arguably to bear the whole cost of amending the
harm he has done.
We can now see a more general point about fairness and effectiveness: The
reason why only very little is required of Ben in an ideal situation is the effectiveness of distributing compliance cost this way. On any plausible moral view,
this effectiveness is an important consideration for determining how the Moral
Coordinator should distribute compliance cost. However, while effectiveness at
least in part determines what Ann and Ben ought to do in an ideal situation, it
does not establish any entitlement of Ben’s to have Ann help him in making up
for the harm he has caused. The only complaint that Ben could level against
Ann is that her unwillingness to take up her ideal compliance cost leads to less
harm being avoided. But this is not a complaint of fairness, and Ben is no
more in a position to make this complaint than anyone else. Measuring Ben’s
non-ideal compliance cost against his ideal compliance cost, and holding that
it is unfair that he now has to do more, implicitly and mistakenly treats facts
about effectiveness as grounding considerations of fairness.29
In a nutshell, I argue for the following position: Formally Fair Shares, and
possibly Amended Formally Fair Shares, are plausible accounts of how much
agents ought to do in an ideal situation. In a non-ideal situation where not
everyone does that much, the sacrifices required by Act Consequentialism are
a plausible account of how much agents ought to contribute then. Since the
essence of Act Consequentialism is the reasonable assumption that circumstances which determine the consequences of actions matter to what agents
29

See Broome, “Kamm on Fairness”, p. 989 and Broome, “Fairness”, p. 94 for more detailed elaboration and defence of the position that fairness is linked to people’s entitlements,
but not to considerations of efficiency.
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morally ought to do, it is neither surprising nor objectionable that Act Consequentialism sometimes requires more sacrifice in non-ideal situations than in
ideal situations. The question of fairness is to be treated by the separate account of Substantially Fair Shares, which gives considerations of equality and
desert the prime place in determining which distribution of the cost of making
the world better is fair.
Reading unfairness as grounding complaints but not necessarily as a constraint on moral obligations allows us both to avoid fairness fetishism and to
capture as strong or weak a notion of fair shares as we like. This position gives
us the needed flexibility both to best capture the intuitive notion of fairness
and to develop a plausible account of agents’ obligations in ideal and non-ideal
circumstances. The complaint reading is superior to the extensional reading
of unfairness in that the latter must balance equality, desert, and effectiveness
in giving a single answer to the two distinct questions of what is fair for agents
to contribute, and what they are required to contribute.
Substantially Fair Shares and the complaint reading of unfairness allows us
to construct new versions of the Unfairness Objection. The possible combinations of these components are shown in figure 5.1.30 In the following, I discuss
the resulting new Unfairness Objections and their import for the contest between Act Consequentialism and Collective Consequentialism.

5.8. The Substantial and Extensional
Unfairness Objection
First, recall that the Formal and Extensional Unfairness Objection combines
both Formally Fair Shares and the extensional reading of unfairness, and holds
that Act Consequentialism is extensionally inadequate because it sometimes
requires agents to do more than their formally fair shares. Now because Formally Fair Shares fails to capture our intuitive notion of fairness, this objection
can easily be dismissed on the grounds that it objects to a consequence of Act
Consequentialism that is not intuitively objectionable. This problem can be
avoided by replacing Formally Fair Shares with Substantially Fair Shares. This
brings us into the bottom left box of the table in figure 5.1, the Substantial
30

The table omits Amended Formally Fair Shares because it does not go far enough in
addressing the problems of Formally Fair Shares.
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Substantially Fair
Shares

Account of Fair Shares

Formally Fair
Shares

Reading of Unfairness
Complaint Reading
Extensional Reading

Formal&Extensional
Unfairness Objection

Formal&Complaint
Unfairness Objection

Substantial&Extensional
Unfairness Objection

Substantial&Complaint
Unfairness Objection

Figure 5.1.: Different versions of the Unfairness Objection

and Extensional Unfairness Objection.
Because the Substantial and Extensional Unfairness Objection employs the
extensional reading of unfairness, it is subject to the charge of fairness fetishism.
For the present purposes, however, it is not essential to decide whether to reject
the objection on grounds of fairness fetishism or to bite the bullet and hold that
unfair compliance cost really cannot be required. All that we need to point out
is that if the Substantial and Extensional Unfairness Objection is accepted
as a good objection to Act Consequentialism, then this is a decidedly nonConsequentialist position. This is because first, according to Substantially Fair
Shares, fairness is based primarily on the non-Consequentialist considerations
of equality and desert. Second, the extensional reading of unfairness treats
fairness as a constraint on what agents can be morally required to do. By
combining these two elements, the Substantial and Extensional Unfairness
Objection implicitly treats the said non-Consequentialist considerations as side-
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constraints that play a large role in determining what agents morally ought
to do. It is hence not surprising that Act Consequentialism cannot avoid this
non-Consequentialist objection.
Further, because the Substantial and Extensional Unfairness Objection has
strong non-Consequentialist commitments, Collective Consequentialism is subject to the same objection and fares no better than Act Consequentialism.
This is because Substantially Fair Shares assigns effectiveness only third place
behind desert and equality when determining agents’ fair shares. Collective
Consequentialism, by contrast, determines what we together ought to do solely
by reference to the consequences of what we together can do. Cases like The
Two Doctors shows that the best we together can do is often to act in ways
which distribute compliance cost strongly unfairly.
One possible way to improve how Act Consequentialism (and Collective Consequentialism) fare with regard to the Substantial and Extensional Unfairness
Objection is to include substantial fairness in the theory of value. That is,
when determining how good the world would be if a given individual action
or collective pattern of actions is performed, we also take into account how
fair the resulting distribution of compliance cost would be. Other things equal,
actions and collective patterns of actions that lead to fairer distributions have
better consequences than those which lead to less fair distributions.31 On Act
Consequentialism, what agents morally ought to do is then also influenced
by considerations of substantial fairness, which promises to make Act Consequentialism’s demands fall more within agents’ fair shares thus conceived. For
example, suppose that in Rainy Season (4), Ben will pay whatever portion of
the cost of repairing the dam that Ann has not already paid. If Ann contributes
less than 50% of the cost, then she makes the world slightly worse in terms
of aggregate well-being than if she contributed half the cost. However, once
we consider fairness as part of the theory of value, Act Consequentialism need
not make the unfair demand for Ann to contribute 50% of the cost to repair
a damage that was entirely Ben’s fault. This is because Act Consequentialists
can then argue that by contributing anything at all, Ann made the world less
fair, and hence less good in that respect. They can further argue that overall,
Ann makes the world best by not contributing anything at all, as the loss in

31

I am thankful to Krister Bykvist for pointing me to this way of combining considerations
of fairness with Act Consequentialism.
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well-being is outweighed by the gain in fairness.32
This response, however, is not always plausible. For example, in The Two
Doctors, if Ann does not help any of the children because she knows that Ben
will then help them, then this action brings about a more fair distribution of
compliance cost. However, it also brings about a worse situation in terms of the
well-being of the children. Now a plausible theory of value must allow for values
like well-being to often outweigh the value of fairness. The Substantial and
Extensional Unfairness Objection, by contrast, treats fairness as an absolute
side-constraint on what can be morally required, never to be overridden by
considerations of effectiveness. In the present example, the world may be
fairer, but surely not better overall, if Ann leaves all the wounded children
at the mercy of Ben’s dentistry skills. So if Ann knows that Ben will treat
whatever children she leaves untreated, Act Consequentialism must require
her to treat most of the children. She may no longer be required to work
to the brink of exhaustion, but she will nonetheless be required to exceed
her Substantially Fair Share, and the Substantial and Extensional Unfairness
Objection still holds. Conversely, if incorporating fairness into the theory of
value is to be a more reliable help to Act Consequentialism in avoiding this
objection, then the theory of value would have to follow Substantially Fair
Shares in giving absolute priority to fairness over effectiveness, which would
be highly implausible.
Another problem is that even if the value of fairness would always outweigh
any gains in other values like well-being, Act Consequentialism can still require agents to do more than their Substantially Fair Shares. This is because
many values give rise to additional considerations of fairness that would also
contribute to the overall value of the world, but which are independent from
fairness between the agents who ought to promote that value: If Ann does not
help as many wounded children as she can, then the resulting treatment increases the unfairness of the situation towards the children. So while Ann and
Ben are hence more fairly treated, the world is not fairer overall than in the
situation where Ann helps as many children as she can. Even if the theory of
value gives absolute priority to fairness over well-being, the world is arguably
best when Ann helps as many children as she can, and Act Consequentialism
still requires Ann to work to the brink of exhaustion and to far exceed her
32

Note that this response has the implausible implication that Ann is required to not
contribute anything at all.
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substantially fair share.33

5.9. Complaint versions of the Unfairness
Objection
An Unfairness Objection that employs Substantially Fair Shares and the extensional reading of unfairness is not promising for adjudicating between Act
Consequentialism and Collective Consequentialism, because it objects to Act
Consequentialism on non-Consequentialist grounds, and is subject to fairness
fetishism. More promising are versions of the Unfairness Objection that read
the unfairness of taking up others’ slack in the Complaint Reading. However,
the complaint reading of unfairness does not yet specify anything objectionable: Just noticing that Act Consequentialism requires agents to take up more
than their fair share, but at the same time acknowledging that this need not
be a mistaken requirement, is not yet objecting to anything. That is, if we
assume that agents are often required to do more than their fair share in order
to better promote the overall good, then this raises the question of what, if
anything, is objectionable about Act Consequentialism with regard to agents’
fair shares.
To show what can still be objectionable about Act Consequentialism on the
complaint reading of unfairness, recall that on this reading, the question of
agents’ fair shares is independent from the question of what agents morally
ought to do under ideal and non-ideal circumstances. Because Act Consequentialism and Collective Consequentialism are only concerned with what agents
morally ought to do, any objection to Act Consequentialism on grounds of
unfairness in the complaint reading must then target the point of overlap between these two questions. In the following, I argue that this point of overlap
33

Avoiding the Substantial and Extensional by means of giving absolute priority to fairness over other values in the theory of value does not run into this problem when the value
that is traded against fairness is a non-human value that does not itself give rise to fairness
concerns. For example, instead of wounding children, Ben may have caused terrible damage
to a beautiful bit of the natural environment with intrinsic value, and with regard to which
Ann is much better placed to mitigate the damage. Nonetheless, a theory of value that holds
that fairness has absolute priority e.g. over aesthetic value or a supposed intrinsic value of
the environment will still be implausible in many cases, e.g. when the fairness gain for Ann is
very small. Another problem with fairness in the theory of value is that fairness is arguably a
vague value, which then introduces the problem of apparently insignificant contributions (see
Nefsky, “Consequentialism and the Problem of Collective Harm: A Reply to Kagan”, 374f.
and chapter 6).
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is the implications of unfairness for what agents have reason to do.
Now if agents are required to take up more than their fair shares due to the
past or expected future actions of other agents, then the unfairness of being
required to take up an unfairly high share provides the former agents with
a reason to complain to and resent the latter agents. And crucially, these
reasons to complain, in turn, presuppose and entail obligations to act. To see
this point, consider again a variation of Rainy Season:
Rainy Season (5): Ben has accidentally damaged the dam, but
could not have known any better. The dam can be repaired at
the cost of two island hopping trips. The fair distribution of the
repair cost is for Ben to pay the total repair cost, and the most
effective distribution is for Ann and Ben to share the cost equally.
Ben contributes half the cost, and makes clear that he will not
contribute anything more than that. Ann takes up the slack and
sacrifices one of her island hopping trips to allow for the dam to be
repaired. Ben knew that Ann would react this way.
Ann here clearly has grounds for complaining to Ben about the island hopping
trip that she had to forgo. Whatever the unfairness of Ann taking up Ben’s
slack imply for Ann’s obligations to contribute, the fact that Ann is justified
in complaining to Ben implies two kinds of obligations on Ben’s side: First,
Ann’s position to complain presupposes that Ben has wronged or unjustifiably
harmed Ann by acting in a way that increased the moral demands on Ann.
This can be seen when we contrast the case with The Two Doctors: If Ann
there refuses to help the children, then she thereby increases the moral demands
posed on Ben, but Ben is not therefore in a position to complain to Ann. So to
explain why in Rainy Season (5), Ann is in a position to complain, it must also
be the case that Ben is wronging or unjustifiably harming her by increasing the
moral demands on her.34 Second, the fact that Ann can justifiably complain to
Ben entails that Ben is under an obligation to apologise to her and compensate
her for the additional cost that he imposed upon Ann. Call the supposed
obligations to not unjustifiably increase others’ burdens, and to apologise and
compensate if one does, one’s “obligations of fairness”.
34

The harm to Ann here consists in the fact that living up to her moral obligations has
just been made harder by Ben than it would otherwise be, and in the well-being that she
sacrificed in order to live up to her moral obligations.
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These implications of reasons to complain show how a theory of fair shares
and a theory of right action overlap: Fairness implies certain obligations to act,
and a theory of right action should better account for these obligations.35 This
point of overlap allows for a new kind of Unfairness Objection to Act Consequentialism. Leaving open the account of fair shares for now, this objections
reads:
Complaint Unfairness Objection: Act Consequentialism sometimes requires agents to do more than their fair share if others do
less. This is unfair, which implies certain obligations of fairness
that Act Consequentialism cannot account for.
Note that the Complaint Unfairness Objection does not exclude the possibility
that some putative unfair demands are so unfair that they cannot be true
moral demands at all. The objection leaves open this possibility, and holds
while there may or may not be something wrong with requiring agents to take
up others’ slack, at any rate, we must be able to say that it is others’ slack,
that it is unfair if one is required to take it up, that one is in a position to
complain to those whose slack one has to take up, and that these agents are
subject to the obligations of fairness.

5.9.1. The Formal and Complaint Unfairness Objection
When combined with Formally Fair Shares, the Complaint Unfairness Objection gives us the following objection:
Formal and Complaint Unfairness Objection: Act Consequentialism sometimes requires agents to do more than their formally fair shares if others do less than theirs. This demand is unfair,
which implies certain obligations of fairness that Act Consequentialism cannot account for.
The Formal and Complaint Unfairness Objection inherits all the problems of
Formally Fair Shares with regard to capturing the intuitive notion of fairness.
Because agents’ share in the most equal of the most desert-sensitive optimal collective patterns of actions is not necessarily their intuitively fair share, agents
35

For a theory of right action to “account for” certain obligations is for the theory to both
imply these obligations, and to explain why these obligations are there.
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will often not be justified in complaining that they are required to take up
more than this share. For example, if Ben must take up Ann’s slack in The
Two Doctors because Ann does not work to the brink of exhaustion to help
the children that Ben has wounded, he has no grounds for complaining to Ann
about this. And just as there is intuitively often no ground for complaining,
there are also no implied obligations that need to be accounted for. So the
Formal and Complaint Unfairness Objection does not pose a serious problem
to Act Consequentialism, and is hence not relevant in the contest between Act
Consequentialism and Collective Consequentialism.
Further, in the Formal and Complaint Unfairness Objection, we can now see
that Formally Fair Shares is in tension not just with the extensional reading
of unfairness, but also with the Unfairness Objection in general: Formally
Fair Shares holds that all that is needed for fair shares is that they do not
compromise equality and desert for no good reason, and that effectiveness in
promoting the overall good is a valid reason for compromising these values. It
is then hard to see why the same consideration of effectiveness should not also
justify and make fair demands to do more than your full compliance share
in situations of partial compliance where this is most effective at making the
world better.

5.9.2. The Substantial and Complaint Unfairness
Objection
The more promising variant of the Complaint Unfairness Objection, and the
strongest Unfairness Objection overall, frames agents’ fair shares in terms of
Substantially Fair Shares. The objection reads:
Substantial and Complaint Unfairness Objection: Act Consequentialism sometimes requires agents to do more than their substantially fair share if others do less. This demand is unfair, which
implies certain obligations of fairness that Act Consequentialism
cannot account for.
To evaluate this objection, consider more closely the implications of Ann’s position to complain in Rainy Season (5), where Ben has unwittingly damaged
the dam. First, Ann’s position to complain implies that Ben has wronged
Ann. Since Ben has damaged the dam accidentally, that wronging must have
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happened through his contributing only half the repair cost. For Ann to be
wronged by Ben’s action, she must have been entitled to not contribute anything and to not be burdened by any moral demands arising from damage
that Ben has done. This right corresponds to a directed obligation, according
to which Ben owes to Ann to not act in ways that make it more costly for
her to act morally. To see why it is crucial that the obligation be a directed
obligation, consider again The Two Doctors: If Ann here refuses to work to the
brink of exhaustion to ensure that the children are helped as much as possible,
then she thereby acts wrongly and increases the moral demands on Ben. But
Ben is still not in a position to complain to Ann about his increased burden,
because while Ann ought to help the children, she did not owe this to Ben.
Second, once Ben has violated this obligation and has wronged Ann, Ben owes
Ann an apology and possibly even compensation, which makes for another directed obligation on Ben’s part.36 Now Act Consequentialism faces problems
first with accounting for content of obligations of fairness, i.e. the actions they
require, and second, with accounting for the nature of these obligations as
directed obligations.
5.9.2.1. Obligations to apologise, compensate, and not increase
burdens
Consider first how Act Consequentialism faces difficulty with the content of
obligations of fairness in Rainy Season (5), irrespective of their nature as directed obligations. Because an equal distribution of repair cost is most effective,
and since Ben knew that Ann would contribute whatever he leaves undone, Ben
acts optimally is he only contributes half the repair cost. According to Act
Consequentialism, Ben then acted rightly. As for compensating Ann for the additional cost borne by her, Act Consequentialism will likewise judge that Ben
ought not to do that, because it will lead to a less equal and hence less effective
distribution of resources between Ann and Ben. Lastly, as for apologising to
Ann, Act Consequentialism’s verdicts depends on the psychological effects of
that action: In some situations, the net effect of apologising may be positive,
but if Ben would utterly suffer from apologising, then it may well turn out that
apologising has overall negative effects and Act Consequentialism requires Ben
not to apologise.
36
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Two observations are in place with regard to the contest between Act Consequentialism and Collective Consequentialism. First, Collective Consequentialism is subject to the very same problem, and the two theories then tie in
this case. Since an equal distribution of repair cost is optimal, any collective
consequence-based reasons also favour Ben only contributing half the cost and
not compensating Ann afterwards. As for the obligation to apologise, the consequences of that possible action are independent of what other agents do, so
that individual and collective consequence-based reasons coincide. So weighing individual and collective consequence-based reasons, as Mixed Collective
Consequentialism does, must give the same verdict as Act Consequentialism,
and hence fails to account for the obligations of fairness.
Second, all possible responses that Act Consequentialism can make to the
Formal and Complaint Unfairness Objection are likewise available to Collective
Consequentialism and thus change nothing about the above tie between the
two theories. The first response is to incorporate an element of fairness into
the theory of value, by holding that other things equal, the world is better
if people who cause damages bear the entire cost of repairing them, and if
people compensate and apologise if they fail to take up their fair shares and
thereby increase the burdens placed upon others.37 If these additional values
can at times outweigh differences in other values such as human well-being,
then Act Consequentialist can argue that the world would be better if Ben
paid the total repair cost, and that Ben acts wrongly when he contributes less
than that. Further, Act Consequentialists can hold that Ben then ought to
apologise to Ann and compensate for her sacrifice, because this also would
make the world better. By the above considerations, the same verdicts can be
given by Collective Consequentialism.
As discussed above, the problem with this response is that it is often not
plausible to hold that a supposed value of fairness outweighs human well-being,
in particular when the well-being at stake is not that of the agent who caused
the damage in question. For example, in The Two Doctors, it would be implausible to hold a distribution of cost on which more children are at the
mercy of Ben’s much less competent care makes the world better because Ben
bears more of the cost of alleviating the harm he has caused. In this case,
the response of changing the verdicts of Act Consequentialism and Collective
Consequentialism is not available.
37

Cf. section 5.8 above.
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The second response is to change the status of obligations of fairness by
arguing that it is possible to wrong someone without acting wrongly all things
considered. For example, suppose that in Rainy Season (5), the repair cost for
the dam is so high that paying the whole cost would ruin Ben economically,
but is his fair share nonetheless. One can then argue that Ben acts rightly by
contributing only part of the cost, but that he still wrongs Ann and owes her
an apology. This response allows for the verdicts both of Act Consequentialism
and Collective Consequentialism to coexist with different pro tanto obligations
of fairness. Note that the reasons why determine these pro tanto obligations
of fairness are non-consequence-based reasons that relate to fairness, and more
specifically to equality and desert: The fact that an action increases the moral
demands imposed on other agents beyond their fair share is then a reason to not
perform that action, independent of whether the action makes the world better
or worse. Likewise, the fact that an action constitutes an apology or a compensation for having increased someone’s burdens beyond their fair share is then a
non-consequence-based reason to perform the action. This Act Consequentialist response then acknowledges non-consequence-based reasons, but holds that
they are always outweighed by relevant individual consequence-based reasons.

5.9.2.2. Directedness of the obligations of fairness
Even where Act Consequentialism does require agents to apologise, compensate, and not increase the burdens of others, it nonetheless fails to fully account
for these obligations. The reason for this is that facts about the overall consequences of actions do not give us directed obligations: For example, suppose
that fairness contributes to the overall value of the world, and that on grounds
of superior consequences, Ben ought to pay the total repair cost in Rainy Season (5), and if he fails to do so, he ought to apologise and compensate. However,
the fact that Ben also owes these actions to Ann is not explained solely by the
superior consequences of these actions. Otherwise, it would hold in The Two
Doctors that Ben is likewise entitled to Ann’s apology and compensation if she
does not help as many of the children as she can, and we have already seen
that Ben is in no such position there. So even if facts about agents’ fair shares
are a determinant of overall value and thereby feature as consequence-based
reasons for action, they must also function as non-consequence-based reasons
that explain why the obligations of fairness are owed to specific agents. Par-
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allel considerations apply to Collective Consequentialism, because collective
consequence-based reasons likewise cannot explain why some obligations are
owed to others while other obligations are not.
The need to acknowledge non-consequence-based reasons is particularly clear
in the case of obligations to apologise. Suppose that Ben’s apologising to Ann
in Rainy Season (5) indeed makes the world better, e.g. because considerations of fairness play a role in determining overall value, or because the apology would make Ann happy, or because some other good such as a restored
relationship between Ann and Ben would be created. These facts can then
explain why Ben ought to apologise, and they could be cited as reasons to
convince Ben to apologise. But none of these reasons are good as the primary
motivating reason for Ben to apologise, and it is impossible for Ben to sincerely
apologise to Ann for these reasons. This is because the apology would then
only accidentally have anything to do with Ann, and Ben would have reason
to apologise even if he did not wrong Ann, but Ann incorrigibly believed that
he did. The main reason, and the only appropriate motivating reason, for Ben
to apologise is that he has acted in ways that increased the burdens placed on
Ann beyond her fair share, and this reason is independent of whether or not
the apology also makes the world better.

5.9.2.3. Summary: Substantial and Complaint Unfairness Objection
The Substantial and Complaint Unfairness Objection is a strong objection
to Act Consequentialism. This is because, as I have argued above, nonconsequence-based reasons are essential to making full sense of the obligations of fairness. Because Act Consequentialism only recognises individual
consequence-based reasons, and no other kind of reasons for action, it cannot
fully account for these obligations.
For the purposes of the present contest between Act Consequentialism and
Collective Consequentialism, however, it is crucial to note that this shortcoming of Act Consequentialism cannot be amended by adopting a form of Collective Consequentialism instead. This result follows directly from the above
diagnosis of the shortcoming of Act Consequentialism, namely the need to acknowledge non-consequence-based reasons. To amend this shortcoming, there
is no point in allowing for another kind of consequence-based reasons, namely
collective consequence-based reasons. As I have argued above, Collective Con-
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sequentialism is just as much subject to the Substantial and Complaint Unfairness Objection as is Act Consequentialism, and even coincides in the extent in
which the objection can be avoided in some minor respects.
So rather than adopting Collective Consequentialism, the appropriate response to the Substantial and Complaint Unfairness Objection is to abandon
Consequentialism as the view that only consequence-based reasons matter. Instead, we should acknowledge that there are genuinely non-consequence-based
reasons that ground the obligations of fairness. This most appropriate response
to the Substantial and Complaint Unfairness Objection then tells us nothing
about whether or not we need to acknowledge collective consequence-based
reasons alongside individual consequence-based reasons.
Finally, a brief discussion of Acceptance-based Rule Consequentialism is
in place here, because one supposed virtue of such Rule Consequentialism is
that it can make sense of non-Consequentialist intuitions. This suggests that
Rule Consequentialism might be superior to both Act Consequentialism and
Collective Consequentialism in accommodating the non-Consequentialist obligations of fairness. However, this pull towards Rule Consequentialism should
be resisted, for the following reasons: The obligations of fairness are not only
non-Consequentialist in that they are not necessarily linked to promotion of
overall value, but also in that they are directed obligations owed to others who
have rights. Now Rule Consequentialism can plausibly make sense of the content of the obligations of fairness. For example, Rule Consequentialists can
hold that universal acceptance of a rule that requires agents to apologise and
compensate others if they burdened them beyond their fair shares has optimal
consequences. This is because accepting such a rule will make agents act more
responsibly, since they know that they will not morally get away with the
damages that they do. According to Rule Consequentialism, we thus morally
ought to apologise and compensate in these circumstances.
The above Rule Consequentialism account of the obligations of fairness does
not yet capture the directedness of these obligations. Rule Consequentialists
can try to amend this shortcoming by extending the notion of moral rules
beyond mere rules of conduct that prescribe certain actions, to moral theories
that also specify who has a right to or is owed the discharging of the obligations
of fairness. The moral system that is optimal for everyone to accept arguably
includes the above rule of compensation and apology, plus the specification
that compensation is owed to the person whose burdens have been increased.
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This is because such directedness might increase the self-enforcement of the
rule, as one is not merely acting wrongly by violating the rule, but is also
wronging another person.
However, from the optimality of such a moral system, it does not follow
that agents actually have these rights and corresponding directed obligations:
If Rule Consequentialism simply holds that we ought to act as the optimal
moral system requires us to act, then it it only follows that the optimal moral
system correctly identifies which actions we are morally obliged to perform,
but not that it also correctly identifies to whom such performance is owed.
More generally, a logical implication of Rule Consequentialism’s claim that we
should act as the optimal rules tell us to act is that the optimal rules are thus
also the true rules: If an optimal rule tells you to φ, then, according to Rule
Consequentialism, you ought to φ, and by telling you to φ, the rule hence
correctly identified this obligation. However, if the rule also specifies that you
owe φ-ing to a particular person, Rule Consequentialism does not entail that
this specification is also correct.38
So Rule Consequentialists have to further modify their theory to make sense
of rights. They can hold that we ought to not just live by, but also fully
accept, the optimal moral theory. In the above example, we then ought to take
ourselves to have the rights and directed obligations of fairness in question.39
But while a moral requirement to act on a given rule logically implies that the
rule correctly identifies our obligations, a moral requirement to believe a moral
theory that specifies certain rights, and to take ourselves to have these rights
and act as if we had them does not imply that these rights really are there,
and that the theory is correct. This view still leaves open the possibility that
these rights are a useful illusion. It hence justifies our practice of ascribing such
rights, but does not fully make sense of and justify these rights qua rights.
In order to fully account for the rights and obligations of fairness, a Consequentialist would further have to hold that the optimal moral theory is indeed
the true theory of morality. Now this view is a higher-order view which assesses
first-order moral theories by the consequences of their universal acceptance. It
38

To use another example, the optimal moral code for us to accept may include the
specification that its rules are commanded by God and sanctioned with eternal rewards and
punishments. Acceptance-based Rule Consequentialism then only implies that the rules are
correct, but not that the moral theology behind them is true as well.
39
This appears to be the approach of Hooker (“Promises and Rule-Consequentialism”, pp.
20f.) for accounting for the rights of promisees.
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is decidedly different from Rule Consequentialism and any other first-order
moral principles which make claims about which actions are morally required:
As discussed above, Rule Consequentialism does not assert that optimal moral
rules are the correct moral rules. Instead, Rule Consequentialism makes the
first-order claim that we ought to act according to the optimal rules, and from
this it follows that these rules correctly identify what we ought to do.40 In summary, Rule Consequentialism fails to account for the rights and directedness of
the obligations of fairness, while a second-order Consequentialist assessment of
moral theories is irrelevant for the present contest between different first-order
Consequentialist principles.

5.10. Conclusion: Unfairness and Collective
Consequentialism
In this chapter, I have discussed the objection that Act Consequentialism sometimes requires agents to do more than their fair share if others do less than
theirs. I have spelled out different versions of the objection, which are individuated by the employed account of agents’ fair shares, and by specifying what
is meant to be problematic about Act Consequentialism’s requirements to do
more than one’s fair share. After rejecting as incoherent Liam Murphy’s first
account of fair shares, Internally Fair Shares, I have spelled out two major
accounts of fair shares: Formally Fair Shares and Substantially Fair Shares.
I have further spelled out two readings of the problem posed by demands to
exceed fair shares, the extensional and the complaint readings of the unfairness. By combining the two accounts of fair shares with the two readings of
unfairness, I have spelled out four different versions of the Unfairness Objection, each of which I have examined with regard to two guiding questions:
First, does Collective Consequentialism, or some principle that lends support
to Collective Consequentialism, fare better with regard to the objection? And
second, is the objection plausible in the first place, that is, does it correctly
identify some objectionable feature of Act Consequentialism? My findings are
summarised in table 5.2.
To sum up, the only Unfairness Objections on which Collective Consequentialism is superior to Act Consequentialism are the Formal and Extensional
40
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I am indebted to Leonard Randall for helpful discussion of this point.

5.10. Conclusion: Unfairness and Collective Consequentialism
Objection

Collective Consequentialism
superior to Act
Consequentialism

Objection
vincing

con-

Objection a case
for
Collective
Consequentialism overall

Formal and Extensional Unfairness Objection
Formal and Complaint Unfairness Objection
Substantial and Extensional
Unfairness Objection
Substantial and Complaint
Unfairness Objection

yes

no

no

yes

no

no

no

no

no

no

yes

no

Figure 5.2.: Summary of how Act Consequentialism and Collective Consequentialism fare on different versions of the Unfairness Objection
and Formal and Complaint Unfairness Objections, which are not convincing
in their own right. The best and only fully convincing version of the Unfairness Objection is the Substantial and Complaint Unfairness Objection. This
objection, however, does not lend any support to Collective Consequentialism
over Act Consequentialism, but instead directs us towards allowing for completely non-consequence-based reasons. I conclude that the concern of unfair
demands of Act Consequentialism provides us with no grounds for acknowledging collective consequence-based reasons and adopting a form of Collective
Consequentialism.
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The Problem of Asking Too
Little
In part I, I have discussed the problem that in some many-hands-cases, Act
Consequentialism appears to require too much. These problematic high demands arise because in the respective problem cases, individuals perpetually
can make a positive difference by contributing more, no matter how much they
have already contributed (up to the point of becoming destitute themselves).
Act Consequentialism here threatens to require agents to keep contributing
until all surplus resources are spent on promoting the overall good.
The converse problem arises in many-hands-cases where agents apparently
can not make a morally relevant positive difference on their own, but together
can make a difference. For example, whether or not you buy a chicken in the
supermarket seems to make no difference to factory farming, plausibly not even
to the amount of chicken raised in this way. For all we know, whether or not
you travel by plane or instead take a train also does not make any difference
to the global climate. And the government will not change its actions if you
are the only one to protest against some morally problematic policy. At the
same time, we together could bring about much better outcomes than we in
fact bring about, e.g. if sufficiently many people did not buy supermarket
meat, opted for trains instead of planes, and protested against bad policies.
Whenever we fail to bring about collectively achievable superior outcomes,
intuitively, someone must be morally at fault for this failure. However, in
a situation where no one, or only very few people, participate in one of the
above optimal collective pattern of actions, no individual agent can make any
difference for the better, and Act Consequentialism hence judges that everyone
acts rightly. Act Consequentialism then asks too little sacrifice of each of us.
Or framed more generally, Act Consequentialism implausibly lets each of us
get away with doing much less good than we could together bring about. In
this second part of the thesis, I discuss three different kinds of cases where this
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problem for Act Consequentialism arises, and examine whether it should make
us favour Collective Consequentialism instead.

When asking too little is a problem
Letting agents get away with producing collectively suboptimal outcomes is not
always implausible, because mitigating circumstances can sometimes excuse a
group of agents for not bringing about collectively optimal outcomes. For
example, if the customers of a given company do not know and can not be
expected to know about morally problematic business practices of the company,
then they can be excused for not applying pressure to the company. Another
kind of mitigating circumstance is collective inability: For example, in the
absence of means of mass communications, the subjects of a dictatorship are
often unable to stage a successful uprising. I here do not discuss such mitigating
circumstances in detail, but defer this discussion to places in the argument
where such circumstances arguably apply and relieve Act Consequentialism
from the pressure to find fault with agents. For now, let “gratuitous” be a
placeholder for the absence of such mitigating circumstances. We can now
formulate the following objection to Act Consequentialism:
Collective Suboptimality Objection: Act Consequentialism
sometimes implausibly judges that every member of a collective
of agents acts morally rightly, even though all members together
gratuitously bring about much less good outcomes than they could
bring about.
The Collective Suboptimality Objection arises most prominently in manyhands-cases with two features:41
1. A collective of agents together brings about less good outcomes that
they can together bring about. No mitigating circumstances apply, so
that intuitively, someone must be at fault for the collective’s failure to
achieve better outcomes.
2. No individual member of the collective could have made things better
by acting differently, and so Act Consequentialism judges that every
individual agent acts rightly.
41

The objection also arises in other cases, most notably in cases with mixed optimal
responses, as discussed in chapter 7.3.
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The Collective Suboptimality Objection arises because due to the second feature, Act Consequentialism cannot accommodate the intuition that someone
must be at fault for the collective failure to bring about better outcomes. Collective Consequentialism promises to avoid this objection and to be superior
to Act Consequentialism in this regard. This is because if a collective brings
about inferior outcomes, then the collective pattern of actions it instantiates
is, by definition, not an optimal collective pattern of actions. Thus some
agents perform actions which are not part of an optimal collective pattern
of actions available to all agents together. These agents then do not act in
ways supported by collective consequence-based reasons, and, at least on Pure
Collective Consequentialism, thereby act morally wrongly. So Pure Collective
Consequentialism is apparently not subject to the Collective Suboptimality
Objection, and thus promises to be superior to Act Consequentialism in this
regard.

Motivating the Collective Suboptimality
Objection
The Collective Suboptimality Objection corresponds to a desideratum for
moral principles which holds that, barring mitigating circumstances, universal compliance with a moral principle should guarantee collectively optimal
outcomes. Such a desideratum, call it “Collective Optimality”, is explicitly endorsed by a number of philosophers. For example, Donald Regan’s Prop-COP
is essentially Collective Optimality, Michael Zimmerman endorses the same
desideratum, as does Derek Parfit in his discussion of collectively self-defeating
moral principles. Shelly Kagan’s and Julia Nefsky’s recent discussions of nodifference many-hands-cases are likewise motivated by Collective Optimality.42
Collective Optimality is commonly defended along the following lines: The
fundamental assumption of Consequentialism is that there is a tight connection
between the right and the good, i.e. which actions are morally right, and the
overall value of the world. In light of this tight connection, however, it should
not be possible for each of us to act rightly while we together fail to produce
optimal outcomes. If Act Consequentialism allows for agents to act morally
42

Nefsky, “Consequentialism and the Problem of Collective Harm: A Reply to Kagan”;
Kagan, “Do I Make a Difference?”; Regan, Utilitarianism and Co-Operation, pp. 4–5; Parfit,
Reasons and Persons, pp. 55–59; Zimmermann, Moral Obligation, ch. 9.
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rightly while producing collectively suboptimal outcomes, then it is at odds
with the core idea of Consequentialism that acting morally is all about making
the world better, and fails on its own terms qua Consequentialist principle.43
The above reasoning, common as it may be in the philosophical discussion,
strikes me as unconvincing and particularly unsuitable within a discussion
that aims to adjudicate between Act Consequentialism and Collective Consequentialism. If the core idea of Consequentialism is simply to hold that
consequences of some sort are the sole determinants of moral rightness, then
Act Consequentialism is perfectly in line with this idea, and there is no reason to assume that the consequences of what we together do, e.g. when we
act collectively suboptimally, are morally relevant. Collective Optimality only
follows if the basic Consequentialist premise is understood to hold that the
consequences of what we together can do at least in part determine the moral
rightness or wrongness of individual actions. But this reading of the premise
is basically already Collective Consequentialism. So by allowing for agents
to act morally rightly while producing collectively suboptimal outcomes, Act
Consequentialism does not fail on its own terms qua Consequentialist principle,
but only fails if measured against the core Consequentialist idea interpreted
in Collective Consequentialist terms. But whether Consequentialism should
be understood in Collective Consequentialist terms is precisely what is up for
discussion in the present argument. So if Collective Optimality is to adjudicate
between Act Consequentialism and Collective Consequentialism, it cannot be
understood as being motivated by the core Consequentialist idea that rightness
is entirely determined by consequences.
I contend that Collective Optimality should instead be understood as a
second-order claim about morality and hence as desideratum for any moral
principle, Consequentialist or not. According to this claim, the relation between morality and overall value is that if everyone always acted morally rightly,
the world would be as good as it can be (as far as agents’ influence is concerned).
Moral obligations then “conspire” to direct all agents together towards the best
outcomes they can bring about.44
43

Parfit, Reasons and Persons, p. 54. See also Cf. Kagan, “Do I Make a Difference?”,
p.
108;
Regan,
Utilitarianism and Co-Operation,
pp.
18–21;
Woodard,
Reasons, Patterns, and Cooperation, pp. 45–47; and Zimmermann, Moral Obligation,
257f.
44
For a discussion of this “principle of moral harmony”, and an overview the diverse places where this assumption appears in the philosophical literature, see Feldman,
Doing the Best We Can, chapter 7; and Feldman, “The Principle of Moral Harmony”.
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This claim has considerable intuitive appeal, and furthermore, it is the implicit motivating force behind many ethical investigations into real-world manyhands-cases. This latter point can be seen when we consider that real-world
many-hands-case typically attract our attention when it becomes apparent
that we are collectively acting vastly suboptimally. For example, the reason
why we are interested in climate change now is that we become aware that we
are in the process of collectively making the world a much worse place. This
shows that collective failure to bring about better outcomes is taken as an
indicator that at least prima facie, we ought to act differently, and that there
would be something wrong with continuing in our old ways. So when we ask
what we ought to do with regard to concrete global problems and other manyhands-cases, the initial working assumption is that we ought to act differently,
rather than doing nothing (or nothing different from what we did so far). By
judging that everyone acts rightly, Act Consequentialism then gives a very
unexpected and counterintuitive answer to the question of what we ought to
do in a given many-hands-case, and this is what the Collective Suboptimality
Objection objects to.
Furthermore, being subject to the Collective Suboptimality Objection is particularly problematic for any Consequentialist principle that also purports to
serve as a practical guide to decisions. Consider a group of agents who all
adopt a Consequentialist principle as a decision procedure. As a Consequentialist principle, the principle further holds that moral rightness, in one way or
another, is all about promoting the good. Nonetheless, the agents can collectively find themselves in a situation where together they have brought about or
failed to prevent strongly suboptimal outcomes even though all have followed
the procedure perfectly. Such a moral principle, when used as a decision procedure, falls short of its own declared nature as a Consequentialist principle.45

45

Parfit, Reasons and Persons, p. 54, see also Zimmermann, Moral Obligation,
257f.
Woodard, Reasons, Patterns, and Cooperation, pp. 45–47; and Regan,
Utilitarianism and Co-Operation, pp. 18–21.
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Different cases where the Collective
Suboptimality Objection applies
In the following chapters, I examine different kinds of many-hands-cases where
the Collective Suboptimality Objection applies to Act Consequentialism, and
ask whether this objection really should make us favour Collective Consequentialism over Act Consequentialism. To answer this question, in each kind of
case, I ask whether Act Consequentialism can avoid the objection by finding
fault with some agent. If the answer is negative, I further investigate whether
Collective Consequentialism fares better in this regard.
Now as discussed above, the Collective Suboptimality Objection arises if
no individual member of a collective who is gratuitously acting collectively
suboptimally can improve outcomes. This problem occurs in two main forms:
First, in some cases, individuals can make some difference on their own, but
these differences are so small that they appear to be of no moral significance.
For example, taking a shortcut over a lawn arguably has some causal impact
on the grass, but none big enough to make a difference to the aesthetics of the
lawn. Second, in other cases individuals cannot make any difference, morally
significant or not. For example, if too many people already took the shortcut,
then the grass is destroyed, and once there is a clear shortcut path over the
lawn, no individual can make any difference whatsoever by refraining from
using the shortcut.46 This example shows that a given many-hands-case can
exhibit both of these features at different levels of contribution. For the sake
of simplicity, I split such cases into two distinct cases, and so restrict my
discussion to scenarios where only one of these features is present.
I discuss cases with seemingly insignificant individual contributions in chapter 6. My discussion of cases where individuals cannot make any difference at
all comes in two parts. First, in many real-world cases of this kind, agents do
not know all the relevant details of the cases. In particular, they do not know
how other agents act, and therefore decide relatively independently from each
other. I discuss such scenarios in chapter 7. Second, in other cases, agents
know how others act and react to each other, and therefore need to decide
46

Broome (Climate Matters) discusses such a “fatalistic” position concerning climate
change, according to which we have already pushed the climate beyond repair and catastrophic climate change is inevitable. In contrast to the grass-walking case, however, Broome
argues that even if catastrophic climate change is inevitable, individual greenhouse gas emissions can still have negative impact by accelerating harmful change.
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strategically. These scenarios are subject of chapter 8.
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The first class of many-hands-cases where the Collective Suboptimality Objection arises are situations where a morally significant difference is brought
about by many agents performing actions each of which apparently makes no
morally significant difference. Consider the following case:1
Smog City: The chimney filters of Smog City’s residents need replacing to remain functional. One after another, all of the residents
decide not to replace their filters, and to instead donate the money
to the city library, which will use it to buy new books. The pollutants from a single unfiltered chimney quickly disperse over the
whole city, and an individual unfiltered chimney’s pollutants hence
do not make any difference to anyone’s health. But the aggregated
smoke from all chimneys causes respiratory health problems for
Smog City’s residents, so that residents would be better off if everyone renewed their smoke filters and the library had fewer books.
All residents know all of these facts, and they do not influence each
other in their decisions.
Because each of the residents’ choices produces the good of having more books
publicly available, and does not make any negative difference to anyone’s wellbeing and hence does not make the world any worse, each resident acts optimally by not renewing their smoke filter. According to Act Consequentialism,
all residents act rightly, even though together, they only achieve suboptimal
outcomes. Hence Act Consequentialism is here subject to the Collective Suboptimality Objection.
Cases like Smog City are puzzling, as it is not clear how a series of small
steps, none of which makes the world any worse, together can make the world
1

For similar cases, see e.g. Parfit, Reasons and Persons, pp. 76, 85 and Kagan,
“Do I Make a Difference?”, pp. 108–109. The reason why I stipulate that the residents act
one after another is to distinguish the problems arising from seemingly insignificant individual contributions from problems that arise in coordination problems where agents act
simultaneously.
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significantly worse. In this chapter, I draw on the philosophical literature to investigate three different diagnoses of what is happening in such cases. My aim
is not to settle disputes between these competing diagnoses. Instead, for each
of the diagnoses, I examine the implications for the contest between Act Consequentialism and Collective Consequentialism, in order to show under which
conditions, if any, cases with apparently insignificant individual contributions
should make us favour Collective Consequentialism over Act Consequentialism.
The chapter is structured as follows: First, I introduce a common response to
cases like Smog City which denies that the cases as described are consistent,
and proposes alternative descriptions (section 6.1). These alternative descriptions either make use of the notion of imperceptible but morally significant
differences (sections 6.2 and 6.3) or of the notion of rough comparability (sections 6.4 and 6.5). Second, I discuss an alternative response which holds that
cases like Smog City show that the “better than” relation is intransitive (section 6.6).

6.1. The denial response
The first type of response to cases like Smog City is to deny that these cases
are possible, as they imply a contradiction.2 The argument runs along the
following lines: When we consider the choices of the residents of Smog City in
order, we get a series of different possible states of the world. We can compare
the value of adjacent states in this series by considering changes in the value
that consists in the public availability of good books (short: book-value), and
the value that consists in the residents’ health (short: health-value).3 With
regard to the library, each decision to donate rather than to renew the smoke
filter leads to a state of the world where book-value is increased by a small but
morally significant amount, and the world is hence made better with respect to
this value. With regard to the residents’ health, the example stipulates that no
single decision against renewing a smoke filter has any negative effect on this
value. So each decision for a donation to the library makes the world better in
one respect, while leaving it equally good in all other respects. So each of these
2

Such arguments are proposed e.g. in Parfit, “What We Together Do”, pp. 25–
27, Otsuka, “The Paradox of Group Beneficence”, pp. 135–136, 145–148 and Regan,
Utilitarianism and Co-Operation, pp. 62–65.
3
Note that we assume that all other values remain unchanged.
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decisions makes the world better overall. Now if each of the residents makes
the world better by a small increment, then the world gets better overall. But
the example stipulated that the world gets worse overall if all residents opt for
donating to the library. Hence Smog City implies a contradiction.
If we accept the above argument, then we have to conclude that it is inconsistent to hold both that the residents of Smog City collectively do not make
the world any worse, but individually each make the world better. So one
of these claims of Smog City needs to be dropped. First, we could drop the
stipulation that the world is worse overall if the residents have more library
books but worse health. However, it is problematic to read this response as a
redescription of Smog City, i.e. as an account of what is really happening in
this case. This is because it is not clear why anyone would be convinced by
the original description of Smog City, i.e. think that the world got worse while
in fact, it does not. The present response then cannot offer a plausible error
theory of why we would be attracted to the original and allegedly mistaken
case description. So the better way to read this response is to see it as describing a different kind of case where the Collective Suboptimality Objection does
not apply, as universal compliance with Act Consequentialism here no longer
leads to collectively suboptimal outcomes.4
Second, the alternative response is to drop the claim that every individual
decision for a donation to the library makes the world better overall. Since
every such decision makes the world better with regard to book-value, we must
drop the stipulation that every individual chimney’s pollutants leave everyone’s
health the same. Call this the “denial response”.5
4

More precisely, we no longer have a case where universal compliance with Act Consequentialism clearly leads to collectively suboptimal outcomes. It is still possible that the
optimal collective response is for some people to not renew their chimneys, e.g. if the
pollutants are not harmful below a certain level of concentration. I discuss such cases in
chapter 7.
5
Rather than putting the argument in terms of ordinal rankings of outcomes, we can
also put it in terms of a calculation of scalar value of the possible outcomes: Assume that all
residents opt for the library donation rather than a renewed filter. Every agent i ’s decision
makes a positive difference to book-value V (b), hence (1) ∀i(1 ≤ i ≤ n) : ∆i V (b) > 0. It
also makes a difference ∆i V (h) to the value of people’s health V (h). The overall difference
in value made by a single agent’s decision is simply the sum of the two differences ∆i V =
∆i V (b) + ∆i V (h). The overall difference made by all households
together
is simply the sum
Pn
Pn
of the overall differences made by all agents, ∆V = i=1 ∆i = i=1 (∆i V (b) + ∆i V (h)),
and by stipulation, that difference is negative: (2) ∆V < 0. Now proceed indirectly: Assume
that no single additional chimney’s pollutants reduce anyone’s health: (3) ∀i(1 ≤ i ≤ n) :
∆i V (h) ≥ 0. From (1) and (3), it follows that every single additional choice for the library
donation has a positive effect. But then ∆V sums up only over positive values, and must
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The denial response can take two different forms. First, one can hold that at
least some chimney’s pollutants make a morally significant but imperceptible
negative difference (section 6.2). This response, however, is not plausible in a
range of related cases (section 6.3). In those cases, the denial response needs
to take the form of asserting that adjacent states in a series of changes are
sometimes only roughly comparable (section 6.4).

6.2. Imperceptible Value Difference
It seems plausible to assume that for any two possible states of affairs A and
B, it must either hold that A is better than B, equally good as B, or worse
than B. If we make this assumption, and deny that in Smog City, no individual
chimney’s pollutants reduces the value that consists in people’s health, then
(under the assumption that the pollutants never increase anyone’s health),
it follows that at least one chimney’s pollutants make the world worse with
respect to people’s health.6
In order to account for the initial plausibility of Smog City, this response
needs to hold that value can appear to remain unchanged at each step, even
though at least at one step, this value actually is diminished. That is, the
response redescribes the case with regard to what happens to overall value,
but does not redescribe its familiar phenomenology. In this version, the denial response explains the deceptive appearance that no individual contribution makes any morally significant difference by allowing for imperceptible yet
morally significant differences in value. For example, in Smog City, while a single chimney’s pollutants do not make anyone feel any less healthy, and might
not even lead to a reduction in health that could be detected by a doctor or
scientist, they still make an imperceptible negative difference.
More generally, some values can change in ways that escapes the notice
of those affected as well as the notice of observers and moral philosophers
who evaluate actions that make such changes. Call this claim “Imperceptible
hence be positive as well, contrary to assumption (2). Hence (3) must be false, i.e. (4)
¬∀i(1 ≤ i ≤ n) : ∆i V (h) ≥ 0.
6
In the above formalised argument, if we assume that “worse than”, “equally good”, and
“better than” exhaust all possible value comparisons, then (4) is equivalent to (5) ∃i(1 ≤ i ≤
n) : ∆i V (h) < 0, i.e. at least one decision of opting for the library donation rather than a
renewed filter makes a negative difference to people’s health. Since the contribution to the
value of leisure is positive at every step, it follows that at least at one step, the value of
health drops.
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Value Difference”. Cases like Smog City then should make us sceptical about
our perceptions of value: If the value that we are ultimately interested in is,
for example, for people to have healthy bodies that are as free as possible
from pollutants, then we should not trust our perceptions of that value in
cases where a series of seemingly insignificant contributions makes an overall
difference to this value.
If we accept Imperceptible Value Difference, then in cases like Smog City
where the agents act in sequence and in full knowledge of all relevant facts, at
least one agents’ decision makes the world worse. If this agent knows that her
decision will have this consequence, then according to Act Consequentialism,
this agent acts wrongly, and the Collective Suboptimality Objection does not
apply. However, because the negative effects on people’s health are imperceptible, agents cannot have this knowledge. Nonetheless, according to Act
Consequentialism, agents still act wrongly by donating to the library rather
than renewing their filters, because, as I shall argue in more detail in chapter 7,
all agents know that on average, opting for the library donation has negative
consequences. Hence opting for the library donation has negative expected
consequences, and according to Act Consequentialism as I understand it here
(namely as subjective Act Consequentialism), this action is morally wrong.
So cases with apparently insignificant individual effects where we can plausibly accept Imperceptible Value Difference pose no problem for Act Consequentialism and do not provide a case for moving to Collective Consequentialism
instead. Nonetheless, a Collective Consequentialist perspective on these cases
can then still function as a “value microscope” which makes visible hidden
consequences of individual actions:7 When we consider what difference an individual unfiltered chimney makes, we cannot detect any difference. But when
we consider the consequences of everyone together not renewing their filters, we
see that unfiltered chimneys do have bad effects, which escaped our notice when
we considered them individually. The normative work of explaining a requirement to renew the filters, however, can be done entirely by these individual
7

This metaphor is introduced by C.D. Broad (“False Hypotheses”, pp. 382–384). Broad
makes clear that this method is very limited. In particular, it needs to assume that all
individual contributions have a roughly equal effect: If the overall bad effect is produced by
a mix of imperceptibly good and bad individual contributions, then the moral microscope
tells us only that the average individual contribution is negative, not that a given individual
makes a difference for the worse. This problem, however, arises only for an objective Act
Consequentialist assessment, not for the present subjective Act Consequentialism that refers
to expected consequences.

151

6. Insignificant Contributions
consequence-based reasons, and no reference to collective consequence-based
reasons is necessary. The consequences of what we together can do are then
simply an indicator of the consequences of what we individually can do, and
need not be ascribed any independent normative significance.8

6.3. Doubts about Imperceptible Value
Difference
Imperceptible Value Difference is not plausible if the value we are ultimately
interested in consists in mental or perceptive states, and not in an underlying non-perception value that is only imperfectly tracked by our perception.
Consider the following variation of Smog City:9
Grey City: The chimney filters of Grey City’s residents need
replacing to remain functional. All of the residents decide to not
replace their filters, and instead to donate the money to the library.
In consequence, Grey City’s sky turns unpleasantly grey, so that
its residents enjoy the sky less and are less well off overall than if
everyone had replaced their filters. However, the pollutants from
a single unfiltered chimney quickly disperse over the whole city,
and make no perceptible difference to the colour of the sky. The
discolouring of the sky is the only negative effect of the pollutants.
All residents know all relevant facts.
One effect of the unfiltered chimneys is that the concentration of pollutants
in the atmosphere rises, and every chimney makes a determinate contribution
to the number of polluting particles in the air. Imperceptible Value Difference
would have us say that we are mistaken in holding that a single chimney does
not make the world any worse, and that we simply do not notice that the
concentration of pollutants rises. However, the reason why we are interested
in the concentration of the pollutants in the first place is the aesthetic and
8

Otsuka (“The Paradox of Group Beneficence”, p. 145) makes a similar argument that
a collectivist perspective is superfluous if we opt for the denial response and Imperceptible
Value Difference.
9
For this example, see Kagan, “Do I Make a Difference?”, p. 109. Other examples include the arguably perception-based values of freedom from thirst and from pain, as in
Parfit’s “Drops of Water” and “Harmless Torturers” (Reasons and Persons, pp. 76, 80).

152

6.3. Doubts about Imperceptible Value Difference
life-enjoyment value of a blue sky, and the presence of the polluting particles
itself is not a disvalue. Applying Imperceptible Value Difference, we would
have to say that while the residents do not notice that their perception of
the sky becomes less enjoyable, it nonetheless does become less enjoyable with
every additional unfiltered chimney. But this is not plausible: If the value is
all in the perception, and the perception did not get worse, then value has not
been reduced. So in Grey City, Imperceptible Value Difference is false.10
It is not essential to the case that we are considering an aesthetic value. The
reason why examples of aesthetic values work particularly well is that it is here
most plausible to assume that what we are really interested in is the experience
people have, not the underlying physical dimension of that experience. The
same holds for another kind of common example, namely that of pain. Here,
we are ultimately not interested in the state of our neurons, but in the way we
feel.11 More controversially, one can also deny Imperceptible Value Difference
in the original Smog City. The reason why we are interested in the amount
10

Kagan,
“Do I Make a Difference?”,
pp.
115–116,
129–130
and
Quinn,
“The Puzzle of the Self-Torturer”,
p.
84.
For
the
difference
between
values
and
their
underlying
dimensions,
see
Nefsky,
“Consequentialism and the Problem of Collective Harm: A Reply to Kagan”,
pp. 373–378 and Kagan,
“Do I Make a Difference?”,
p. 117.
Otsuka
(“The Paradox of Group Beneficence”, pp. 146–148) also acknowledges the implausibility of imperceptible changes to perception-based values, but is prepared to accept such
benefits in order to avoid holding that “better than” is intransitive. In this argument,
Otsuka overlooks a third option which I discuss below, namely to acknowledge rough value
comparisons.
11
Kagan (“Do I Make a Difference?”, pp. 115–116, 129–130) acknowledges that cases of
perception-based values that are described like Grey City would indeed give rise to a serious problem for Consequentialists, but proceeds to argue that such cases are impossible
(ibid., pp. 130–138). Applied to Grey City, his argument rests on the observation that
if we were to ask an resident of Grey City at any given stage of additional pollution
whether, in absolute rather than comparative terms, the sky looked discoloured, then at
some point, that report will have to change (see Regan, “Perceiving Imperceptible Harms”
for essentially the same argument). However, his argument makes either the mistake of
confusing the morally relevant value (the aesthetic experience of the sky), with an indicator of that value (people’s reports of that experience), or mistakenly assumes that changes
in people’s reports accurately report changes in their experiences. The first position is
mistaken because the world does not get any worse if people report the colour of the sky
differently, but only if they experience it differently. The second position is mistaken because, as the argument correctly observes, reports have to change at some point between
adjacent steps. But by stipulation, there is no difference between the experience of adjacent steps. Consequently, people’s reports are imperfect indicators of their experience,
and do not reliably track changes in the morally relevant value of people’s experiences.
For further reasons to reject reports as reliable indicators of valuable experiences, see Nefsky, “Consequentialism and the Problem of Collective Harm: A Reply to Kagan”, pp. 380–
381 and Tenenbaum and Raffman, “Vague Projects”, 90f.
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of pollutants in our bodies is the difference that these substances ultimately
make to our life experience. For example, they make us be in pain, feel less
energetic, be able to do less, and live less long. If particles of some substance
made no difference whatsoever to these values, we would not be interested in
their presence in our bodies. In other words, the dimension of health which we
consider to be morally valuable should be understood in terms of the goals we
can achieve with our bodies and the phenomenology of our bodily experience,
rather than in terms of some possibly undetectable condition in our body.12
Thus understood, it is hard to see how one’s health can be different in two
physically different but phenomenologically and experientially identical lives.
The common point in all those examples is that the morally relevant value
consists in people’s perceptions, and hence it makes no sense to claim that the
“real” value changed imperceptibly.13
The denial response claims that it is false that an individual additional
chimney’s pollutants always leave the aesthetic value of the sky unchanged.
Since we exclude the possibility that pollutants can improve aesthetic value, it
then seems to be a matter of mere logic that at least one individual additional
chimney in the series of changes reduces value. But this commits the denial
response to Imperceptible Value Difference, which is not plausible in cases
like Grey City. This presents us with a dilemma: Either we have to uphold
the denial response by means of implausibly upholding Imperceptible Value
Difference, or we have to drop this response and accept that each individual’s
choice for the library donation makes the world better, but together, these
choices make the world worse. This second response, however, commits us to
the counter-intuitive claim that “better than” is intransitive (which I discuss
in section 6.6).14
There is, however, a way to salvage the denial response and to escape this
dilemma: We can hold that the aesthetic values of the sky in subsequent states
of increased pollution are neither precisely equally good nor worse nor better,
but that they stand in the “no worse than”, “on a par”, or “roughly equal”
relation.
12

See Murphy, “Concepts of Disease and Health” for a discussion of such conceptions of
health.
13
Nefsky, “Consequentialism and the Problem of Collective Harm: A Reply to Kagan”,
p. 376.
14
Otsuka (“The Paradox of Group Beneficence”, pp. 146–148) admits precisely this
dilemma.
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6.4. Rough value comparisons
The concept of rough equality is typically invoked in a different class of cases,
and its application to Grey City requires some additional defence. The concept
most plausibly applies to comparisons of alternatives whose value depends on
different factors. For example, compare the options of a good career in law and
a good career in philosophy. One can plausibly hold that both choices would be
rational. But it does not follow that they are precisely equally good: Consider
a further career in law, which is slightly better (e.g. slightly better paid) than
the first career in law. It does not seem plausible that a slight increase in pay
suddenly makes the second law career better than the philosophy career. But
if the relation between the first two careers had been one of precise equality of
goodness, then this would have to hold. Hence the initial relation was not one
of precise equality, but the two options were only roughly equal, or on a par.15
The typical cases of rough comparability all have in common that the compared relata cannot be evaluated along a single linear scale. There is a scale
of goodness for law careers, and a scale for philosophy careers, but the two are
not identical. An explanation for this is that goodness of the different relata is
determined by different qualities. For example, a law career’s goodness for a
given person may depend on the importance of the cases, while the goodness of
the philosophy career may depend on the sociable atmosphere in departmental
seminars. Whatever diagnosis we give here, the point is that Grey City is very
different: When we compare the aesthetic value of two possible states of affairs
that only differ in the amount of pollutants in the sky, we are comparing alternatives of precisely the same kind. Furthermore, the good-making features of
both states are precisely the same. Under these conditions, it seems to make
sense to compare the aesthetic value of different states of the sky along a linear
scale.
So the above typical cases of rough comparability only give us some idea
of the notion, but they do not show how rough comparability is possible for
alternatives whose values can be represented along a single linear scale. I
15

For a discussion of rough comparability and the small improvement test for
determining whether this relation holds, see Parfit, Reasons and Persons, p. 431;
Temkin, Rethinking the Good , p. 176; Rabinowicz, “Incommensurability and Vagueness”,
p. 72; Qizilbash, “The Mere Addition Paradox, Parity and Vagueness”, p. 134; Broome,
“Choice and Value in Economics”, pp. 329–332. For the example of the law and philosophy career, see Temkin, Rethinking the Good , 178f. who attributes the example to John
Broome.
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contend that we can explain the possibility of rough comparability by allowing
for imprecise or vague value. Consider the following argument on behalf of
this claim: Suppose that we can calculate a precise value for each of the
possible outcomes in Grey City. We can then assign numbers to represent
this value, and the comparisons of adjacent states are then precise arithmetic
comparisons. The logical space of different comparisons is then exhausted by
“worse than”, “equal to”, and “better than”.16 By modus ponens, if we reject
the unattractive positions of Imperceptible Value Difference in Grey City and
denying the transitivity of “better than”, then we need to accept that the
value of aesthetic experience in Grey City cannot be precisely represented
numerically. The best explanation for this impossibility is that the value of
those states itself is not a precise matter.17
This explanation of Grey City is more plausible than the alternative explanations via Imperceptible Value Difference or intransitivity of “better than”,
because with regard to values that consist in people’s experiences and perception, it is plausible to hold that we cannot assign precise values to outcomes
and assert precise equality, even if we compare qualitatively similar experiences
that can be roughly measured on the same scale.
For example, suppose you are a member of a sailing club, and participate in
weekly dinghy racing. On some days, you spend two hours shivering in the rain
with little wind, and on other days, you skim over the water in a good breeze
and bright sunshine. The latter is clearly a better experience than the former.
But many sessions will feel equally good, even though you are likely to sail a
slightly different course each time, have slightly different speeds, make different
mistakes and have different successes. If any of these sessions gets improved
by your making one mistake less or having slightly better wind, this does not
make that session stick out as clearly better than the other sessions. So again,
the above small improvement argument applies, and we must conclude that
the different sessions are only roughly equally good. Now the reason for this
is not that we are ignorant of the precise value of sailing sessions. Instead, the
reason is that the goodness of sailing sessions is not the kind of thing that can
16

Temkin, Rethinking the Good , pp. 168–169.
The idea of indeterminate value is proposed in Quinn, “The Puzzle of the Self-Torturer”,
p. 82.
For the claim that the denial response via Imperceptible Value Difference depends on the possibility to assign determinate values to outcomes, see Regan
(“Perceiving Imperceptible Harms”, pp. 60–66). It is particularly instructive that Regan
argues for the denial response follows from arithmetic, which only works if we can assign
numbers to represent the value of the different outcomes.
17
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be given a precise value in principle.18 The rough comparability diagnosis can
further give a plausible error theory about why Grey City as initially described
seems plausible: We are tempted to overlook the more complicated notion of
rough comparability and instead operate with only precise comparisons.
So back to the example of Grey City, we should say that it is not true that
the pollutants of a single chimney leave aesthetic experience precisely equal.
Instead, we have to say that a sky with one more chimney’s pollutants gives an
aesthetic experience that is roughly equal to the aesthetic experience of a sky
with one less chimney’s pollutants, because the value of that experience is not
precise enough to warrant a claim of exact equality. Because “roughly equal”
is arguably not transitive,19 the claim that every individual chimney’s contributions leaves aesthetic experience roughly equal is consistent with holding
that together, the decisions to forgo renewing the filters makes the aesthetic
value of the sky determinately worse. On this diagnosis, we need not allow
for “better than” to be intransitive, nor do we need to uphold Imperceptible
Value Difference in Grey City. Instead, we merely need to hold the much more
plausible claims that adjacent states in Grey City are only roughly equal, and
that the “roughly equal” relation is intransitive.
Returning to our contest between Act Consequentialism and Collective Consequentialism, note that rough comparability of adjacent states of the sky
means that it no longer follows that each decision for the library donation
makes the world determinately better, as this would only follow if the value of
the sky remained precisely equal while the value of people’s leisure increased.20
Now that a determinate “better than” relation between subsequent states does
not follow logically is not to say that it cannot hold for other reasons. For example, if the value gained by forgoing to renew the chimney was much larger,
e.g. the purchase of a medication that allows residents of Grey City to enjoy
20 additional years of healthy living, then we could plausibly say that every
18

Temkin, Rethinking the Good , p. 176. A common assumption in the literature is that
the most difficult cases of apparently insignificant contributions are cases of perceptionbased values Kagan (“Do I Make a Difference?”, p. 117) (hence the term “imperceptible harms” is commonly used to refer to the problem). However, as Nefsky’s Nefsky
(“Consequentialism and the Problem of Collective Harm: A Reply to Kagan”, 374f.) example of fairness shows, the problem of vague values can occur for other values as well. I
am also thankful to Kai Spiekermann and the other participants of the workshop “Forwardlooking Collective Moral Responsibility” at the 2011 Manchester Workshops in Political
Theory for insight into the greater generality of the problem.
19
Cf. Otsuka, “The Paradox of Group Beneficence”, 146 fn. 23.
20
Regan, “Perceiving Imperceptible Harms”, pp. 57–59, 61.
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individual decision for this value makes the world determinately better. But in
this case, it would also plausibly hold that the situation where every resident
enjoys this enormous benefit but has to live under a grey sky is superior to
the situation where people live 20 years less but enjoy a blue sky. So in that
case, there is again no problem with asserting the transitivity of “better than”,
and universal satisfaction of Act Consequentialism leads to collectively best
outcomes, so that the Collective Suboptimality Objection does not apply.21
In the original Grey City, however, the benefit of forgoing to renew the filter
is much less. If we uphold the transitivity of “better than” and the stipulation that all decisions for a library donation make the world worse, then in
light of the fact that “better than” does not follow from a change that leaves
“roughly equal” one value and improves another, we should conclude that in
this case, the individual decisions for the library donation do not make the
world determinately better, but still leave it only roughly equally good.
If individual actions leave the world roughly equally good, then Act Consequentialism no longer requires Grey City’s residents to opt for the library
donation, and to thereby collectively bring about a clearly suboptimal state
of the world. However, Act Consequentialism here also cannot require agents
to renew their filter, and hence must permit them to act either way. Hence
universal satisfaction of Act Consequentialism is consistent with all of Grey
City’s residents opting for the library donation, and thereby bringing about
an outcome that is clearly collectively suboptimal. So Act Consequentialism
is here subject to the Collective Suboptimality Objection.
A similar problem threatens Collective Consequentialism: The way I formulated the principle so far, it needs to identify collective patterns of actions
that have optimal consequences. But when we consider an imprecise value
like the combined value of the aesthetic experience of the sky and book-value,
we cannot determine which outcomes are precisely optimal. All we can do is
to set aside outcomes that are clearly inferior to other outcomes. But among
the remaining outcomes, several will be roughly equally good.22 Now the out21

See Regan, “Perceiving Imperceptible Harms”, p. 61 for a similar claim that in Quinn’s
puzzle of the self-torturer, the size of the payoffs is essential to the example.
22
An alternative way to roughly optimise in face of imprecisely comparable states is to
maximise over a “filtered series” of larger steps, e.g. steps of 10 additional chimney’s pollutants, that do make a determinate negative difference to the look of the sky. This response
is advocated by Quinn (“The Puzzle of the Self-Torturer”, pp. 85–86), in response to cases
where, as Quinn diagnoses the problem, preference rankings are intransitive. However, the
filtered series approach shows another reason why the diagnosis of only roughly comparable
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come that arises from everyone opting for the library donation is not among the
roughly optimal outcomes, as it is determinately worse than the outcome of everyone renewing their filters. So among the several roughly optimal outcomes,
there must be at least one outcome that is the consequence of heterogeneous collective patterns of actions where some residents do not renew their filters, and
others do. Now since all agents are equally positioned, it does not matter who
renews their filter and who does not, as long as the respective numbers of these
agents remain the same. So for every single agent, both the acts of renewing
the filter, and of donating to the library, is part of at least one roughly optimal
collective patterns of actions. Pure Collective Consequentialism then must permit agents to act either way. And since individual consequence-based reasons
also do not favour either kind of action, Mixed Collective Consequentialism is
likewise permissive. In consequence, in the situation where everyone opts for
the library donation, Collective Consequentialism, like Act Consequentialism,
is universally satisfied, and is hence subject to the Collective Suboptimality
Objection.23

6.5. Rough value comparisons and Rule
Consequentialism
What, then, ought the residents of Grey City to do? to answer this question,
it is helpful to look at an analogous problem for individual rational choice:
The Winding Path: Carol lives on a small hill, and her house is
accessed via a winding path that leads through the beautifully kept
grass on the hillside. Carol is very busy and often finds herself in a
hurry, and then she is tempted to take shortcuts and run straight
down the hillside. A single such run leaves no visible trace on the
grass, and saves her precious time. However, Carol knows that if
she keeps taking the shortcut, then eventually this will ruin the
adjacent states is preferable to the diagnosis that holds that “better than” can be intransitive: The latter response would have to hold that as we look at ever more coarsely filtered
series, at some point, “better than” mysteriously becomes transitive. The former response
can tell the better story, namely that adjacent states in the original series are only roughly
comparable, but that as we increase step size, at some point, a determinate and transitive
“better than” relation begins to hold between adjacent states in the filtered series.
23
See chapter 7.3 for a detailed discussion of the problems arising from multiple optimal
collective responses.

159

6. Insignificant Contributions
sight of the grass that she enjoys so much. She would prefer being
known to be a bit late rather than having the grass ruined.
If rationality consisted in bringing out the preferred state in each individual
choice situation, then Carol rationally ought to take the shortcut whenever she
is in a hurry. But ultimately, such “local maximisation” leaves Carol less well off
than she could otherwise be. If Carol takes a “global maximisation” perspective,
then she sees that a strategy of local maximisation does not optimally serve her
interests in the long run. On such an account of rationality, Carol rationally
ought to determine a long-term plan that best promotes her interests, and then
to conform individual decisions to this plan.24
Such a long-term plan would take the form of a policy that limits the number
of grass-crossings that Carol may take in a given period of time, e.g. in a week.
On grounds similar to the argument in the previous section, I contend that
the best diagnosis of Carol’s predicament is that no determinate “better than”
relation holds between the consequences of taking and not taking one more
shortcut. From this, it follows that Carol can only look for a roughly optimal
plan, and then should just pick one of several roughly optimal plans to follow.
Now whenever Carol is faced with the choice of crossing the grass or being
slightly late, Carol needs to ask how many times she already crossed the grass
in the last seven days, and if she has exceeded the number of grass-crossings
allotted to this time span by her plan, then she ought not to cross the grass.
If she has not exceeded that number yet, then she needs to ask how many
other occasions where she is likely to need the shortcut more are coming up in
the near future – for example, she may know that she is always in a rush for
church on Sunday, or for the new work week on Monday. In this case, Carol
is permitted to act either way, but is rationally required to consult her plans
for the near future. Now crucially, the rational prohibition to not cross the
grass if her allocated number of grass-crossings has already been exhausted
does not hold in virtue of the consequences of another grass-crossing, since
crossing the grass one additional time leaves the aesthetic value of the grass
roughly equal. Instead, it is the roughly optimal consequences of Carol’s plan
which determine this prohibition.25
24

See
Temkin,
Rethinking the Good ,
188ff.
and
Woodard,
Reasons, Patterns, and Cooperation, pp. 54–58 for discussion of global maximisation
and plan-based reasoning.
25
For a much more detailed analysis of such cases via the notion of “vague projects”,
see Tenenbaum and Raffman, “Vague Projects”, 101ff. A project is vague if no individual
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Applied to the residents of Grey City, this plan-based strategy then looks as
follows: First, we determine the roughly optimal outcomes in this case. Each
of these possible outcomes is the result of collective patterns of actions with
a given number of people who renew their filter, and people who opt for the
library donation. Now we have already seen that a Collective Consequentialist
requirement to perform those actions that are part of a roughly optimal collective pattern of actions does not work, because both available actions satisfy this
criterion, and Collective Consequentialist then gives everyone permission to act
either way. But Grey City is a dynamic case where agents decide in sequence.
Since we assume that agents know how many others have already opted for
the library donation instead of renewing their filters, agents can follow a rule
that permits them to either opt for the library donation or renew the filter as
long as not more than some roughly optimal number of others have already
opted for the library donation, and prohibits opting for the library donation
once that number has been reached. If everyone complies with this rule, then
the agents together bring about a roughly optimal outcome. A moral principle
that requires agents to act on this rule is then not subject to the Collective
Suboptimality Objection, and is superior to both Act Consequentialism and
Collective Consequentialism in this regard.
The moral principle that issues such plan-based requirements is Rule Consequentialism (here it does not matter whether we consider acceptance-based or
compliance-based Rule Consequentialism). The reason why agents are prohibited from opting for the library donation if the roughly optimal number of such
choices have already been made lies in the roughly optimal consequences of
universal compliance with this rule, not in the consequences of this individual
action (which leaves the world roughly equally good).
The claim that Rule Consequentialism can avoid the Collective Suboptimality Objection in Grey City requires us to either give up my initial claim
that compliance-based Rule Consequentialism can be subsumed under patternbased Collective Consequentialism,26 or the claim that Collective Consequentialism cannot avoid the Collective Suboptimality Objection here. Now I have
contributory action is ever necessary nor sufficient to the project’s success. Tenenbaum and
Raffman argue that such projects can only be accomplished if agents decide in ways that
“implicate” the project in their decisions, e.g. by generating permissions to make intangible
and not strictly necessary or sufficient contributions to the project rather than performing
some alternative action with a more tangible benefit. See also the discussion of resolute
choice in Woodard, Reasons, Patterns, and Cooperation, pp. 56–58.
26
See chapter 2.2.1.2.
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argued that the problem with Collective Consequentialism in Grey City is that
due to the existence of multiple roughly optimal heterogeneous collective patterns of actions, the principle’s requirement that agents play their part in an
optimal collective pattern of actions allows everyone to either renew the filter
or to donate to the library.
However, this argument ignored that in Grey City, agents act in sequence.
Before anyone made their decisions, it is plausible that every agent is permitted
to act either way. But once some agents have opted for the library donation,
subsequently deciding agents face a different choice situation. When we apply
Collective Consequentialism to that latter situation, we need to consider only
the consequences of different collective patterns of actions that can still be
performed by all agents together. Now if an agent Ann has already opted
for the library donation, then subsequently, collective patterns of actions that
include Ann renewing the filter instead are no longer available. Collective
Consequentialist’s possibilism should then be restricted to actions that are
still available, and should not include past actions.
Once this consideration is taken into account, we see that in cases of sequential choice, Collective Consequentialism needs to be time-indexed. In the Pure
Collective Consequentialist form, it then reads: “At time t, you ought to perform that action which is part of an optimal collective patterns of actions that
is available to all agents together at t.” In Grey City, this principle permits
agents to donate to the library until the roughly optimal number of library
donations is reached. At this point in time, the best for everyone together to
do is for no one else to forgo renewing their filter, and hence additional donations to the library are prohibited. The principle then leads to precisely the
same outcome as Rule Consequentialism, and contrary to initial appearances,
when we carefully consider Collective Consequentialism, it turns out not to be
subject to the Collective Suboptimality Objection.
So we can conclude that in Grey City, Rule Consequentialism and timeindexed Collective Consequentialism are both superior to Act Consequentialism with regard to the Collective Suboptimality Objection. However, this
result depends on the stipulation that the agents act in sequence, and know
how many others have already opted for the library donation. In most realworld cases, however, these assumptions are not given: Often many agents
act simultaneously, and yet more often, they do not know all relevant past ac-
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tions.27 I discuss such cases in the following two chapters (albeit setting aside
rough comparability there).

6.6. Intransitivity of “better than”
So far, I have discussed the denial response, which holds that it is not true
that in Smog City and Grey City, each choice for a library donation makes
the world better. I have examined two different explanations of what is going
on in these examples: First, the choice to forgo renewing a chimney filter only
appears to leave people’s health unchanged, but in fact makes it worse, and
second, the choice leaves the aesthetic value of the sky only roughly equal.
An alternative approach to these cases is to reject the denial response and
accept both the stipulations that each choice for a library donation makes
the world better, and that a sequence of such choices makes the world worse.
This diagnosis of the cases then holds that the “better than” relation is not
transitive: If it were transitive, then if every subsequent step in a series of
decision for a library donation is better than the preceding state, then the
final state of the series would have to be better than the initial state. Since
the present approach denies this conclusion, it must deny that “better than” is
transitive.
While the intransitivity diagnosis has been an influential response in the
philosophical discussion of cases with apparently insignificant effects of individual actions,28 I contend that Imperceptible Value Difference and rough equality
are the better diagnoses for cases like Smog City and Grey City, respectively.
This is because these diagnoses only require us to redescribe the case in a way
that is plausible, and further provide us with an error theory that explains
why we are tempted to accept the initial description of the case. These re27

An intriguing result for acceptance-based Rule Consequentialism follows if the good
that agents can produce by not renewing their filters is not a public good like library books,
but a private good that makes the world better by making it better for the respective
agent. For example, if the agents can make the world better by purchasing more books for
themselves, then if morally motivated but also still self-interested agents universally accept
the moral rule to not buy more books if the roughly optimal number of book purchases
has been reached, then this is likely to lead for a rush to act as quickly as possible, which
makes the assumption of sequential choice under full information of past choices break down.
Hence while this rule is optimal to comply with, it might not be a rule that is optimal to
accept.
28
For the diagnosis of intransitivity, see e.g. Andreou, “Environmental Damage”, pp. 102–
104 and Otsuka, “The Paradox of Group Beneficence”, p. 141.
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sponses then require only plausible and local adjustments to the description of
individual cases, and are hence more intuitive and more parsimonious than a
response that requires us to abandon a fundamental and intuitive theoretical
commitment like the transitivity of “better than”.
However, for the purposes of the present contest between Act Consequentialism and Collective Consequentialism, it suffices to note that if the intransitivity
diagnosis is adopted, then cases with apparently insignificant individual contributions provide us with no reason to favour Collective Consequentialism over
Act Consequentialism. This is because on the intransitivity diagnosis of cases
like Grey City and Smog City, we have a cyclical ordering of values: The situation where one person donates to the library is yet better than the situation
where no one goes. And a situation where two people donate is better than
one where only one person does, all the way to the situation where everyone
donates to the library. The situation where no one donates, however, is by
stipulation even better. Hence for every possible outcome, there is a yet better
outcome, and no optimal outcome, and no roughly optimal outcome, exists.29
Because Collective Consequentialism needs the reference point of an optimal
collective response, but no such response exists, this principle cannot give any
determinate verdicts whatsoever, let alone verdicts universal compliance with
which guarantees optimal outcomes. So on the intransitivity diagnosis, the
Collective Suboptimality Objection does not give us reason to favour Collective
Consequentialism over Act Consequentialism.
Furthermore, the non-existence of an optimal outcome implies that every
moral principle, Consequentialist or not, is subject to the Collective Suboptimality Objection, because no matter which collective response corresponds to
universal compliance with a given moral principle, that response brings about
only a suboptimal outcome. But since every moral principle is subject to the
Collective Suboptimality Objection in these cases, the objection cannot provide us with grounds to favour any moral principle over another, and hence
becomes irrelevant in deciding which moral principle to adopt.

29

Regan,
“Perceiving Imperceptible Harms”,
“The Paradox of Group Beneficence”, p. 140.
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6.7. Conclusion
I have discussed several diagnoses of many-hands-cases where individuals can
only make apparently insignificant differences to some values in the world,
and which threaten Act Consequentialism with the Collective Suboptimality
Objection. In summary, these cases have the following implications for the contest between Act Consequentialism and Collective Consequentialism: If and
where “better than” is intransitive, the Collective Suboptimality Objection applies to all moral principles alike, and provides no reason to adopt Collective
Consequentialism over Act Consequentialism. In cases where Imperceptible
Value Difference is plausible, reference to the consequences of what we together can do merely serves as a moral microscope that shows us the individual
consequence-based reasons which then do all the normative work. These latter
reasons can satisfactorily explain what agents morally ought to do in these
cases, and Act Consequentialism is here not subject to the Collective Suboptimality Objection. Lastly, in cases where individual contributions only leave the
world roughly equally good, Act Consequentialism remains subject to the Collective Suboptimality Objection. Under the additional assumption that agents
act in sequence and know all relevant past actions, Rule Consequentialism or a
time-indexed Collective Consequentialism fares better than Act Consequentialism, as universal compliance with these principles guarantees at least roughly
optimal outcomes. However, in most real-world cases, these assumptions are
not realistic. Many-hands-cases with apparently insignificant individual contributions then provide us at best with very little reason to favour Collective
Consequentialism over Act Consequentialism.
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In the previous chapter, I have discussed situations where the difference that
individual agents’ contributions make is so small that it apparently cannot be
morally significant. In the present chapter and in the subsequent chapter, I
discuss cases where the actions of individual agents do not make any difference
whatsoever due to the actions of other agents. In the present chapter, I discuss
cases where agents do not know what others are doing, and hence decide
independently. In the subsequent chapter, I discuss cases where agents do
know about the actions of others, and hence decide strategically.

7.1. When we cannot make a difference, but
do not know it
In his 2011 paper “Do I Make A Difference”, Shelly Kagan takes up Derek
Parfit’s well-known 1984 discussion of cases where agents cannot make any
difference due to the actions of other agents.1 In order to show that in many
real-world scenarios of this kind, Act Consequentialism can avoid the Collective
Suboptimality Objection, Kagan presents the following example, which for
expository reasons I present in slightly modified form:2
Buying Chicken You go to the supermarket and buy a roast
chicken, which you know to be factory-farmed in the most torturous
1

Kagan, “Do I Make a Difference?” and the “Five Mistakes in Moral Mathematics” chapter of Parfit, Reasons and Persons. Note that while Kagan only speaks of “consequentialism”,
he thereby clearly means Act Consequentialism.
2
Kagan, “Do I Make a Difference?”, pp. 125–127. The gist of the case and Kagan’s Consequentialist response is already contained in Singer, “Utilitarianism and Vegetarianism”,
pp. 335-336. Broome (Climate Matters, pp. 76–77) treats the case of taking airplanes analogously, and applies the same form of argument that I shall discuss here. In the present
example, I set aside a number of possible more realistic complications: Most notably, the
factory farm reacts not to orders of single crates, but to orders by the thousands, which
then creates a similar case between supermarkets rather than individual customers. I also
set aside the possibility of shopping for chicken last minute before the store closes.
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manner. The supermarket does not order a new chicken for every
chicken sold, but instead orders a new crate for every 10 chicken
sold on a given day. Today, 35 people buy one chicken each, and
hence 30 new chicken will be raised and tortured. The total pain
that will be inflicted upon these new chicken by far outweighs by
the total pleasure that you together get from consuming the chicken
instead of a vegetarian alternative.
The relationship between the number of chicken-buyers and the overall value of
the world, consisting in the suffering of newly raised chicken and the pleasure
gained by eating chicken, is represented by figure 7.1

value

benefit from eating chicken
suffering of the chicken
overall value

V(0)

V(35)

10

20
number of chicken buyers

30

35

Figure 7.1.: Buying Chicken
Now in response to your and everyone else’s shopping, the supermarket
orders 30 new chicken. If the total number of people who buy a chicken today
were a multiple of 10, then your purchase would make a difference, as it would
lead to one more crate being ordered. However, with 35 chicken sold today,
your action makes no difference. This holds even if your purchase was the
tenth (or some other multiple of ten) purchase today, and has triggered the
ordering of a new crate. In this case, your purchase nonetheless does not make
a difference to how many crates are ordered, because had you not purchased
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the chicken, then the subsequent chicken buyer would have taken your place
and have triggered the ordering of a new crate instead. Hence none of the
chicken-buyers makes any difference to how many new chicken get ordered,
raised, and tortured. Moreover, because each chicken-buyer generates a small
well-being benefit by eating a chicken, every individual customer’s decision to
buy the chicken leads to better outcomes than would otherwise ensue.
It then seems that Act Consequentialism must permit and even require everyone to buy a chicken, and must hence judge that all chicken-buyers act
rightly.3 However, by buying the chicken, you and the other chicken buyers
together gratuitously bring about much worse outcomes than you could bring
about. Act Consequentialism is then subject to the Collective Suboptimality
Objection.
By contrast, Collective Consequentialism does not face this problem: The
best that all chicken buyers together can do is for no one to buy any supermarket chicken, and for factory farming to therefore ultimately cease. Hence
Collective Consequentialism requires each customer to abstain from buying
chicken, and is universally satisfied only if no one buys chicken and the optimal outcome is thereby secured.
However, as I have argued in the preliminary chapter, we should here be
concerned only with subjective Act Consequentialism, which requires agents
to perform those actions which have optimal expected consequences. To determine the requirements of subjective Act Consequentialism, Buying Chicken is
underdetermined, as we have not specified what you and the other customers
believe and have reason to believe about their situation. As Kagan points out,
when you go to supermarkets in the real-world, you are usually ignorant of
many of the details of Buying Chicken:4 You do not know by which decision
procedure the supermarket orders their chicken, or how many people will buy
chicken at a given day. However, you do have reason to believe both that
supermarkets are not reacting to every single purchase, but also that they do
respond to larger changes in demand. You also have reason to believe that
it would be best if no factory-farmed chicken were purchased and raised at
all. Lastly, you can safely assume that other customers do not care much
3

Note that this does not mean that Act Consequentialism requires that all 35 people
buy a chicken rather than no one buying a chicken. What it does mean is simply that given
the situation that 34 other people are buying a chicken today anyway, each of the 35 people
acts rightly by adding one to that number.
4
Kagan, “Do I Make a Difference?”, p. 127.
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about your purchases, and that by not buying a chicken, you will not initiate
a snowball effect that drastically changes other people’s meat consumption.
The subjective Act Consequentialism evaluation of the chicken buyers now
runs as follows:5 Call the (unknown) batch size of chicken to which the supermarket reacts and in which it restocks its chicken supply c, and the (unknown)
total number of people who buy a chicken today n. Now your chicken purchase makes a difference to the number of crates ordered if and only if the
total number of chickens sold today including yours is a multiple of c. For all
you know, the number of chicken sold today could be anything, and the chance
that it is a multiple of c is then just 1c .6 It is with this probability that your
purchase triggers the ordering of c further chicken. The expected number of
additional chicken raised, tortured and killed as result of your buying a chicken
is then 1c ∗ c = 1. So while in fact, your purchase does not make a difference to
chicken-suffering in the world, the expected difference made by your purchase
of one chicken is precisely one suffering chicken more. Note that this result
is independent of the value of n and c, which is to be expected, since these
numbers are not known to you and hence should not feature in a subjective
Act Consequentialist assessment.

7.2. Generalisation of the Act Consequentialist
response to Buying Chicken
The above Act Consequentialism response to Buying Chicken generalises across
a vast range of cases. Consider any case where a group of n potential contributors can bring about a given overall value or disvalue by each performing an
action φ, and act independently of each other. Now let a “production function”
V (i) map the number of actual contributors i to the amount of value that is
produced.7 We can now define ∆i as the additional value added by the i-th
performance of φ: ∆i = V (i) − V (i − 1). Assume further that agents do not
5

Kagan,
“Do I Make a Difference?”,
126f.
and
Singer,
“Utilitarianism and Vegetarianism”, pp. 335-336.
6
This claim assumes the Principle of Indifference. See footnote 9.
7
For the notion of a production function, see Tuomela and Miller,
“We-Intentions, Free-Riding, and Being in Reserve”, p. 38 and for an illustration, see
Taylor and Ward, “Chickens”. The subsequent argument assumes that the production
function can assign precise and determinate values to the outcomes resulting from different
numbers of contributors.
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know how many of the other n − 1 agents are φ-ing. There are then n possible situations with different numbers of other contributors.8 Now grant the
Principle of Indifference, i.e. the claim that in the absence of distinguishing
information about the different possibilities, it is most plausible to assign equal
probabilities to these situations.9 The probability that a given agent’s contribution is the i-th contribution is then P (i) = n1 . For determining the expected
difference that an agent can make, we then need to multiply the difference she
can make if she is the i-th contributor with the possibility that this situation
in fact obtains, and sum up these values:
∆expected =

n
X

∆i

i=1

which is equivalent to

1
n

1X
=
∆i
n i=1
n

∆expected

Given the definition of ∆i , it holds that
n
X

∆i =

i=1

n
X

(V (i) − V (i − 1))

i=1

In this sum, for every number 1 ≤ j < n, V (j) appears both with negative
and positive sign, and thus gets cancelled out. The only values that do not
appear twice are V (0) and V (n). So we can rewrite this sum as10
n
X

∆i = V (n) − V (0)

i=1

8

For n − 1 other agents, there are n possible numbers of agents who perform action φ
because it is possible that no one performs the action. For example, for two other agents,
there are three possible numbers of agents who φ: none, one, or both of the agents.
9
The Principle of Indifference is contentious, most notably because it gives inconsistent
probability assignments in situations where the space of alternative possibilities can be
carved up differently. However, I do not think that this problem applies here. So since
space does not permit a detailed discussion of the Principle of Indifference here, I simply
follow Kagan (“Do I Make a Difference?”, p. 123) in somewhat naively assuming that the
principle holds at least in the cases at hand. For overview discussions of the principle and
its problems, see Hajek, “Interpretations of Probability”, section 3.1; Douven, “Abduction”,
section 4; and Huber, “Formal Representations of Belief”, section 2.5..
10
Alternatively, we can simply observe that the sum of all difference made by the steps
in a series of changes must equal the difference between the end and the starting point of
the series.
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For the expected difference that an agent’s additional contribution makes, this
gives us
1
∆expected = (V (n) − V (0))
n
Expressed verbally, this result means that the expected difference that a member of a group can make by performing a given action is her equal share in
the overall difference that the group would make if all members performed this
action.
Now if φ is such that optimal outcomes would follow if everyone performed
this action, and worse outcomes would follow if no one performed it, then
the total difference that all agents together can make is positive. Due to the
above result, the expected difference that each individual act of φ-ing makes
is itself positive. This result holds even if in fact a given act of φ-ing makes
no difference whatsoever due to the shape of the production function and the
number of other agents who perform the same action. Act Consequentialism
then requires everyone to φ. Since the optimal outcome is here achieved if
everyone performs this action, it follows that if we together fail to produce
that outcome, this must be because someone has failed to φ, and according to
Act Consequentialism has acted wrongly. Hence Act Consequentialism avoids
the Collective Suboptimality Objection in cases where the production function
peaks at its very end, and where agents do not know anything about the actual
level of contribution.
The same result holds if optimal outcomes would follow if no one φ-ed, e.g.
if no one buys factory-farmed chicken. In this case, the expected difference
made by each action is negative, and if the optimal outcome is not produced,
at least one agent must have performed an action with a negative expected
outcome. Act Consequentialism then judges that this agent has acted wrongly,
and thus avoids the Collective Suboptimality Objection.
Note that for determining the expected consequences of individual actions,
we only need to know the amount of good produced if no one performs the action, and if everyone performs it. Any further information about the shape of
the production function is irrelevant. This is to be expected, because if agents
do not know where they are on the production function (i.e. do not know how
many others contribute), the amount of good produced for different numbers
of contributors is not relevant for their subjective obligations. This means that
in cases of such limited knowledge, it does not matter whether the production
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function is shaped in a way that makes it impossible for agents to make any
difference at certain levels of contribution. The fact that agents’ actions sometimes do not make any difference only confronts Act Consequentialism with
the Collective Suboptimality Objection when agents know that they cannot
make a difference, because only then does subjective Act Consequentialism
take this fact into account. I discuss these difficult situations in the following
chapter.

7.3. Mixed optimal responses and Act
Consequentialism
Before turning to the next chapter, it is important to note that within the
class of cases with limited knowledge, the Collective Suboptimality Objection
can arise independently from whether or not agents sometimes in fact cannot
make any difference of their own. These cases are situations where, in contrast
to Buying Chicken, the production function peaks between the extreme points
where everyone or no one performs a given action. The optimal outcomes then
result neither from every agent nor from no agent performing a given action,
but from a mixed response where some agents perform the action in question,
and others do not. Such situations are common in the actual world: In a grasswalking case like The Winding Path, optimal outcomes are achieved if agents
abstain from taking shortcuts over a patch of grass most of the time, but allow
themselves some exceptions, e.g. in case of emergency. More generally, when
using natural resources or pollution sinks, typically both excessive depletion
and total abstinence from use are suboptimal. Consider the following working
example of such situations:
The River: An industrial area with 100 factories lies stretched
along a river. If a factory uses the river for cooling, this allows it
to make its goods more affordable and to pay their workers better.
However, the river ecosystem can only take a limited amount of
water usage for this purpose, and if more than 35 factories use
the river, the ecosystem will suffer severe damage. The situation
where all factories use the river is better than the situation where no
factory uses it, but the optimal situation is one where 35 factories
use the river. The factory owners know the river’s usage capacity,
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but they cannot observe how many others are using the river.11

state of the river
benefits to production
overall value

value

V(35)
V(100)
V(0)

0

35

100

number of factories using the river

Figure 7.2.: The River
Figure 7.2 shows the production function of The River. Since the factory
owners do not know how many others use the river, again all that (subjective)
Act Consequentialism can consider is the expected difference that an individual
factory would make by using the river. And again, this value is equal to the
total difference made between the situation where everyone uses the river, and
the situation where no one uses it, divided by the number of relevant agents.
In The River, we have assumed that this difference is positive. Hence Act
Consequentialism will require everyone to use the river. Act Consequentialism
is then universally satisfied only if everyone uses the river, but this does not
produce the optimal outcome. Act Consequentialism then seems to be subject
to the Collective Suboptimality Objection.
The same problem applies to other cases where the expected difference that
all individuals together can make by performing some action is negative or
zero. In a variation of The River where not using the river is better than
everyone using it, Act Consequentialism then requires everyone to abstain
11

The state of an ecosystem might be another value that does not allow for precise
quantification and maximisation. In this case, the considerations from the previous chapter
apply, and we should say that 35 factories using the river leads to roughly optimal outcomes.
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from using the river. Again, universal satisfaction of Act Consequentialism
then leads to suboptimal outcomes. In another variation, everyone using the
river leads to outcomes just as good as everyone abstaining from using it. Act
Consequentialism then permits everyone to use or not use the river. While
Act Consequentialism is then universally satisfied if an optimal outcome is
produced, it is also universally satisfied if any other outcome, including a
collectively suboptimal outcome, is produced.
Consequently, in situations where the optimal outcome is produced by a
mixed response, and where agents do not know how many others are performing a given action, it is possible that Act Consequentialism is universally satisfied even though collectively suboptimal outcomes have been produced, and
this result holds independently from the expected and actual consequences of
any given action. So Act Consequentialism seems to be subject to the Collective Suboptimality Objection in these cases.

7.4. Mixed optimal responses and Collective
Consequentialism
Situations like The River also challenge Collective Consequentialist moral principles. First, the failure of subjective Act Consequentialism to direct agents
to collectively optimal outcomes is analogous to the limitations of Consequentialist Generalisation in situations with mixed optimal responses. Recall that
Consequentialist Generalisation compares only collective patterns where everyone performs the same action, e.g. where either everyone uses the river
or does not use it, and then directs agents to do their part in the best of
these pattern. Hence Consequentialist Generalisation gives the following verdicts in The River: Everyone ought to use the river if universal performance
of this action is superior to not using the river at all, everyone ought to not
use the river if universal abstinence is superior, and everyone may act either
way if the consequences of universal usage and universal abstinence are equally
good. So Consequentialist Generalisation gives the same verdicts as Act Consequentialism. It does so because both Consequentialist Generalisation and
Act Consequentialism consider the same facts as reasons for action, namely
only the values at the extreme ends of the production function. And both fail
to direct agents to collectively optimal outcomes because neither considers the
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intermediate section of the production function where the optimal outcome is
located.
Second, cases with mixed optimal responses also challenge Collective Consequentialism. Consider first Pure Collective Consequentialism. When we
consider which actions of a given agent are favoured by collective consequencebased reasons, we encounter the following problem: Often, many of the involved agents are relevantly similarly positioned, meaning that at a given level
of performance of some action, each agents’ performance or non-performance
of this action has the same cost and benefit. For example, in The River, we
can assume that the only relevant fact is how many factories use the river,
but not which specific factory uses or does not use it.12 If such “subjective
interchangeability” is given, then even if there is only a single optimal level
of river-usage, there can be many different optimal collective responses which
differ in who of the interchangeable agents uses the river and who abstains. In
The River, there are about 1027 different collective pattern of actions that all
correspond to 35 factories using the river.13 For each factory owner, it then
holds that in some optimal collective patterns, she uses the river, and in others,
she does not.
On my initial formulation of Pure Collective Consequentialism, both using
the river and not using the river are then permissible, as both actions are
part of at least one optimal collective pattern of actions. Pure Collective
Consequentialism can thus be universally satisfied even if the factory owners
together fail to achieve the optimal outcome. Consequently, the principle seems
to be subject to the Collective Suboptimality Objection.14
Pure Collective Consequentialism can be modified to respond differently to
cases like The River. On the first such modification, we note that for each
12

Even if it does matter who uses the river and who does not, we can assume that the
factory owners do not know how each factory owner’s position is different.
13
More generally, the total number of different optimal responses is as follows: Let the
number of contributors needed in the optimal response be k, and the number of similarly
positioned agents that are each eligible to make one such contribution be n, with n ≥ k. The
number of optimal collective responses that differ in who of these agents makes a contribution
n!
is then Cnk = (n−k)!k!
(with n! = 1 ∗ 2 ∗ 3 ∗ ... ∗ (n − 1) ∗ n).
14
This problem for Collective Consequentialism arises even if only two agents’ actions are
interchangeable such that in some optimal collective responses, the one agent φ-s, and in
other optimal collective responses, the other agent φ-s. For these two agents, Pure Collective
Consequentialism makes the problematic verdicts that either both ought to contribute, both
ought not to contribute, or both may act as they please, all of which makes it possible
that Pure Collective Consequentialism is satisfied even if all agents together produce only
suboptimal outcomes.
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factory owner’s possible actions of using and not using the river, there is a
multitude of collective consequence-based reasons for and against that action,
corresponding to the multitude of optimal collective patterns of actions in
which these actions are a part. A thus modified Pure Collective Consequentialism can calculate how many optimal patterns of action contain a given
factory’s using the river, and how many contain do not, and then weigh the
reasons by these numbers. Pure Collective Consequentialism then requires
factory owners to use the river if and only if the optimal level of using the
river is greater than 50%, and to not use the river if and only if the optimal
level is below 50%. In both cases, however, Pure Collective Consequentialism
faces the same problem as Act Consequentialism, namely that it is then only
universally satisfied if everyone or no one, respectively, uses the river, which
leads to suboptimal outcomes. And when the optimal usage level is precisely
50%, then Pure Collective Consequentialism permits agents to act either way,
and this requirement is universally satisfied even if the agents together produce
suboptimal outcomes.
The second modification is to allow for randomised strategies as “actions”
that are available to agents. Such strategies tell each factory owner to choose
randomly, with specified probabilities, whether or not they use the river.
Which randomised strategies are optimal for everyone to follow depends on
how much the agents know about the shape of the production function. However, even a strategy that makes achievement of the collectively optimal outcome most likely far from guarantees that outcome.15 For example, in The
River, the probability that 35 factories use the river is maximised if the factory owners choose to use the river with a 35% probability.16 This probability
is equal to the probability that any collective pattern of actions with that level
15

See Regan, Utilitarianism and Co-Operation, p. 252 note 4. Note that the strategy
which maximises the chance of actually bringing about the collectively optimal outcome
can be different from the strategy which maximises expected collective outcomes. This
situation can occur e.g. if the optimal collective outcome lies on a “peak” of the production
function that is surrounded by deep “valleys”, and if there is a “plateau” of good but not
optimal outcomes that are produced by a much broader range of arguments of the production
function. In such situations, collectively aiming for the plateau often has better expected
consequences than aiming for the isolated peak.
16
This result can be easily obtained by plotting P (p) = p35 (1 − p)65 for 0 ≤ p ≤ 1
and determining the maximum graphically. In appendix A.1, I provide a more general
mathematical confirmation of the intuition that the randomised strategy that maximises
the probability of achieving a given mixed response is precisely a strategy by which agents
perform the action in question with a probability equal to the proportion of agents that
performs the action in the given mixed response.
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of river usage is enacted, which is 0.3535 ∗ 0.6565 , multiplied by the number
100!
of different such collective patterns of actions, i.e. (100−35)!35!
. The resulting
probability of bringing about the optimal outcome is then only roughly 8%.
So even with randomised strategies that maximise the probability of the collectively optimal outcome, there is often only a small chance that universal
compliance with Pure Collective Consequentialism leads to collectively optimal outcomes. Furthermore, as long as the required randomised strategies do
not assign probabilities of 0 or 1, any outcome, and a forteriori also suboptimal outcomes, are consistent with universal performance of such strategies,
and hence satisfaction of Pure Collective Consequentialism.17
Third, Pure Collective Consequentialism could consider conditionalised actions like “use the river if and only if no more than 34 others are using it”, and
indeed universal performance of that “action” guarantees optimal outcomes.
However, since by stipulation, the factory owners cannot observe how many
others are already using the river, a requirement to perform this conditionalised action is not practical and violates “ought-implies-can”. So on each of
these three modifications, Pure Collective Consequentialism nonetheless seems
to remain subject to the Collective Suboptimality Objection.
Lastly, Mixed Collective Consequentialism is not a promising alternative
here as well, because it merely combines the elements of the two unsuccessful
principles Act Consequentialism and Pure Collective Consequentialism. More
generally, no matter how Mixed Collective Consequentialism weighs individual
consequence-based reasons or collective consequence-based reasons, the resulting requirement must be the same for all agents. But by the above considerations about the different verdicts that Pure Collective Consequentialism could
give, no single requirement, applied to all agents alike, can guarantee optimal
outcomes under full compliance. So Mixed Collective Consequentialism seems
likewise subject to the Collective Suboptimality Objection.

17

Note that allowing for randomised strategies does not change anything about the above
results concerning Act Consequentialism. This is because while randomised strategies might
be collectively optimal, they are not optimal with regard to the expected consequences of
individual agents’ actions.
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7.5. Mixed optimal collective responses,
collective ability, and prior choices
I have argued that in situations with mixed optimal responses, both Act Consequentialism and Collective Consequentialism seem to be subject to the Collective Suboptimality Objection. Furthermore, as discussed above, there is no
single action, not even a randomised strategy, such that universal performance
of that action guarantees optimal outcomes. But in the absence of information
to distinguish between different agents, any moral principle needs to require
all agents to perform the same action, and must hence fail to direct agents to
collectively optimal outcomes.
A possible response is then to set aside the Collective Suboptimality Objection as irrelevant in adjudicating between competing moral theories. However,
this response would be superficial, for two reasons. First, if information to differentiate between agents is in principle unavailable, then this fact is arguably a
mitigating circumstance which excuses failures to bring about collectively optimal outcomes, and the Collective Suboptimality Objection does then not apply
(section 7.5.1). Second, the impossibility of differentiating between agents in
one choice situation may be due to wrongful neglect in a prior choice situation.
We then need to investigate whether Act Consequentialism or Collective Consequentialism can account for such prior wrongdoing and thereby avoid the
Collective Suboptimality Objection (section 7.5.2).

7.5.1. Collective Inability
If the factory owners have no way of communicating with each other or observing each other’s actions, then they are arguably unable to collectively bring
about the optimal outcome that results from 35 of the 100 factories using the
river.
To elucidate this claim and its implications for the Collective Suboptimality
Objection, consider the following analogy between an individual agent’s ability
to perform sequences of actions, and a collective’s ability to perform collective
patterns of actions:18 The weakest sense in which an individual can perform
18

A detailed discussion of different senses of collective ability is outside the scope of
this thesis. For the present purposes, all that is needed is a rough explication of the
intuition that in some cases with mixed optimal responses, collective failure to bring
about optimal outcomes is not gratuitous. My discussion draws largely on Goldman,
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a sequence of actions is that it can happen that the individual performs the
actions in sequence. Call this sense of what an individual can do the “mere
possibility” that she perform a given sequence of action. The mere possibility
of an individual sequence of actions requires first, that it each of its component
actions is physically possible. For example, it cannot happen that I perform
any sequence of action that includes my jumping to the moon. But physical
possibility of each component action is not enough to ensure that a sequence of
actions is possible for an agent. It cannot happen, for example, that I perform
the sequence of climbing the Matterhorn today and the Kilimanjaro tomorrow,
even though either might happen in isolation. For a sequence of actions to be
possible for an agent, its component actions must be physically compossible,
i.e. possible to be instantiated together.
Analogously, in the collective case, the preconditions for the mere possibility
for agents together to perform a collective pattern of actions are first, that each
of the individual actions are physically possible. For example, it is not possible
that we together perform a collective patterns of actions which includes my
holding my breath for a day. Second, these actions need to be physically
compossible: For example, it is not possible that a group of 100 people together
rides on the same bicycle now, even though it can happen for each individual
that she rides on it. Now in the sense of mere possibility, the factory owners
in The River can together instantiate a collective patterns of actions in which
precisely 35 factories use the river. So the intuitive claim that there is some
limitation on their capacity to bring about optimal outcomes needs to rely on
another notion of ability.
To see this more demanding sense of what we together can do, consider the
following example of individual ability: I can press any key on my computer
keyboard, and many of these actions are compossible with each other. So it
is possible that I here and now type out a precise copy of Hamlet. But if I
were asked if I was able to produce a copy of Hamlet now, I would have to
answer that I cannot do it. Call this sense of “can” someone’s “ability”. The
distinguishing mark of ability is that if the able agent intends to perform the
sequence of actions in questions, then in the absence of defeaters, she performs
the intended sequence. In the case of typing out Hamlet, my intention to type
A Theory of Human Action, chapter 7.1 and Smith, “Culpable Ignorance”. For the parallel between sequences of actions and collective patterns of actions, see the discussion of the
parallel between actualism and possibilism about agents’ future actions, and Act Consequentialism and Collective Consequentialism, in chapter 1.1.3 and 3.
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out Hamlet usually does not lead to my performing it, and so I am not able to
do it. It is this sense of “can” that is meant in the dictum “ought implies can”:
It does not make sense to expect me to type out Hamlet now, and I cannot be
required to do it.
On the collective level, there is an analogous sense of “collective ability”. In
The River, the factory owners together are not able to instantiate a collective
pattern of actions where 35 factories use the river, even though it is possible
that they do so. This is because no matter which intentions the factory owners
have, these intentions, even if shared by all agents, do not reliably bring about
an optimal collective pattern of actions.19 Analogous to the Hamlet case, it
is then implausible to expect the factory owners together to bring about the
optimal outcome. Consequently, if they fail to bring about optimal outcomes,
then this failure is not gratuitous. The Collective Suboptimality Objection
does then not apply, and it is not a problem for a moral principle if it judges
that all involved agents act rightly.

7.5.2. Prior Choice Situations
In many real-world cases, however, a poor epistemic position like those of the
factory owners in The River can easily be improved. For example, consider
the following variation of The River:
River Licences: Before having to decide about using the river,
the factory owners have enough time to set up a river authority
that determines the optimal usage level of the river, issues and distributes 35 licences to use the river, and monitors and incentivises
compliance with the licensing scheme.
In River Licences, the factory owners are collectively able to bring about optimal outcomes, and if they fail to bring about optimal outcomes, then their

19

The relevant intentions of the factor owners could be e.g. the intention to try to bring
about the desired outcome or to try to play their part in the optimal collective response, or a
collective-directed intention that they together enact an optimal collective response. How to
spell out individuals’ intentions to play their part in collective patterns of actions is subject to
controversy in the literature on collective intentionality (for an overview, see Schweikard and
Schmid, “Collective Intentionality”). I here do not need to settle this question, because for
any plausible candidate of individual’s intentions with regard to a mixed collective response,
these intentions will not reliably bring about that response.
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failure is not gratuitous. A moral principle that allows for collectively suboptimal outcomes under full compliance is then subject to the Collective Suboptimality Objection. So we need to ask what Act Consequentialism requires
in this situation, and whether universal compliance with these requirements
guarantees collectively optimal outcomes. Call the situation where the factor
owners decide whether or not to set up the licensing scheme the “licensingdecision”, and the situation where they decide whether or not to use the river
the “usage-decision”.
Now suppose first that the factory owners get together and set up the licensing scheme. When they afterwards decide upon whether or not to use the river,
everyone has strong reason to believe that only those other owners who hold a
licence will use the river, and that everyone else will not. Every licence-holder
thus has strong reason to believe that her using the river will create a benefit
without endangering the river, and hence Act Consequentialism requires her
to use the river. Everyone who does not have a licence knows that the river
capacity will already be exhausted by the licence holders, and that their additional use would damage the ecosystem. Act Consequentialism then requires
these agents to not use the river. If all agents do as Act Consequentialism
requires them to do, then the river is used optimally. Conversely, if the river
is not used optimally, then according to Act Consequentialism, at least one
factory owner acts wrongly.
Now suppose further that the factory owners together only produce suboptimal outcomes. If the licensing scheme has been set up, then according to
Act Consequentialism, at least one factory owner acts wrongly in the usagedecision. But if the licensing scheme has not been set up, then by the above
considerations about The River, Act Consequentialism can be universally satisfied in the usage-decision even though collectively optimal outcomes have not
been produced. We then need to ask whether Act Consequentialism also directs the factory owners to set up the licensing scheme in the licensing-decision.
If universal acceptance of Act Consequentialism guarantees that the licensing
scheme is set up, then Act Consequentialism can find at least one agent who
is acting wrongly in the licensing-decision.
To determine what Act Consequentialism requires the factory owners to
do in the licensing-decision, assume that the only actions needed to set up
the licensing scheme are for the factory owners to express support of such an
institution. Now to determine what Act Consequentialism requires with regard
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to this action, consider first its verdicts under the following assumptions:
1. Setting up the licensing scheme requires everyone to express their support.
2. The factor owners know that if the licensing scheme gets set up, they
together are going to comply with the licensing scheme and will use the
river optimally.
3. The factory owners do not know how many others are going to express
their support.
Under these assumptions, the same considerations as in the discussion of Buying Chicken apply: Since the outcome produced by everyone supporting the
licensing scheme is better than the outcome produced by no one supporting
it, the expected consequences of expressing support are positive. Act Consequentialism then requires this action of everyone, which brings about the
collectively optimal outcome. Conversely, if the licensing scheme is not set
up, then according to Act Consequentialism, at least one factory owner acts
wrongly by not expressing support.
However, once we relax any of the above three assumptions, Act Consequentialism runs into problems. First, if the optimal level of support for the
licensing scheme is less than 100%, but the other assumptions are held constant, then we have a situation with a mixed optimal response. If the factory
owners cannot change their predicament, then they are collectively unable to
bring about optimal outcomes. If they can change their predicament, then
there must be a yet prior choice that relates to the licensing-decision as that
licensing-decision relates to the usage-decision.20 In that yet prior choice situation, the same considerations as presently discussed with regard to setting
up the licensing scheme apply. In principle, it is possible that in the yet prior
choice situation, the optimal collective response is again a mixed collective
20

In River Licences, it is not plausible that an intermediate level of support is optimal. So
consider another example where a series of mixed collective responses is required to achieve
overall optimal outcomes: The collectively optimal outcome that a large opposition party in
a dictatorship can achieve is to overthrow the dictator. For this purpose, half of the party
members need to storm the army headquarters, and the other half the police headquarters, at
the same time. The party members are able to do this only if they can coordinate via social
networking. To enable this coordination, half of them need to first storm the governmentcontrolled data centres, and half of them need to occupy the government-controlled mobile
internet masts. If they cannot set up a coordination mechanism for these latter preparatory
actions, then the overthrow of the dictator, while possible, is beyond their collective ability.

183

7. Partial Knowledge Cases
response, and there is an even prior choice situation where the owners can
acquire the ability to act optimally there.
At some point, however, there must be a choice situation in which the agents
together either are collectively able to perform the first step in a series of
preparatory actions, or are not able to perform that first step. If the agents
are unable to perform the first step, then achieving overall optimal outcomes
along the series of steps is beyond the reach of the collective’s ability. Collective failure to bring about optimal outcomes is then not gratuitous, and the
Collective Suboptimality Objection does not apply. If the agents are able to
perform the first step, then the first step must be achievable by a non-mixed
collective response where everyone acts alike, or by a mixed response in a situation where agents know what others are doing. The latter case falls under the
discussion of situations with full knowledge that is subject of the next chapter.
If the first step is optimally achieved by a non-mixed collective response and
agents do not know how many others contribute, then by the above considerations, Act Consequentialism requires everyone to play their part in that
response. Conversely, if the agents fail to take that first step and do not bring
about overall optimal outcomes, then according to Act Consequentialism, at
least one agent must have acted wrongly. Act Consequentialism is then not
subject to the Collective Suboptimality Objection.
Second, consider the consequences of relaxing the assumption that the factory owners know that after setting up the licensing scheme, they will together
abide by it and produce optimal outcomes. If they do not know what others are
going to do if the licensing scheme gets set up, then the expected consequences
of setting up the authority can vary, depending on the cost of setting up the
authority, and on the difference between the expected collective consequences
on the river with and without the authority. If setting up the authority has
positive expected effects, then Act Consequentialism requires the factory owners to support setting up the licensing scheme, and there is then no problem
for Act Consequentialism.
But if the expected effect of setting up the authority is negative, then Act
Consequentialism requires the factory owners to not support the licensing
scheme. In some situations, this verdict is not problematic. For example, if
setting up the authority is very costly, and the licensing scheme is unreliable in
principle, then it is plausible that the factory owners ought not to support the
licensing scheme. But in other situations, the chief reason why the expected
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consequences of the licensing scheme are negative is that the factory owners
do not know whether the other factory owners will care enough to abide by
the scheme.
This problem becomes even clearer when we change the assumption from the
factory owners not knowing what the other factory owners will be doing if the
licensing scheme gets set up, to them knowing that the other factory owners
will not abide by the scheme, and e.g. all use the river. In this case, we have
an intertemporal coordination problem similar to Paying Tuition: Because the
other factory owners will not cooperate in the future, it is pointless to now
invest effort into setting up a coordination mechanism. Act Consequentialism
then requires the factory owners to now not support the licensing scheme.
And if the factory owners comply with that requirement, then in the usagedecision without a licensing scheme, Act Consequentialism then either permits
them to act at will, or requires either all of them to use or all of them to
not use the river. It is then possible for each factory owner to comply with
Act Consequentialism both in the licensing and the usage-decision, but still all
factory owners together gratuitously bring about suboptimal outcomes. Act
Consequentialism is thus subject to the Collective Suboptimality Objection.
If we drop the third assumption that agents do not know how many others
are supporting the licensing scheme, then the licensing-decision can take the
same coordination problem feature. If every factory owner knows that not
enough others are going to support the scheme, and that no matter what she
does, the scheme will not succeed, then Act Consequentialism must permit or
even require each factory owner to not support the scheme. It is then possible for everyone to satisfy Act Consequentialism in the licensing-decision even
though the licensing scheme does not get set up. If the scheme does not get
set up, then in the usage-decision, the factory owners can again all satisfy Act
Consequentialism even though they bring about suboptimal outcomes. But
since contrary to The River, they were collectively able to set up the licensing
scheme, their collective failure would then be gratuitous. Thus Act Consequentialism is here again subject to the Collective Suboptimality Objection.
This problem of known individual inability to make a difference can arise also
in a single-level choice situation like Buying Chicken. For example, suppose
that all chicken buyers know that new chicken will be ordered for every ten
purchases per day, and that 34 others are going to buy a chicken today. Every
chicken buyer then knows that abstaining from buying a chicken is to sacrifice
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her enjoyment of eating chicken while not making any difference for the better
whatsoever. Act Consequentialism then must judge that everyone acts rightly
even though all chicken buyers together produce strongly suboptimal outcomes.
In the following chapter, I focus on such simpler cases. The solution I advocate
there then also generalises to situations of mixed optimal responses and prior
choice situations in which agents know that they cannot individually improve
outcomes due to the non-cooperation of others.

7.6. Conclusion: Partial Knowledge Cases and
Act Consequentialism
In the present chapter, I have discussed situations where agents individually
cannot make any difference for the better, but where they do not know that
this situation obtains. I have argued that if the collectively optimal outcome
is produced by a homogeneous collective pattern of actions, i.e. by all involved
agents acting in the same way, then there is no problem for Act Consequentialism to direct agents to the collectively optimal outcome. Act Consequentialism
is then not subject to the Collective Suboptimality Objection.
I have further discussed the challenge of mixed optimal responses, which
threaten Act Consequentialism with the Collective Suboptimality Objection
even in cases where every individual in fact can improve outcomes. I have
argued that Act Consequentialists can respond that if agents do not know
what others are doing in this situation, and cannot change this predicament,
then the agents together are not able to bring about the collectively optimal
outcome. Failure to bring about this outcome is then not gratuitous, and the
Collective Suboptimality Objection does not apply.
Lastly, I have examined cases with mixed optimal responses where agents can
bring about the collectively optimal outcome by first performing preparatory
actions which enable them to perform an optimal mixed collective response. I
have argued that under certain favourable conditions, Act Consequentialism
can require all agents together to first perform the preparatory actions and
then enact a mixed optimal response. The Collective Suboptimality Objection
does then not apply.
In all of the above cases, there is then no reason for favouring Collective
Consequentialism over Act Consequentialism. However, if agents know that

186

7.6. Conclusion: Partial Knowledge Cases and Act Consequentialism
others will not cooperate either in performing the preparatory actions or in
later enacting the mixed optimal response, then Act Consequentialism can be
universally satisfied even though the agents together only bring about suboptimal outcomes. Act Consequentialism is then subject to the Collective
Suboptimality Objection. In the following chapter, I discuss such situations
where individuals know that due to the actual and predicted actions of other
agents, they cannot improve outcomes by acting differently on their own.

187

8. Full Knowledge Cases
In the previous chapter, I have discussed cases where agents in fact cannot
make a difference for the better, but do not know that this situation obtains.
In the present chapter, I discuss cases where agents do know that they cannot
make any difference for the better, even though collectively, they could bring
about better outcomes. In these cases, the Collective Suboptimality Objection
poses a serious threat to Act Consequentialism, as Act Consequentialism here
cannot avoid the verdict that all agents act rightly even though they together
produce only suboptimal outcomes.1
I begin by presenting a working example of agents who know that due to
the actions of other agents, they cannot make any difference for the better
(section 8.1). I then argue that the challenge posed by the Collective Suboptimality Objection in this case cannot be answered by any common form of
Consequentialism (sections 8.2 to 8.3), nor by assigning moral fault to collectives (section 8.4). I propose that this and similar cases demand a radically
different Act Consequentialist response, one in which agents are required not
only to act optimally in the actual world, but also to be agents who would act
optimally were others to act differently (section 8.5). I then show how this
“Modally Robust Act Consequentialism” can be motivated by connecting Act
Consequentialism to moral virtue in a new way (section 8.6). Subsequently, I
provide an inductive proof to show that Modally Robust Act Consequentialism
is a satisfactory response for a wide range of cases with any number of agents
(section 8.7), and illustrate how this expands the scope of my solution to also
cover frustration cases and many market situations (section 8.8). The chapter
closes by considering and answering two concerns for the solution I propose
here (section 8.9).
1

This chapter is based on my paper “What if I cannot make a difference (and know
it)”, which has recently received a “revise & resubmit” response from Ethics and is currently
under revision. I am indebted to two anonymous referees for many helpful suggestions on
this material.
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8.1. A working example: The Two Factories
Consider the following working example, represented by figure 8.1.2
The Two Factories: Ann and Ben are owners of two factories
which are located opposite each other on a river. Both opt for a
production process by which immense quantities of waste chemicals are released into the river, thereby killing all fish therein and
destroying the livelihood of a fishing community downstream. The
waste from one factory alone would already suffice to kill all the
fish, and adding the waste from the other factory does no additional damage. If Ann or Ben were to unilaterally produce cleanly,
this would make their production uncompetitive compared to the
other factory, put them out of business, and destroy the livelihood
of their employees. If they both were to produce cleanly, however,
then this problem would not arise, and both would remain in business.
Ann and Ben each employ 100 workers, the fishing community
counts 100 people, and all that matters morally in this case are
the livelihoods of the workers and fishermen. The only available
actions are either to pollute or to produce cleanly. In particular, Ann and Ben cannot come together and suggest and discuss
a common strategy.3 Lastly, Ann and Ben are fully aware of this
situation. They know the consequences of the different possible
combinations of actions, and know what the other agent in fact
does. Nonetheless, both pollute, thereby destroying the livelihood
of 100 fishermen.
The two entrepreneurs then find themselves in a suboptimal equilibrium in
a coordination problem: In the two (Nash-) equilibria of both polluting or
producing cleanly, neither Ann nor Ben can improve the outcome by unilaterally acting differently. But from this alone, it does not yet follow that Act
Consequentialism cannot find fault with Ann and Ben’s decisions to pollute,
2

Note that contrary to a typical strategic game form as used in game theory, we here only
write one value per combination of strategies. This is because we are here only interested
in how agents affect overall value, agent-neutrally considered. Thus the relevant “payoff” is
the same for both agents.
3
See section 8.9.2 for a discussion of such prior coordinating actions.
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Figure 8.1.: The Two Factories in extensive game form
because it is not yet clear that they could not have improved matters by acting
differently simpliciter. For example, if Ann were someone who would produce
cleanly if Ben produces cleanly, then Ben could have improved matters by producing cleanly, and Act Consequentialism would judge that Ben acts wrongly
by not doing so. The Two Factories becomes a challenge for Act Consequentialism only if Ann and Ben are both “uncooperative”, i.e. each would pollute
even if the other were to produce cleanly.4 The additional stipulation of mutual uncooperativeness is needed because Act Consequentialism considers the
difference that agents make simpliciter, and thus also takes into account how
other agents would respond to the different options available to the evaluated
agent. Only if both agents are uncooperative does it hold that neither could
have improved matters by acting differently.5
I assume further that Ann and Ben here both know about the other agent’s
uncooperativeness. They then both know that they each cannot make a difference for the better by producing cleanly rather than polluting the river.
So let The Two Factories be a case of such known mutual uncooperativeness,
and let this additional information about the agents’ counterfactual actions be
represented by tree forms of the case, as in figure 8.2.6
4

For parallel examples, see Regan, Utilitarianism and Co-Operation, p. 18; Woodard,
Reasons, Patterns, and Cooperation, p. 47; Zimmermann, Moral Obligation, p. 257.
5
As I will point out later in the generalisation of the problem in section 8.7, for the
no-difference situation to obtain, it is actually not essential that the suboptimal outcome is
a Nash-equilibrium, or that the case is a coordination problem.
6
As with the strategic game form, the “payoffs” again represent overall value, agentneutrally considered. Note further that the branches in the tree represent counterfactual
relations, not temporal order as in a typical extensive game form. But even if we conceptualise the situation as one of sequential choice, the case is analogous for our present purposes:
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8.2. The Two Factories and the Collective
Suboptimality Objection
Cases like The Two Factories pose the following challenge to Act Consequentialism: Objective Act Consequentialism holds that individuals morally ought
to perform those actions which have the best consequences. Now Ann and Ben
each individually could only have made matters worse by producing cleanly.
Consequently, objective Act Consequentialism judges that both Ann and Ben
act rightly. Since Ann and Ben know all relevant facts, subjective Act Consequentialism gives the same verdict.
However, together, Ann and Ben could have brought about much better
outcomes by both producing cleanly, and given the lack of mitigating circumstances in the description of The Two Factories, their failure to do so is gratuitous. By judging that both act rightly, Act Consequentialism is thus subject
to the Collective Suboptimality Objection.
Kagan briefly argues that in such cases of full knowledge, Act Consequentialists should “bite the bullet” and concede that everyone acts rightly.7 I do
follow Kagan’s claim that Act Consequentialists should see little appeal in condemning actions that are known to make the world no worse, or even better
Suppose that Ann first chooses to pollute the river, and then Ben follows suit. Given what
Ann already did, Ben acts optimally (since he faces a situation in which Ann pollutes no
matter what he does, as this is already an established fact). If Ben would pollute even if Ann
had not polluted earlier on, then Ann acted optimally as well. So we need to make no assumptions about the temporal order of Ann and Ben’s choices here. I discuss complications
that arise with synchronous choice in section 8.9.2.
7
Kagan, “Do I Make a Difference?”, p. 128.
Julia Nefsky, who strongly criticises most other parts of Kagan’s argument in her follow-up paper, does
not take issue with this claim and likewise seems to assume that such
cases of full knowledge pose no problem to Act Consequentialism Nefsky
(“Consequentialism and the Problem of Collective Harm: A Reply to Kagan”).
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(see section 8.3). However, due to the strong intuitive appeal of the Collective Suboptimality Objection, and the corresponding high theoretical cost of
biting the bullet, Consequentialists should strive to give more than just this
quick response. I concede that if it turns out that no plausible Consequentialist
moral principle can accommodate Collective Optimality, or can do so only at
unacceptable cost, then Consequentialists may have to bite the bullet and not
accommodate Collective Optimality. However, a Consequentialist moral principle which avoids the Collective Suboptimality Objection is, ceteris paribus,
strongly preferable to a Consequentialist moral principle that is subject to this
objection. We should therefore investigate whether another plausible form of
Consequentialism can find fault in cases like The Two Factories. I will argue
below for an extension of Act Consequentialism which is strongly superior to
Act Consequentialism and all other Consequentialist principles on account of
avoiding the Collective Suboptimality Objection, and which does not introduce any new problems. Before turning to my own proposal, however, I first
discuss and reject two collective-based solutions to the challenge of avoiding
the Collective Suboptimality Objection. Note that for expository reasons, I at
times also phrase this challenge as the challenge to accommodate Collective
Optimality, i.e. the desideratum that universal satisfaction of the requirements
of a moral principle by all members of a collective should guarantee that the
members together bring about collectively optimal outcomes.

8.3. Collective Consequentialism and The Two
Factories
One way to accommodate Collective Optimality is to move to Collective Consequentialism. Consider first Pure Collective Consequentialism. According
to this principle, what individuals are morally required to do is determined
by the consequences of what we together can do. Because not polluting the
river is part of the best that Ann and Ben together can do, Pure Collective
Consequentialism thus judges that both act wrongly by polluting, and thus
accommodates Collective Optimality.
This achievement, however, comes at the price of judging that Ann and Ben
each ought to unilaterally produce cleanly even though the other would pollute
nonetheless. Pure Collective Consequentialism then requires Ann and Ben to
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perform actions which produce no good whatsoever and gratuitously destroy
the livelihoods of 100 employees. Pure Collective Consequentialism is then
subject to the Recklessness Objection, which I take to be more problematic
than the Collective Suboptimality Objection. More generally, any moral principle that accommodates Collective Optimality by giving the above reckless
verdicts is then not to be preferred to Act Consequentialism. While Act Consequentialism fails to accommodate Collective Optimality, it at least does not
require agents to act recklessly.
Collective Consequentialists can avoid the Recklessness Objection by adopting Mixed Collective Consequentialism. However, in so far as Mixed Collective
Consequentialism avoids reckless verdicts in The River, it judges that Ann and
Ben act rightly, and is thus just as much subject to the Collective Suboptimality Objection as Act Consequentialism.
More generally, we face the following dilemma: So far, we only considered
Ann and Ben’s individual actions of polluting the river as potential bearers
of the moral fault that we need to find. These actions, however, can only
be either permitted or prohibited. In the former case, our moral outlook is
subject to the Collective Suboptimality Objection, in the latter, it is subject
to the Recklessness Objection. The only way to avoid this dilemma is to allow
for moral fault to attach to something other than Ann and Ben’s individual
actions of polluting.8 Candidates for other such bearers of that wrongness are
the actions of Ann and Ben together as a collective, and non-action facts about
Ann and Ben individually or collectively.

8.4. Collective Fault and The Two Factories
One solution to avoid the above dilemma is to extend Act Consequentialism
to cover not only individual actions, but also conjunctions of such actions.
According to this view, proposed e.g. by Derek Parfit and Betsy Postow, it is
Ann and Ben together who act wrongly by both polluting, because together
they could have brought about better outcomes.9
This view avoids the recklessness problem, since collective wrongdoing is
8

This is the essence of the negative conclusion of Donald Regan’s argument that no exclusively act-oriented moral principle can be fully adaptive.Regan
(Utilitarianism and Co-Operation, pp. 105–123).
9
Parfit, “What We Together Do”, p. 7 and Postow, “Generalized Act Utilitarianism”.
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at least logically consistent with saying that Ann and Ben individually both
act rightly. Whether the collective wrongdoing approach also satisfactorily
accommodates Collective Optimality, however, is questionable. In its rough
formulation so far, Ann and Ben individually are let off the hook, as there is
nothing for which we could reproach either of them on their own. This problematic responsibility gap can be amended by stipulating that the collective
wrongness reflects individually on each of Ann and Ben. On such a view, Ann
and Ben act rightly qua individuals, but are at fault qua members of the group
that they together form, due to the wrongdoing of that group.
This version of the collective wrongness response, however, overshoots the
target. Consider a variant of The Two Factories where Ben is uncooperative,
but Ann is cooperative. As far as she is concerned, the overall pollution is
avoidable, as she would not pollute if only Ben would not pollute as well.
However, Ben will pollute anyway, the fisherman still lose their livelihood, and
Ann and Ben collectively act wrongly. In this case, it seems implausible to
hold that this fault reflects on Ann. After all, she is ready to bring about
the collectively optimal outcome, and is only hindered by Ben’s uncooperativeness. Ascribing some fault to Ann is here implausible for two related reasons:
First, even with the best efforts and intentions, she could not possibly have
avoided being at fault. Second, her fault qua member of the group of Ann
and Ben together would arise solely from Ben’s uncooperativeness, and would
thus depend exclusively on facts about another agent who is potentially totally
unrelated to Ann.10
Consequently, for the collective wrongness response to be plausible, collective wrongness must reflect on individuals more selectively. The above discussion shows that we must discriminate between cooperative and uncooperative
agents: Ben’s uncooperativeness allows us to say that the collective wrongness reflects on him, while the cooperative Ann is rightly let off the hook for
the collectively suboptimal outcome. The same qualifications would have to
10

In such cases of unilateral uncooperativeness, Act Consequentialism can actually find
fault with Ben, without any reference to collective wrongdoing: Because Ann is cooperative
and would not pollute if Ben did not pollute, Ben’s action of polluting the river is suboptimal. So one could restrict the collective wrongdoing approach to account for cases of
mutual uncooperativeness like The Two Factories where Act Consequentialism cannot find
fault with either Ann or Ben, and leave the remaining cases to be tackled by standard Act
Consequentialism. However, such a patchwork approach seems implausibly gerrymandered.
Furthermore, the problem that in cases of unilateral uncooperativeness, the collective wrongdoing approach would make it impossible for Ann to escape being at fault suggests that even
in cases where this approach gives the right verdicts, it does so for the wrong reasons.
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be added to a collective wrongness approach that does not evaluate Ann and
Ben’s actions as a collective, but other facts about them collectively.
In this improved form, the collective wrongdoing approach nonetheless faces
a serious problem due to its reliance on very controversial ascriptions of collective wrongness and hence collective obligations. Even if it is granted that there
are some collectives of agents that can be subject to moral obligations, it is
highly doubtful that just any odd collection of agents can be subject to moral
demands. In order for this approach to fully accommodate Collective Optimality, it would have to be shown that all cases with non-gratuitous failures to
bring about optimal outcomes are also cases where collective wrongness can
correctly be attributed to the collective in question. Likewise, other collective
fault approaches would have to show that the attributed fault can correctly be
attributed to all problematic collectives.
I am doubtful that this challenge can be met. But rather than pressing
this point further, in the following section I provide a better solution which
bypasses all the complications incurred by reference to collective wrongness.
Like the improved collective wrongness approach, the approach that I shall
put forward identifies agents’ cooperativeness and uncooperativeness as facts
that matter to the moral evaluation of these agents. My approach differs from
the improved collective wrongness approach by condemning agents’ uncooperativeness directly, without first referring to collective wrongness. My approach
thus bypasses the complications that come along with stipulating collective
wrongness.

8.5. A better solution: Being at fault for what
one would have done
Recall that it is Ben’s uncooperativeness that makes Ann’s act of pollution
rightful, and vice versa. This is because by being agents who would pollute
even if the other produced cleanly, they make it impossible for each other to
achieve better outcomes by acting differently. A moral principle that condemns
such uncooperativeness would then find fault in cases where Act Consequentialism cannot find fault. If Act Consequentialism is supplemented with such
a principle it would then always find fault when a group of agents has failed
to achieve optimal outcomes – or so I will argue in the following.

196

8.5. A better solution: Being at fault for what one would have done

8.5.1. Willingness to promote the good
Regan’s Cooperative Utilitarianism responds to the above dilemma for moral
principles that only assess how individuals in fact act by prescribing how agents
ought to think and decide. This moral principle requires agents to be such
that:11
1. they are willing to play their part in whatever turns out to be an optimal
collective response that all cooperators together could enact,
2. they follow an intricate procedure to identify the other cooperators and
the best response open to all cooperators together, and
3. they then play their part in that best response.
The first part of the principle roughly captures the moral requirement that Ann
and Ben each violate: Since they are each able to stop polluting, and know
how the other decides, their uncooperativeness is most plausibly explained by
them being unwilling to stop polluting, no matter what the other does. If we
complement Act Consequentialism with such a willingness requirement, the
resulting conjunctive principle then accommodates Collective Optimality .
A known problem with Regan’s view, however, is that the procedure for identifying other cooperators is extremely complicated and eventually fills an entire page.12 This invites the objection that Cooperative Utilitarianism requires
agents to follow a decision procedure which is either very costly to implement,
such that bad consequences would follow if people tried to follow it, or which
is outright impossible to follow at all.13 Since it is only the first part of the
principle that does the moral work of accommodating Collective Optimality, I
here therefore set aside Cooperative Utilitarianism in its complete form, and
focus only on developing the idea of required willingness.14

8.5.2. Leaving it up to others
A problem with using Regan’s willingness requirement to identify fault with
Ann and Ben is that so far, we have not said anything about their motivations.
For all we know, the reason why they are uncooperative might be not a lack
11

Regan, Utilitarianism and Co-Operation, p. 153.
Ibid., pp. 157f.
13
Zimmermann, Moral Obligation, p. 260, and section 8.9.2.
14
I return to Cooperative Utilitarianism in section 8.9.2.
12
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of willingness, but weakness of will: If the other agent were to produce cleanly,
they would want to produce cleanly as well, but they might fail to carry out
that intention.
A more promising and more precise way to spell out a requirement that condemns Ann and Ben’s uncooperativeness is Michael Zimmerman’s requirement
of openness.15 Ann is “open” to Ann and Ben collectively acting optimally if
and only if Ben can make it the case that both collectively act optimally. This
is the case precisely if Ann is cooperative; that is, if it holds that were Ben
to produce cleanly, she would do so as well. Ann then leaves it up to Ben
whether the collectively optimal outcome is realised, and if they together fail
to achieve collectively optimal outcomes, then this was not because of her. In
The Two Factories, however, Ann and Ben each do not leave it up to the other
whether the optimal outcome is realised, and hence both violate Zimmerman’s
openness requirement.
The openness requirement can further be understood as the extensional
equivalent of the above willingness requirement: Agents who are willing to do
their part in the optimal collective patterns of actions, and are not akratic, are
thereby leaving it up to others whether these collective patterns of actions are
enacted.

8.5.3. Modally Robust Act Consequentialism
Zimmerman’s openness requirement can be spelled out in yet more precise
terms, which better show its connection to Act Consequentialism. For an
agent a to be open to a collective C acting optimally is for C ’s other members
together to be able to bring about that C acts optimally. For this to hold, it
must hold that if the other members of C all play their part in an optimal
response of C, then a would do her part as well. By playing her part, a would
then also act optimally qua individual. This is because by playing her part, she
makes it the case that C acts optimally. Were she not to play her part, she
would thereby make it the case that C enacts a different collective pattern of
actions, the consequences of which can only be equally good as or worse than
the consequences of the considered optimal collective pattern of actions.
So instead of requiring openness to C acting optimally, we can formulate the
15

Zimmermann (Moral Obligation, pp. 265 ff.) The openness requirement features a number of caveats and complications, which I set aside here and briefly discuss in section 8.9.2.
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following extensionally equivalent requirement that does without the technical
concept of openness:16
An agent ought to be such that if all relevant other agents played
their part in an optimal response that all agents together can do,
she would act optimally.17
Since acting optimally is a requirement of Act Consequentialism, the above
requirement is a requirement to act according to the demands of Act Consequentialism not just in the actual world, but also in certain counterfactual
scenarios. This requirement thus demands that agents’ satisfaction of the demands of Act Consequentialism be modally robust.18 Now so far, this modal
robustness is required only for scenarios where all others do their bit in the best
collective response. This seems arbitrarily restrictive, and it is more straightforward to require such robustness for all different relevant actions that others
might perform.19 This gives us
Modally Robust Act Consequentialism: An agent ought to be
such that for all possible combinations of the actions of other agents,
if that combination were instantiated, she would act optimally in
these circumstances.20
In The Two Factories, Modally Robust Act Consequentialism finds fault with
both Ann and Ben, because their uncooperativeness means that in counterfactual situations where the other agent does not pollute, they would violate
the requirements of Act Consequentialism. The fault identified by Modally
16

Again I am setting aside caveats and complications.
An agent and an action is relevant if it appears in the strategic game form of the
situation (like figure 8.1), hence potentially makes a difference to the outcome achieved.
18
This formulation is adapted from Philip Pettit’s 2011 Uheiro lectures on robustly demanding values or goods. Here, the idea is that values such as friendship do not just require
certain behaviour in the actual world, but also in counterfactual scenarios. My present proposal differs in that the idea of modal robustness is applied to moral requirements and hence
moral rightness.
19
Likewise, Zimmerman generalises the openness requirement to cover openness not only
for the collective of all relevant agents, but also for all its sub-groups.
20
Note that Zimmerman Zimmermann (Moral Obligation, pp. 263ff.) briefly discusses the
possibility of a requirement formulated in terms of counterfactually acting optimally. However, he only discusses a very crude form of it, which demands optimal action in all possible
counterfactual situations, including those were the agents moral psychology is altered. This
is clearly asking too much, and Zimmerman hence dismisses this approach. However, in the
more specified formulation provided here, optimal action is required only in some closely
defined counterfactual situations, which answers Zimmerman’s concern.
17
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Robust Act Consequentialism is also relevantly connected to the suboptimal
outcome: If both agents had satisfied what Modally Robust Act Consequentialism requires of them, then they would have produced optimal outcomes.
This is because the modal robustness part of this principle requires Ann and
Ben to be such that the one would produce cleanly if the other did, and vice
versa. If both agents satisfied this requirement, then the Act Consequentialism
part of the principle would have required each to produce cleanly. If they both
also satisfied this requirement, then they both would have produced cleanly,
thereby creating optimal outcomes. So Modally Robust Act Consequentialism
accommodates Collective Optimality in this example.
Compared to the openness requirement, Modally Robust Act Consequentialism has the advantage of making it is easier to see the connection to Act
Consequentialism and thereby to motivate Modally Robust Act Consequentialism. Also, Modally Robust Act Consequentialism is more easily shown to
accommodate Collective Optimality in a wide range of different cases. These
themes are the subject of the following two sections.

8.6. Motivating Modally Robust Act
Consequentialism
So far, I have provided a way to supplement Act Consequentialism with a
requirement of modal robustness and have argued that the resulting Modally
Robust Act Consequentialism accommodates Collective Optimality in The Two
Factories. In this section, I provide an independent motivation for Modally
Robust Act Consequentialism in Consequentialist terms. The purpose of this
discussion is to show that Modally Robust Act Consequentialism is not just
an ad hoc modification tailored to accommodate Collective Optimality.

8.6.1. How not to motivate Modally Robust Act
Consequentialism
Let me begin negatively: Satisfying the requirements of Modally Robust Act
Consequentialism clearly is not a requirement of Act Consequentialism or a simple direct Global Consequentialism. That is, we might postulate that agents
can choose whether or not they satisfy the requirements of Modally Robust
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Act Consequentialism, or we might allow for Global Consequentialist assessment of facts about agents’ counterfactual actions. Both of these approaches,
however, fail to always give the verdict that the right counterfactuals for agents
to satisfy are those required by Modally Robust Act Consequentialism. This
is because outcomes are not always better if a given agent satisfies rather than
violates the requirements of Modally Robust Act Consequentialism. For example, in The Two Factories, outcomes would not have been improved if Ann
was cooperative and thereby satisfied the requirements of Modally Robust Act
Consequentialism. This is because due to the fact that Ben uncooperatively
pollutes the river, a cooperative Ann has to pollute as well if she is to save
the livelihoods of her employees and to thereby bring about optimal outcomes.
The only difference between a cooperative and uncooperative Ann is that a
cooperative Ann would have made better outcomes available to Ben. But
since she knows that Ben would not make use of that new possibility, Ann
knows that she cannot improve outcomes by being cooperative rather than
uncooperative.
As I will argue in the next section, universal, as opposed to individual,
satisfaction of the requirements of Modally Robust Act Consequentialism by
all members of a given collective guarantees that the collective achieves optimal outcomes. From this result, it follows that Modally Robust Act Consequentialism can be understood as a requirement of simple forms of Collective Consequentialism. However, adopting Collective Consequentialism on the
higher level of dispositions of agents solely to motivate Modally Robust Act
Consequentialism, while retaining Act Consequentialism on the lower level of
individual actions is an unattractive ad hoc patchwork of theories. So it is
not promising to motivate Modally Robust Act Consequentialism by reference
to Collective Consequentialism, despite the fact that universal satisfaction of
the demands of Modally Robust Act Consequentialism guarantees collectively
optimal outcomes.

8.6.2. Modally Robust Act Consequentialism and moral
virtue
A more straightforward line of argument is to conceive of the Modal Robustness
requirement as a plausible supplement to Act Consequentialism. As its name
suggests, Modally Robust Act Consequentialism is not a completely distinct
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requirement, but simply the requirement that satisfaction of the demands of
Act Consequentialism be modally robust. Further, agents who satisfy Modally
Robust Act Consequentialism thereby arguably display part of what makes for
morally good or virtuous character in Act Consequentialist terms.
Now it is crucial to note what “virtuous character in Act Consequentialist terms” is not intended to mean: The common Consequentialist reading
of moral virtue understands as virtues those dispositions which in the actual
world have best expected consequences. According to this view, satisfying the
Modal Robustness part of Modally Robust Act Consequentialism would be a
matter of moral virtue only if it holds for every agent that the world would
be best if she satisfied the requirements of Modally Robust Act Consequentialism rather than satisfied some alternative counterfactuals. Whether that
is the case depends both on empirical facts about the actual world, especially
about the cooperativeness of other agents, and on empirical facts about which
dispositions agents can in fact have.21
This common Act Consequentialist picture of virtue conceives of the relationship between Act Consequentialism and moral virtue as that of requirement:
Act Consequentialism here acknowledges as good character that kind of character which it would require agents to choose in some hypothetical choice situation. The alternative picture I propose is different: In this picture, we start
from the independently plausible claim that a morally good character should
include, arguably among other features, reliably acting morally and being sensitive to those facts which are morally relevant. This view leaves open what
the morally relevant facts are, and is thus consistent with any moral principle:
Recall that moral principles identify certain facts as morally relevant reasons
for action, and as reasons which explain which actions are morally obligatory.
For any moral principle, if that principle is correct, then part of what it is
to be a morally good agent is to appropriately and effectively take these reasons into account when deciding how to act, and to then act for these reasons.
21

For example, it may be possible for Ann and Ben to have dispositions such that they
always satisfy the demands of Modally Robust Act Consequentialism except in The Two
Factories. By the above considerations that show how unilaterally satisfying the demands
of Modally Robust Act Consequentialism does not make the world any better, satisfying the
demands of this Modally Robust Act Consequentialism with an exception clause would be no
worse than having the dispositions that come along with satisfying the demands of Modally
Robust Act Consequentialism proper. By contrast, if agents cannot have dispositions with
such fine-grained exception clauses, then it may well be that satisfying the demands of
Modally Robust Act Consequentialism is indicative of possessing optimal dispositions.
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The right actions of morally good agents are then not merely coincidental or
morally lucky. Consequently, these agents satisfy the requirements of the considered moral principle in a range of counterfactual scenarios. Hence modal
robustness of acting rightly is both required by and a manifestation of morally
good character, independent of what specific moral principle we uphold.
Modally Robust Act Consequentialism simply inserts the Act Consequentialist account of the morally relevant facts into this view of moral virtue. Just
as people with a psychopathic disorder who are insusceptible to typically deontological reasons are deemed defective moral agents from a deontological
standpoint, agents who do not satisfy the requirements of Modally Robust Act
Consequentialism are defective moral agents from a Consequentialist perspective. This is because their dispositions show that they do not appropriately
and effectively care about how their actions affect the overall good, which is the
most important (and only) morally relevant consideration. Such agents thus
either do not care enough about promoting the good, or if they do care enough,
they are weak-willed and do not follow through with their good intentions.
Crucially, the moral defect that agents manifest by not satisfying the requirement of modally robustly acting rightly according to Act Consequentialism is
distinct from morally wrong action: Just as a person with a psychopathic disorder might get through life without violating any deontological requirements, so
uncooperative agents might be morally lucky and in fact always act optimally
and according to Act Consequentialism rightly. Thus a requirement to be a
morally good agent in this sense can stand next to the initial Act Consequentialist moral principle that concerns right action.22 At the same time, Modal
Robustness does not stipulate any further reasons for action than those acknowledged by Act Consequentialism: Modally Robust Act Consequentialism
still holds that all that matters to what agents ought to do are the consequences
of their individual actions. Modal Robustness interpreted as a requirement of
virtue only adds the simple second-order requirement for agents to appropriately care about these reasons (i.e. the consequences of their actions) and to
reliably act accordingly (i.e. optimally).
With this understanding of moral virtue, the Act Consequentialist response
to the challenge of accommodating Collective Optimality in The Two Factories
then runs as follows: Under mutual uncooperativeness, Ann and Ben each
act rightly by polluting the river, because only in this way can they remain
22

I am indebted to Brian McElwee for stressing this point.

203

8. Full Knowledge Cases
competitive and maintain the livelihoods of their workers. However, there is
something wrong with them qua moral agents, because they do not satisfy
the demands of Act Consequentialism reliably and modally robustly, and this
shows that they do not appropriately and effectively care about the good.
This is a morally problematic deficiency of character, and Ann and Ben are
individually at fault for it.
Lastly, I mentioned in the discussion of the Collective Suboptimality Objection that failure to identify fault in cases like The Two Factories is particularly
problematic for moral principles that also purport to serve as decision procedures. Now agents who effectively internalise Act Consequentialism as their
decision procedure will act in accordance with Act Consequentialism in a wide
range of actual and counterfactual situations. Such agents thus also satisfy
the requirements of Modally Robust Act Consequentialism, and according to
the proof I provide below, a group of such agents is guaranteed to achieve
the best outcomes they can collectively achieve. Hence as a decision procedure, Act Consequentialism, even without explicitly supplementing it with the
Modal Robustness requirement, can perform satisfactorily in cases like The
Two Factories.23

8.7. Generalising the Success of Modally
Robust Act Consequentialism
As argued above, Modally Robust Act Consequentialism accommodates Collective Optimality in the specific case of The Two Factories. However, there is
a vast range of possible cases where some number n ≥ 2 agents each have arbitrarily many options for acting, and where they together gratuitously achieve
only a suboptimal outcome. In many of these cases, no individual could make
any difference for the better by acting differently. If Modally Robust Act Consequentialism is to be a real improvement over Act Consequentialism in terms
of accommodating Collective Optimality, it must always find some moral fault
in these cases. In this section of the paper, I prove that this is indeed the case.
The challenge with carrying out such generalisation is handling cases with
23

So while there are good reasons to not recommend Act Consequentialism as decision
procedure, the above argument shows that the Collective Suboptimality Objection is not
among these. Also, this result means that in Regan’s terms, Act Consequentialism qua
decision procedure is “adaptable”.
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more than two agents, because in these cases, it is not practicable to consider
all possible collective patterns of actions and counterfactual actions in detail. I
meet this challenge by providing a proof by induction: I first show that Modally
Robust Act Consequentialism always finds fault when two agents gratuitously
bring about suboptimal outcomes in situations with any number of available
actions and optimal collective patterns of actions. I then show that if Modally
Robust Act Consequentialism always finds fault in all situations where some
number n of agents gratuitously bring about suboptimal outcomes, then the
same also holds for all situations with n + 1 agents. By induction, it then
follows that the same holds for all situations with any n ≥ 2.
Before commencing with the argument, I need to introduce the following
crucial assumption:
Full and modally robust knowledge: All agents have perfect
knowledge of all relevant facts, and would have such knowledge
even if others acted differently.
The modal robustness element of this knowledge assumption holds that any
agent’s epistemic position, or access to the facts, does not depend on what
others do. This needs to be explicitly assumed because if an agent in fact
knows something, it does not follow that if things were different, she would
know that as well. This is because for an agent to know that p, it is only
required that if not-p were the case, she would then not still believe that p. But
this requirement is met even if in the not-p scenario, the agent would entertain
no belief whatsoever about p, and hence would not know that not-p obtains in
this counterfactual scenario. In the following argument, I flag explicitly where
the assumption of full and modally robust knowledge is employed, and later
on discuss under which conditions it breaks down and where we need to look
for different arguments.

8.7.1. Induction start: Modally Robust Act
Consequentialism in situations with two agents
As a first step, I argue that Modally Robust Act Consequentialism accommodates Collective Optimality in all two-agent scenarios, independently from the
value, ordering, and distribution of outcomes, the number of optimal collective
responses, and the number of options that are available to each agent.
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Consider a case where two agents together gratuitously achieve only a suboptimal outcome. Consider further all the different combinations of actions of
the two agents which would have brought about an optimal outcome. Call all
actions of a given agent which feature in at least one such optimal collective
response her “potentially cooperative actions”. By contrast, “uncooperative”
actions are actions which do not feature in any optimal collective response. If
an agent performs an uncooperative action, she thereby precludes all optimal
collective responses.
We now need to distinguish cases with one optimal collective response from
cases with several optimal collective responses. First, if there is only one optimal collective response, then each agent has only one potentially cooperative
action available to her. Since only suboptimal outcomes are produced, it must
hold that at least one of the agents performs an uncooperative action, and
must therefore have had some potentially cooperative action available to her
which she does not perform. Second, consider cases with more than one optimal collective response. Here, at least one of the agents has more than one
potentially cooperative action available to her.24 Either way, there is at least
one agent who has a potentially cooperative action available to her that she
does not in fact perform, either because she performs an uncooperative action
or because she performs another potentially cooperative action.
Now consider such an agent a who could perform a (different) potentially
cooperative action φc rather than the action φa (potentially cooperative or not)
that she actually performs, and ask whether she acts optimally by performing
φa :
1. If she does not act optimally, then according to Act Consequentialism,
she acts wrongly. A forteriori, Modally Robust Act Consequentialism
finds fault with her.
2. If she does act optimally, then it must hold that were she to perform the
potentially cooperative action φc , the outcome would not be better than
the actual suboptimal outcome. This is possible only if it holds that were
24

Note that it is here possible that suboptimal outcomes are produced even if both agents
perform a potentially cooperative action. This is possible if these cooperative actions are
part of different optimal collective responses and thus combined do not constitute an optimal
response. For example, there are two ways to avoid collision when driving towards each other:
both swerving to the left, or both swerving to the right. If one driver swerves to the left and
the other to the right, then both perform a cooperative action, but still they fail to avoid
collision and produce strongly suboptimal results.
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she to perform φc instead, this would not lead to the optimal collective
response. And this, in turn, is only possible if the other agent b would
then not have performed a potentially cooperative action that would have
completed an optimal collective response. Hence agent b would not have
acted optimally in this counterfactual scenario. It follows that Modally
Robust Act Consequentialism finds fault with agent b.
Hence Modally Robust Act Consequentialism finds fault with at least one
agent if a group of two agents gratuitously falls short of producing collectively
optimal outcomes.

8.7.2. Induction step from n to n+1 agents
To generalise to larger groups, grant the following induction assumption for
the sake of argument: If a group of n agents gratuitously produces suboptimal
outcomes, then Modally Robust Act Consequentialism finds fault with at least
one of the groups’ members.
Now consider a situation where n + 1 agents fall short of producing optimal
outcomes. By the above considerations, there is then at least one agent who
has a potentially cooperative action φc available to her but in fact performs
another (potentially cooperative or uncooperative) action φa . Now we can
again ask whether this agent a acts optimally by performing φa rather than
φc :
1. If a’s performing φa is not optimal, then according to Act Consequentialism, a acts wrongly. A forteriori, Modally Robust Act Consequentialism
finds fault with a.
2. If a’s performing φa is optimal, then it must hold that were a to perform
φc instead, then the remaining n agents would not together complete an
optimal collective response that includes a performing φc .
3. Now in this counterfactual situation, a doing φc is held fixed (as it is the
antecedent of the above counterfactual). So we can reduce this counterfactual situation to a strategic choice situation of the remaining n agents,
while treating a doing φc as an external parameter. So were a to perform
φc , the remaining n agents would be in a situation where they together
fail to bring about optimal outcomes. Moreover, since we assume full
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and modally robust knowledge, they would be in a situation where their
failure is gratuitous. Hence by the induction assumption, Modally Robust Act Consequentialism would find fault with at least one of these
remaining agents in this counterfactual situation where a does φc .
4. To see that Modally Robust Act Consequentialism also in fact finds fault
with at least one of these agents, consider an agent that Modally Robust
Act Consequentialism would have found fault with if a had done φc .
In that counterfactual situation, Modally Robust Act Consequentialism
could find fault with this would-be culprit on one of two accounts:
a) The would-be culprit acts suboptimally in the counterfactual situation where a does φc . In this case, the would-be culprit would
act wrongly according to Act Consequentialism. Thus in the actual
world, Modally Robust Act Consequentialism finds fault with the
would-be culprit.
b) The would-be culprit would act optimally but be such that in this
counterfactual situation, it holds that there is then at least one possible combination of actions of the other n − 1 agents to which the
would-be culprit would not respond optimally. So in the counterfactual situation, Modally Robust Act Consequentialism would find
fault with the would-be culprit on these grounds. Now take one
such combination of actions, and add a doing φc to it. This gives
us another possible combination of actions such that it holds in the
actual world that were this combination instantiated, the would-be
culprit would not respond optimally. Hence Modally Robust Act
Consequentialism in fact finds fault with the would-be culprit.
5. So it holds that Modally Robust Act Consequentialism finds fault with
at least one of the remaining n agents.
6. Thus whether or not a’s performing φa is optimal, Modally Robust Act
Consequentialism finds fault with at least one agent.
The above argument gives us the Induction Step: If Modally Robust Act Consequentialism identifies some moral fault in all situations where n agents gratuitously fail to bring about optimal outcomes (the Induction Assumption),
then it also finds fault in all situations where n + 1 agents gratuitously fall
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short of producing optimal outcomes. Now since Modally Robust Act Consequentialism does find fault in all situations where n = 2 agents gratuitously
fall short of optimal outcomes (the Induction Start), by induction it holds
that it also finds fault in all situations where any number n ≥ 2 agents gratuitously brings about only suboptimal outcomes. Hence Modally Robust Act
Consequentialism accommodates Collective Optimality for any number n ≥ 2
of agents.

8.8. Wider scope of the argument: Frustration
cases and markets
With The Two Factories, I have chosen a scenario where one of the components
of the production function, i.e. the function that maps the level of factory
owners who produce cleanly to overall value of outcomes, has a threshold shape:
The value that consists in the livelihoods the fishermen does not change if only
one rather than none of the factory owners produce cleanly. So neither Ann
nor Ben can improve this value by unilaterally acting differently and producing
cleanly. Further, because unilaterally producing cleanly comes at considerable
cost to another value, namely the livelihoods of the employers of the cleanly
producing factory, unilaterally acting differently makes matters worse overall.
Because both agents are uncooperative, it then follows that either of them
can only make matters worse by acting differently simpliciter. For this reason,
Act Consequentialism must give the (initially) apparently objectionable verdict
that both Ann and Ben act rightly even though they together produce vastly
suboptimal outcomes.
However, thresholds in production functions, and the corresponding coordination problems, are only one of several possible reasons why individuals
might be unable to make a difference in situations with multiple agents. The
most important other reasons are other agents’ active frustration of, rather
than mere non-cooperation with, an agent’s attempts to improve outcomes.
For example, consider the following case, which is a simplified version of a case
discussed by Bernard Williams:25
25

Cf. Williams, “A Critique of Utilitarianism”. Williams uses the example to raise a
different concern that I do not discuss here, namely that Act Consequentialism does not
respect agents’ commitment and integrity of character. The present discussion of different
market cases draws on Woodard, Reasons, Patterns, and Cooperation, p. 86.
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George the Chemist: George and Harry both have the chance to
take a research job in a laboratory that develops chemical weapons.
George is offered the job first, but if he does not take it, then Harry
will take the job instead. Harry would do a much better job than
George and develop more destructive weapons. George takes the
job, as he can otherwise not feed his family. He thereby makes the
world better than if he had left the job to Harry. But the world
would have been much better still if neither chemist had taken
the job, as the morally problematic research would then remain
undone.
George cannot make a difference for the better by acting differently and not
taking the job. However, in contrast to The Two Factories, the situation where
George takes the job is not a moral Nash-equilibrium, because by unilaterally
acting differently (i.e. without Harry taking the job if George does not take it),
George could make the world better. The reason why George can still not make
the world better simpliciter is that Harry would actively frustrate George’s
attempt to produce the collectively best outcome. Act Consequentialism here
judges that George and Harry both act rightly, even though they together
bring about vastly suboptimal outcomes.26
Situations like George the Chemist are extremely common. For example, in
trades with goods for which demand is relatively price-insensitive, i.e. where
the amount of goods that will be purchased is constant for a wide range of
prices, suppliers and dealers can plausibly know that were they to stop contributing, others would step in and compensate by taking over their market
share and providing more of their goods. For example, the number of weapons
bought by a rich warlord and distributed to child soldiers is arguably determined largely by strategic considerations and number of available children, and
is constant over a range of prices. Every individual weapons supplier can know
that if they decide not to sell to the warlord, then another supplier will sell.
With one supplier less in the market, the price of weapons may rise slightly,
but this will not affect the total amount of weapons bought nor the harm done
26

This example again shows that the strategic (table) game representation is not what
is relevant for the present discussion, as it only shows us the differences that agents can
unilaterally make, but does not contain the crucial information about other’s counterfactual
actions which determine the difference that agents can in fact make. I am indebted to Krister
Bykvist for stressing this point.
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to the child soldiers and whoever gets into their way.27 The same considerations plausibly hold for dealers selling highly addictive drugs, and for corrupt
low-level officials selling favours for bribes. Conversely, if supply of a good is
relatively price-insensitive, then buyers of morally problematic goods cannot
make a difference by not buying goods that would otherwise be bought by
other buyers. This arguably holds for buying natural resources from conflict
regions, (other) stolen goods, or favours from corrupt officials.
These cases show that Kagan is mistaken in holding that cases where
agents know that they cannot make any difference are not realistic or not
widespread.28 Many of these real-world cases are much more serious than
Buying Chicken, and so it is all the more important that Consequentialists
can find some moral fault with agents involved in the morally problematic
practices discussed above.
In George the Chemist, Modally Robust Act Consequentialism can clearly
find fault with Harry: Had George not accepted the job, then Harry would
have accepted it. But in this counterfactual situation, Harry could have improved outcomes by not accepting the job as well. So Harry would violate the
requirements of Act Consequentialism in that situation, and Modally Robust
Act Consequentialism finds fault with him on these grounds.
In terms of generalisation to the other cases, note that the above inductive proof makes no reference to the strategic choice situation of agents. In
particular, it does not assume that the situation is a coordination problem
like The Two Factories. It conclusion is thus independent from this particular feature of The Two Factories, and generalises to all cases where a group
of agent gratuitously brings about worse outcomes than its members together
could bring about. Thus Modally Robust Act Consequentialism finds fault and
hence avoids the Collective Suboptimality Objection in all no-difference cases
irrespective of why individuals cannot make any difference for the better.

27

The most likely response of the dictator to rising weapons prices may be to reduce
personal expenditure. This might make the dictator do less environmental damage by luxurious living, but this negative effect of selling weapons to the dictator clearly is not the main
reason for condemning the sale.
28
Kagan, “Do I Make a Difference?”, p. 128. I conjecture that Kagan is misled by his
exclusive focus on the example of Buying Chicken.
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8.9. Concerns about Modally Robust Act
Consequentialism
My argument for Modally Robust Act Consequentialism as a response to cases
where agents know that they cannot make a difference for the better is subject
to two major limitations. First, in the above market situations, the fault found
by Modally Robust Act Consequentialism may seem to be too weak. Second,
the crucial assumption of full and modally robust knowledge does not hold in
an important class of cases, most notably in cases of synchronous choice. In
this final section of the chapter, I address these concerns.

8.9.1. Counterfactual fault and abhorrent actions
William’s case of George the Chemist is set out to make us sympathise at least
in part with George’s choice to work in the chemical weapons laboratory. After
all, if he does not take the job, then his family faces poverty. If we further
stipulate that Harry does not need the job as much, then for George to not take
the job would be to act recklessly. However, in many of the market situations
I discussed above, we are not as lenient towards the involved agents. Consider
the following scenario:
Selling Weapons: Amy is dealing with assault rifles, and one of
her customers is a warlord who is about to enlist and arm child
soldiers. Amy uses the profits gained by the sale to help fund a
hospital in another poor part of the world. She knows that if she
were not to sell the weapons to the warlord, then Bill would sell
the same quantity, but spend all of the profits for his own pleasure.
Amy and Bill are the only potential suppliers for the warlord, and
the world would be best if no one sold the weapons.
In Selling Weapons, Act Consequentialism judges that both Amy and Bill act
rightly, and Act Consequentialism is hence subject to the Collective Suboptimality Objection. Just as in the other cases discussed, this problem can
be avoided by Modally Robust Act Consequentialism: In the counterfactual
situation where Amy does not sell to the warlord, Bill would violate the requirements of Act Consequentialism by selling the weapons instead. So Amy
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acts rightly, but we can find fault with Bill.29
However, while this verdict of Modally Robust Act Consequentialism avoids
the Collective Suboptimality Objection, it still seems far too weak. The more
intuitive position is to say that Amy acts wrongly by selling the weapons. Collective Consequentialism then appears to be the more promising alternative:
The best for Amy and Bill together to do is to not sell weapons to the warlord, and according to Collective Consequentialism, Amy hence acts wrongly
by selling the weapons. Nonetheless, Selling Weapons does not provide a case
for adopting Collective Consequentialism over Act Consequentialism in order
to solve the problems of Act Consequentialism in many-hands-cases. This is
because the problem with Modally Robust Act Consequentialism’s weak verdict of moral fault in Selling Weapons is independent from the nature of the
case as a many-hands-case. Consider the following variation of the case:
Selling Weapons Alone: Amy is the only supplier to the warlord.
Amy knows that the damage that the additional weapons do to the
children and others is limited, as she knows that an international
intervention is going to chase away the warlord and disarm the
children in a month’s time. This damage is far outweighed by the
good that Amy does by funding the hospital, which will remain in
operation for years to come.
Selling Weapons Alone gives us two reasons to doubt that Selling Weapons
speaks in favour of Collective Consequentialism over Act Consequentialism in
the present contest. First, Act Consequentialism here gives the same verdict
that Amy is acting rightly by selling the weapons, and the verdict seems to be
just as problematic as in the first case. This suggests that the intuition that
Amy is acting wrongly in both cases is a deontological intuition:30 It is simply
wrong to sell weapons to warlords with child soldiers. Second, the problem
that Amy’s weapons sales pose for Act Consequentialism is independent from
the nature of Selling Weapons as a many-hands-case.
These two considerations have the following implications for the present
contest between Act Consequentialism and Collective Consequentialism: First,
29

We might also be able to find fault with Amy if she likewise would continue selling the
weapons even if Bill were not in the market.
30
For a detailed discussion of using pattern-based Collective Consequentialism as
a way of accounting for deontological or “pro-principled” intuitions, see Woodard,
Reasons, Patterns, and Cooperation.
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the point of Modally Robust Act Consequentialism was not to make Act Consequentialism accommodate deontological intuitions, but to avoid a particular
challenge for Act Consequentialism that arises in many-hands-cases, namely
the Collective Suboptimality Objection. Modally Robust Act Consequentialism succeeds in this aim in Selling Weapons just as much as in the other cases
I discussed. Second, moving to Collective Consequentialism helps to avoid
a counterintuitive implication of Act Consequentialism which is independent
from whether the case at hand is a many-hands-cases or not. So even if upon
further scrutiny, Collective Consequentialism turns out to be a good response
to cases like Selling Weapons, it is not a response to a problem generated by
many-hands-cases, and its success would hence be irrelevant in the present
contest.
Lastly, Selling Weapons shows a further problem with Collective Consequentialism as response to the Collective Suboptimality Objection: In this situation,
Collective Consequentialism finds fault with Amy for selling the weapons, but
it does not find any fault with Bill. However, in at least one respect, Amy
is clearly in a morally better situation than Bill. Collective Consequentialism
would have to explain why this is the case, and hence also needs to assess agents’
counterfactual actions and needs to be supplemented by a modal robustness
requirement. But once we allow for finding fault with agents for their counterfactual violations of the requirements of Collective Consequentialism, then
we could just as well adopt Modally Robust Act Consequentialism. It follows
that within the scope of the examples given in this chapter, the only reason to
favour Collective Consequentialism over Act Consequentialism is the former’s
apparently better ability to accommodate deontological intuitions, but this
consideration is independent from many-hands-cases.

8.9.2. Synchronous choice
My discussion so far has assumed that agents know that they cannot make
any difference on their own. Further, I have assumed that they have full
and modally robust knowledge of all relevant facts, including the actions of
other agents. This assumption is crucial: In The Two Factories, if Ann does
not robustly know what Ben does, there is no way for her to satisfy Modally
Robust Act Consequentialism. This is because if an agent’s actions are to be
adapted to different situations such that they turn out optimal, this commonly
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happens through the agent correctly believing that the given situation obtains.
For example, if Ann is such that she would stop polluting if Ben does, this
is usually because were Ben not to pollute, Ann would know that and would
then act accordingly.31
Now under the assumption of full and modally robust knowledge, agents can
be such that they act optimally in a wide range of counterfactual scenarios.
But this assumption does not always hold. Most prominently, the assumption
breaks down in cases of synchronous choice, like the following specification of
The Two Factories:
The Two Factories (synchronous): Ann and Ben synchronously
decide to pollute the river. When Ann makes her decision, she correctly infers from Ben’s past conduct and expressions of intent that
Ben will pollute the river.
Given that Ann and Ben choose synchronously, if contrary to his past conduct
and intentions, Ben were not to pollute the river, then there is no way for Ann
to know about this fact. So all that Ann can do is to decide on polluting or
stopping to pollute, depending on her beliefs, but independently from what
Ben in fact does. She thus cannot both be such that she would act optimally
were he to pollute, and were he not to pollute.32
In The Two Factories (synchronous), Ann thus cannot satisfy Modally Robust Act Consequentialism. This suggests that Modally Robust Act Consequentialism needs to be weakened to not make requirements that are impossible to satisfy. The most promising modification for the present purposes is to
require agents to be such that they would act optimally in all counterfactual
situations unless being such would come at the cost of acting optimally in the
actual world. In The Two Factories (synchronous), the only way for Ann to
31

I concede that there can be cases where an agent’s actions change with the circumstances
even if the agent is unaware of the change in circumstances, e.g. when the reaction is
unconscious or instinctive. In some cases, the agent’s actions might also change such that
they would always be optimal, e.g. for instincts that have evolved to secure agents’ survival.
But in most morally challenging cases, this is plausibly not the case, and the change of
actions is mediated through a change in beliefs.
32
This counterfactual independence of Ann and Ben’s actions also means that in cases
of synchronous choice, no active frustration like in George the Chemist is possible. The discussion of these cases then can focus exclusively on coordination problems with suboptimal
Nash-equilibria. Note further that the problem of not being able to instantaneously know
and react to others’ actions does not occur with one’s own synchronous choices. Hence the
application of Modally Robust Act Consequentialism to one-agent scenarios as advocated in
chapter 3 is not affected by the challenge posed by synchronous choice.
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be such that she would act optimally in a counterfactual situation where Ben
does not pollute the river is for her to not pollute the river in the actual world.
But given that Ben in fact does pollute the river, this action of Ann’s would be
strongly suboptimal in the actual world. When having to chose between acting
optimally in the actual and in counterfactual scenarios, the obvious choice for
Consequentialists is to require agents to act optimally in the actual world.33
This means that an appropriately modified Modally Robust Act Consequentialism cannot find any fault with Ann and Ben on the grounds that they would
not act optimally in counterfactual situations where the other factory owner
does not pollute the river. To see whether Act Consequentialists can nonetheless avoid the Collective Suboptimality Objection here, we now need to reconsider Regan’s Cooperative Utilitarianism. Cooperative Utilitarianism is
a prime contender for accommodating Collective Optimality in cases of synchronous choice, as it is developed specifically with this purpose in mind.
Recall that Cooperative Utilitarianism requires both Ann and Ben to each
satisfy two conditions: First, they need to be willing to play their part in
the best collective pattern of actions that all cooperators together can enact.
Second, they need to identify the other cooperators and the best collective
pattern of actions open to all cooperators. Now in The Two Factories (synchronous), Ann and Ben seem to each violate the willingness requirement, and
Cooperative Utilitarianism thus apparently finds fault with them.
However, upon closer reflection, Cooperative Utilitarianism is applicable to
The Two Factories (synchronous) and other cases of synchronous choice only
under some additional assumptions. Identifying the other cooperators is not
a mental activity that agents can do all on their own before making their
decisions. Instead, it typically consists in approaching other agents with proposals for collective strategies, and asking whether they would be willing to
participate. But these activities are actions themselves, and so Cooperative
Utilitarianism assumes that there is a prior choice situation in which agents
can communicate and effectively coordinate.34
Now if Ann and Ben face such a prior choice situation, then their subsequent failure to bring about optimal outcomes both is gratuitous and can be
33

Zimmermann (Moral Obligation, pp. 266–268) makes the same point with regard to
agents’ openness: Sometimes, being open to some collective acting optimally can interfere
with in fact acting optimally. The only way for Ann to be open to Ann and Ben together
acting optimally is to not pollute, but this is to act suboptimally in the actual world.
34
Again I am indebted to Krister Bykvist for this observation.
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explained by their unwillingness to play their part in the best they together
can do. Cooperative Utilitarianism can thus find fault with at least one of
them, and thus accommodates Collective Optimality.
However, the same result can be achieved by the above moderated Modally
Robust Act Consequentialism: Suppose that both Ann and Ben satisfy the
requirements of this Modally Robust Act Consequentialism. Now if both of
them are willing to play their part in the best that all cooperators together
can do and express this willingness to each other, then they would be in a
different choice situation concerning polluting the river. In that subsequent
choice situation, both agents then have reason to expect the other to play their
part in a scheme of mutual non-pollution. Since they satisfy the requirements
of Modally Robust Act Consequentialism, they then would both not pollute,
and thus bring about optimal outcomes. So mutually being willing to play their
part in the best that all cooperators can do, and expressing this willingness
to each other, is then the collectively optimal response in the prior choice
situation. Since conversations are typically not synchronous, Ann and Ben
there face a case of sequential choice, in which the above modifications of
Modally Robust Act Consequentialism are not relevant. If they both satisfy
these requirements, then by the above generalisation proof about Modally
Robust Act Consequentialism, they will both express willingness to cooperate
in the subsequent choice situation, and hence bring about optimal outcomes
overall. Conversely, if they do not bring about the outcome of mutual nonpollution, then at least one of them does not comply with the requirements of
Modally Robust Act Consequentialism.
If Ann and Ben do not have a prior choice situation in which they can opt
for expressing willingness to cooperate and looking for other cooperators, then
Cooperative Utilitarianism is not applicable, or asks the impossible. Likewise,
Modally Robust Act Consequentialism must then be moderated, which makes
it impossible for it to find fault with Ann and Ben’s counterfactual actions.
So in summary, Cooperative Utilitarianism can accommodate Collective Optimality only in those cases where Modally Robust Act Consequentialism can
do so as well. Consequently, there is no reason to favour Cooperative Utilitarianism over Modally Robust Act Consequentialism in cases of synchronous
choice. Moreover, as I will argue in the following, Act Consequentialists who
adopt Modally Robust Act Consequentialism and the above independent motivation for this view can avoid the Collective Suboptimality Objection even in
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synchronous choice cases without prior choice situations.
The argument first takes a step back from full knowledge cases, and assumes
that for all that Ann knows, Ben will produce cleanly with probability Pb ,
and will pollute with probability 1 − Pb . The expected consequences of Ann
producing cleanly are then 300Pb + 100(1 − Pb ), and of her polluting the river
100Pb + 200Pb . Act Consequentialism permits her to pollute the river if and
only if the latter consequences are at least as good as the former consequences,
hence 100Pb + 200(1 − Pb ) ≥ 300Pb + 100(1 − Pb ). This holds for all Pb ≤ 31 .
Since the same considerations apply to Ben, Act Consequentialism permits him
to pollute the river if and only if for all he knows, Ann will produce cleanly
with a probability of less than 13 . This shows that the full knowledge cases I
discussed so far are merely the extreme end of a spectrum of cases which are
all similarly problematic for Act Consequentialism.
So if Act Consequentialism permits both of them to pollute the river, then
this must be because Ann and Ben hold the other to be more likely to be
uncooperative than cooperative. Now if probabilities are assigned unequally,
there must be reasons for this assignment.35 In the following, I argue that these
reasons either constitute a mitigating circumstance due to which collective
failure to bring about optimal outcomes is not gratuitous, or indicate that one
of the agents is not morally virtuous, in the sense discussed here.
So why would Ben be more likely to pollute rather than not pollute, given
Ann’s epistemic situation?
1. Ann might be systematically misled by external circumstances or an
internal tendency to be suspicious and pessimistic towards others. If
these influences are unavoidable for Ann, then Act Consequentialists can
argue that this makes cooperation between Ann and Ben so difficult that
they together are not collectively able to bring about optimal outcomes.
The Collective Suboptimality Objection then does not apply.
2. Ann might correctly judge that Ben does not appropriately and effectively care enough about the lives of the fishermen. In this case, Act
Consequentialists can trace their steps back to the independent motivation of Modally Robust Act Consequentialism via moral virtue, and
35

Note that I here do not need to assume the controversial Principle of Indifference, but
only the converse claim that if unequal probabilities are assigned, there must be a reason
for this.
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argue that Ben shows morally deficient character.36
3. Ann might correctly judge that Ben expects her to be more likely to
pollute than to produce cleanly. In this case, we need to determine
which of the considerations 1)–3) apply to Ben.
In principle, it is possible that Ben’s expectations are again due to what
he correctly believes Ann to expect him to do, which in turn can be due to
what Ann believes about Ben’s expectations, and so on. But at some point,
one of the considerations 1) or 2) need to apply, because otherwise a spiral
of mutually suspecting each other of suspecting each other and so forth does
not get off the ground. So either Ann and Ben are collectively unable to bring
about optimal outcomes, or at least one of them does not appropriately and
effectively care about the good. In the first case, the Collective Suboptimality
Objection does not apply, in the second case, Act Consequentialist can answer
the objection by finding fault with agents’ characters.
This result generalises at least to all two-person coordination problems: As
I show in appendix A.2, in any two-person, two-action coordination problem,
Act Consequentialism permits both agents to perform a non-cooperative action
that leads to the suboptimal Nash-equilibrium only if for at least one of the
agents, the subjective probability that the respectively other agent assigns to
her performing the cooperative action is less than 50%. So whenever two agents
produce less than optimal outcomes in a situation of synchronous choice, there
must be some reason for at least one of them to hold the other to be more likely
to act uncooperatively rather than cooperatively. This reason itself can then
be scrutinised with regard to whether it constitutes a mitigating circumstance,
or is due to a defect of moral character of one of the agents.
Now the above discussion does not constitute conclusive proof that Act
Consequentialists can always either find fault with an agent or deny collective
ability to produce optimal outcomes in situations where several agents bring
about less good outcome than they (apparently) can bring about together.
First, the generalisation proof in appendix A.2 needs to be extended to cover
cases with more agents and more available actions, and possibly with multiple
equilibria. Second, with much larger numbers of agents, even in situations
36

Act Consequentialists need to trace their steps back to the motivation for Modally
Robust Act Consequentialism because actual violation of the requirements of Modally Robust Act Consequentialism is not plausibly subject of moral censure in cases of synchronous
choice.
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with sequential choice, Modally Robust Act Consequentialism in the unmoderated form might be asking too much of agents. This is because it can be
extremely costly to keep track of the actions of a multitude of other agents,
and doing so can thus prevent agents from acting optimally in the actual world.
However, my limited discussion at least shows Act Consequentialists have a
range of promising responses to these scenarios, and that different responses,
like Modally Robust Act Consequentialism and collective ability, as well as the
expected consequences approach of chapter 7, can be combined to deal with
more complicated cases. At the very least, these findings strongly mitigate the
threat of the Collective Suboptimality Objection, and put the burden of proof
on opponents of Act Consequentialism to provide concrete examples where
the Collective Suboptimality Objection applies and cannot be successfully answered.37

8.10. Conclusion
In this chapter, I have discussed cases where agents together act suboptimally,
but where all those involved know that they cannot make any difference for the
better by acting differently. These situations pose a serious challenge for Act
Consequentialism, as it cannot avoid the apparently problematic verdict that
all agents act rightly even thought they bring about collectively suboptimal
outcomes, and is thus subject to the Collective Suboptimality Objection.
I have further argued that no moral principle that exclusively considers
individuals’ actions as object of moral censure can satisfactorily avoid the Collective Suboptimality Objection without at the same time being subject to
the even stronger Recklessness Objection. I have then rejected the strategy
of assigning moral fault to agents collectively, on grounds that these attempts
cannot give us a convincing account of the moral place of the agents individually, and thus do not satisfactorily accommodate Collective Optimality. I have
argued that a collective fault account that takes into account agents’ counterfactual actions can avoid this problem. However, I have argued that on
grounds of parsimony, we should instead opt for a moral view that directly
subjects agents’ counterfactual actions to moral scrutiny.
The resulting Modally Robust Act Consequentialism is Act Consequential37

For the concern about generalisation to more complicated cases, I am indebted to an
anonymous referee of Ethics.
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ism plus a requirement that one’s acting optimally be modally robust, i.e. that
one would also act optimally in counterfactual situations where others act differently. I have motivated this view by linking modally robust right action to
moral virtue: Morally good agents are, among other things, agents who reliably act morally rightly. I have then shown inductively that Modally Robust
Act Consequentialism can always find fault with at least one agent if a group of
agents brings about collectively suboptimal outcomes, provided that all agents
are in a position of full and robust knowledge. Thus my proposed Act Consequentialist response to the Collective Suboptimality Objection applies also in
cases other than coordination problems, and most notably also includes cases
of active frustration of agents’ attempts to make the world better.
Lastly, I have discussed cases where the assumption of full and robust knowledge necessarily breaks down, most notably cases of synchronous choice. In
these cases, so I have argued, Act Consequentialists can nonetheless find fault
with agents by the same considerations of moral virtue that motivate Modally
Robust Act Consequentialism, or alternatively can argue that the Collective
Suboptimality Objection does not apply due to collective inability to bring
about the optimal outcome. Either way, Act Consequentialists can avoid the
Collective Suboptimality Objection even in these difficult cases. Barring concerns about generalisation to more complicated cases of sequential choice, I
conclude that Act Consequentialists can satisfactorily account for cases where
agents know that they cannot make a difference. These cases then provide no
reason for moving to Collective Consequentialism instead.
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In this thesis, I have asked how consequences of actions matter to what agents
morally ought to do in many-hands-cases. The simplest answer to this question
is an individualist moral outlook, according to which a given individual’s moral
obligations are determined by the consequences of different actions available
to this agent. I have investigated two challenges that many-hands-cases pose
to this individualist outlook, which is paradigmatically represented by Act
Consequentialism. First, in cases where individual agents can make a difference
for the better, but could always do more, Act Consequentialism threatens to
ask too much. Second, in cases where individual agents cannot make any
difference for the better, Act Consequentialism is in danger of asking too little.
A collectivist moral outlook which also considers the consequences of collective
patterns of actions that all agents together can perform promises to avoid these
problems. I have taken Pattern-based Mixed Collective Consequentialism as
the most promising representative of this collectivist outlook.
The guiding aim of my discussion of Act Consequentialism and Collective
Consequentialism in many-hands-cases was to scrutinise this promise of Collective Consequentialism, and determine whether it is indeed preferable to
Act Consequentialism as an account of individuals’ moral obligations in manyhands-cases. In summary, the results of my discussion show why it is important
and worthwhile to go beyond the initial appearances and to engage in a lengthy
contest between Act Consequentialism and Collective Consequentialism: First,
Act Consequentialism has turned out to be more capable in dealing with the
challenges posed by many-hands-cases than it at first seemed. Second, Collective Consequentialism has turned out to be much less capable at responding to
these challenges than it promised to be. A further result is that in those cases
where Act Consequentialism remains weak, the more promising alternative is
not pattern-based Mixed Collective Consequentialism, but acceptance-based
Rule Consequentialism.
Reviewing my conclusions in more detail, in part I, I have discussed three
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different forms of the problem of asking too much. First, the Future Ability
Objection objects that Act Consequentialism’s extensive demands might require agents to jeopardise their future ability to do more good, solely in order
to achieve outcomes that are optimal only in the short term. I have argued
that by careful consideration of how Act Consequentialism can take into account individuals’ future actions, Act Consequentialists can fully answer this
objection.
Second, the Demandingness Objection objects that the sacrifices demanded
by Act Consequentialism are too extensive. I have argued that this objection
provides us at best with a weak reason to adopt Collective Consequentialism,
but with a stronger reason to consider Acceptance-based Rule Consequentialism. However, the objection itself is fraught with difficulty, as it cannot
discriminate between intuitively objectionable and intuitively unobjectionable
extensive demands.
Third, the Unfairness Objection aims to better identify what is objectionable
about the extensive demands of Act Consequentialism. I have investigated different formulations of the objection, and have argued that only one formulation,
the Substantial and Complaint Unfairness Objection, is a convincing objection
to Act Consequentialism. I have argued further that this objection provides us
with no grounds to favour Collective Consequentialism over Act Consequentialism. This is because the objection identifies non-Consequentialist obligations
of fairness that Act Consequentialism cannot account for, and Collective Consequentialism fares no better in this regard. Again, the most promising Consequentialist contender is acceptance-based Rule Consequentialism, but even
this most promising view faces severe difficulty. The obligations of fairness
then push towards acknowledging non-consequence-based reasons.
In part II, I have discussed three kinds of cases where Act Consequentialism
apparently asks too little. In these cases, Act Consequentialism is threatened by the Collective Suboptimality Objection, which holds that Act Consequentialism sometimes cannot find fault with agents who produce collectively
suboptimal outcomes. First, the Collective Suboptimality Objection arises
in cases where many seemingly morally insignificant individual contributions
add up to a morally significant difference. Of the three different diagnoses of
these puzzling cases, only the rough-comparability diagnosis provides us with
a reason to favour Rule Consequentialism or a time-indexed form of Collective
Consequentialism, and this only under highly unrealistic assumptions.
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Second, I have discussed cases where agents individually cannot make any
difference for the better, but do not know about this fact. I have argued that
these cases pose no problem for Act Consequentialism if the best that everyone
together can do is for everyone to perform the same actions. If optimal outcomes are produced by a mixed collective response where agents act differently,
then Act Consequentialists can often argue that failure to produce collectively
optimal outcomes is excusable, as the involved agents are not collectively able
to bring about the optimal outcome. The Collective Suboptimality Objection
then does not apply. In all of these cases, there is then no reason to favour
Collective Consequentialism over Act Consequentialism.
Third, in some cases with mixed optimal responses and epistemic limitations,
the Collective Suboptimality Objection applies. This is the case when in some
prior choice situation where agents together can coordinate on a mixed collective response, they know that others are not cooperating in this venture. The
same problem applies also in simpler cases where agents know that they cannot
make a difference for the better due to the non-cooperation of other agents.
I have argued that in these cases, neither Act Consequentialism nor Collective Consequentialism, nor any other common moral principle, can plausibly
avoid the Collective Suboptimality Objection. I have argued further that Act
Consequentialists can extend their view by adopting the highly plausible claim
that being a morally virtuous agent at least in part expresses itself by being
such that one acts rightly not only in the actual world, but also in counterfactual situations where others act differently. I have proved that under certain
knowledge assumptions, the resulting Modally Robust Act Consequentialism
avoids the Collective Suboptimality Objection in all cases where any number
of agents individually cannot make a difference for the better, even though
they together produce suboptimal outcomes. I have further argued that understanding Modally Robust Act Consequentialism as a requirement of virtue
is a promising response to the more difficult cases where the said knowledge
assumption does not apply, which is most notably the case in situations of
synchronous choice.
In summary, many-hands-cases provide us with only very weak reason to
move to Collective Consequentialism. Acceptance-based Rule Consequentialism remains a more promising competitor for Act Consequentialism, and its
promise needs to be scrutinised in more depth than I was able to do in this
thesis.
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Speaking in terms of reasons to contribute, my conclusions means that, as far
as obligations to contribute in many-hands-cases go, individual consequencebased reasons are sufficient to account for most these obligations, and reference
to collective consequence-based reasons is only occasionally helpful. With regard to consequence-based and non-consequence-based reasons, the Unfairness
Objection further gives us a surprising result: Even without making any assumptions about past harms or violated rights, situations in which many agents
together can make the world better can give rise to obligations of fairness which
cannot be explained solely in terms of consequence-based reasons.
Contrary to my conclusions, however, collective consequence-based reasons
have high intuitive currency. For example, asking the question “What would
happen if everyone did that?” is a natural response to non-cooperative behaviour in many-hands-cases. To reconcile this discrepancy, note first that
in many cases, Act Consequentialists can explain why deliberating agents
need to consider the consequences of different collective patterns of actions.
As discussed in chapter 6, collective consequence-based reasons can function
as a moral microscope that points agents to otherwise unnoticed individual
consequence-based reasons. In cases where agents can coordinate on an optimal response to coordination problems and to situations with mixed optimal
responses, agents need to consider which collective responses are best, in order
to know which coordination strategies to propose and support.
Further, the intuitive pull of collective consequence-based reasons suggests
that we understand acting morally in many-hands-cases as a cooperative and
communal task, and understand the demands of morality as directed at us
together. Now the desideratum of Collective Optimality is an alternative way
to express this understanding of morality: If everyone acts morally, the world
should be as good as we can make it. As I have argued in part II, an Act
Consequentialist account of morality can largely satisfy this desideratum. Because of this result, Act Consequentialists can argue that their view likewise
can make sense of the idea that acting morally is something that we together
do to make the world better. At the same time, Act Consequentialistm has
the virtue of being more realistic about the actual state of the world, in which
many agents often do not cooperate in this venture. Making the world better
is then something that we do together, but in the final analysis, each of us is
morally responsible for the difference made by our own individual actions.
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A. Appendix
A.1. Randomised Strategies to achieve mixed
responses
Let P (p) be the probability that a collective pattern of actions where i specific
agents perform action φ and j specific agents perform ψ is enacted, under the
condition that each agent independently chooses to φ with probability p, and
to ψ with probability 1 − p. It now holds that
P (p) = pi (1 − p)j
To see under which conditions P is maximised, determine the derivative
P ′ (p) = ip(i−1) (1 − p)j + pi j(1 − p)(j−1) (−1)
which is zero for
ip(i−1)
(1 − po )j = pio j(1 − po )(j−1)
o
(i−1)

by dividing by po (1 − po )j−1 (assuming that 0 < po < 1, which anyway
needs to hold for a mixed response with i, j > 0), we get
i(1 − po ) = po j
which transforms into
po =

i
i+j

I leave it up to the reader to confirm that po identifies a maximum by determining the second derivative of P (p). Expressed verbally, the above result
means that in order to maximise the probability that a group of i + j agents
performs a collective pattern of actions where i specific agents perform action
φ and and j specific agents perform action ψ, under the assumption that all
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agents must choose the same strategy, all agents should opt for a randomised
strategy where they choose φ with a probability equal to the share of agents
who perform φ in the desired collective pattern of actions. For our example of
i = 35 and j = 65, it follows that po = 0.35.

A.2. Permissible action in coordination
problems
In the following, I prove that in any two-agent, two-action coordination problem, Act Consequentialism permits agents to achieve collectively suboptimal
outcomes only if for at least one of the agents, the probability with which
this agent is expected to be uncooperative is greater than 50%. Consider the
strategic game form in figure A.1: Call φc the “cooperative action”, as muB
A

φc with PA
φn with 1 − PA

φc with PB
a
c

φn with 1 − PB
d
b

Figure A.1.: General form of 2-agent, 2-action coordination problem
tual performance of that action would lead to collectively optimal outcomes,
and φn the “non-cooperative action”.1 Call an agent who performs φc “cooperative”, and otherwise “non-cooperative”. Suppose that a > b, b > d, and
b > c. The situation is then a coordination problem, where b is the outcome
of the suboptimal Nash-equilibrium (φn , φn ). Assume further that for all A
knows, the probability of B being cooperative is PB , and for all that B knows,
A is cooperative with probability PA . Lastly, assume that A and B are both
non-cooperative and produce the suboptimal outcome, but that Act Consequentialism judges that they act rightly.
A’s choice situation is as follows: The expected outcome of A performing φc
is
V (φc ) = aPB + d(1 − PB )
(A.1)
The expected outcome of A performing φn is
V (φn ) = cPB + b(1 − PB )
1

(A.2)

Note that using the same label for A and B’s actions is merely an expository choice,
and the actual actions available to the agents can look very different from each other.
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Act Consequentialism permits A to φn if and only if the expected consequences
of doing so are at least as good as the expected consequences of performing
φc :
V (φc ) ≤ V (φn )
Inserting A.1 and A.2, we get
aPB + d(1 − PB ) ≤ cPB + b(1 − PB )
which can easily be transformed into
PB (a − c) ≤ (1 − PB )(b − d)

(A.3)

This result can be interpreted as follows: If B is cooperative, then A only
has to consider the first column of the strategic choice situation. By being
cooperative rather than not being cooperative, A would then produce a gain
of a − c. If B is not cooperative, then only the second column is relevant, and
by being cooperative rather than not, A would produce a gain of b − d. Now
A is permitted to not be cooperative if the gain from being cooperative if B is
cooperative as well, weighed with the probability that this scenario obtains, is
equal or less than the gain from not being cooperative if B is not cooperative,
again weighed with the probability this scenario obtains.
Analogous considerations apply to B. Act Consequentialism then permits B
to φn if and only if:
PA (a − d) ≤ (1 − PA )(b − c)
(A.4)
The interpretation is again analogous. Now transform A.4 and A.3 into

and

PA
b−c
≤
1 − PA
a−d

(A.5)

b−d
PB
≤
1 − PB
a−c

(A.6)

Now assume for reductio that PA ≥ 0.5 and PB ≥ 0.5. Under this condition,
PA
≥ 0.5. Together with A.5, it then follows that
it holds that 1−P
A
b−c≥a−d

(A.7)

Analogously, we get from A.6 that

229

A. Appendix

b−d≥a−c

(A.8)

We can now subtract A.8 from A.7, which gives us
d−c≥c−d
which can only hold if
c=d

(A.9)

Now insert A.9 into A.5, replacing d with c:
PA
b−c
≤
1 − PA
a−c

(A.10)

Because we have assumed that a > b (i.e. the agents bring about a suboptimal
outcome), it follows that
b−c
<1
a−c
and hence
PA
<1
1 − PA
and hence
PA < 0.5
But this result contradicts the assumption that PA ≥ 0.5. Analogously, we can
deduce the claim that PB < 0.5, which likewise contradicts the assumption that
PB ≥ 0.5. In order to avoid these contradictions, we could drop the assumption
about the ordering of a, b, c, d, but then we are simply talking about a case
that is not a coordination problem where a suboptimal outcome is produced
and permitted by Act Consequentialism. So to stay with the present case, we
need to drop the assumption that PA ≥ 0.5 and PB ≥ 0.5. Since a conjunction
can be made false by making either conjunct false, the above results do not
mean that PA < 0.5 and PB < 0.5. Instead, we can only conclude that at least
one of these probabilities is smaller than 0.5.
In conclusion, in a coordination problem where Act Consequentialism permits two agents with two alternative actions to bring about a suboptimal Nashequilibrium, it cannot be true that both agents are equally or more likely to
perform the cooperative rather than the non-cooperative action. It follows
that at least one of the agents must be more likely to be non-cooperative than
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cooperative.
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