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Abstract 
 

Robotics has been the subject of academic study from as early as 1948.  For much of this time, 
study has focused on very specific applications in very well controlled environments. For 
example, the first commercial robots (1961) were introduced in order to improve the efficiency of 
production lines.  The tasks undertaken by these robots were simple, and all that was required of a 
control algorithm was speed, repetitiveness and reliability in these environments. 

Now however, robots are being used to move around autonomously in increasingly unpredictable 
environments, and the need for robotic control algorithms that can successfully react to such 
conditions is ever increasing. In addition to this there is an ever-increasing array of robots 
available, the control algorithms for which are often incompatible.  This can result in extensive 
redesign and large sections of code being re-written for use on different architectures. 

The thesis presented here is that a new generic approach can be created that provides robust high 
quality smooth paths and time-optimal path tracking to substantially increase applicability and 
efficiency of autonomous motion plans. 

The control system developed to support this thesis is capable of producing high quality smooth 
paths, and following these paths to a high level of accuracy in a robust and near time-optimal 
manner.  The system can control a variety of robots in environments that contain 2D obstacles of 
various shapes and sizes.  The system is also resilient to sensor error, spatial drift, and wheel-slip. 

In achieving the above, this system provides previously unavailable functionality by generically 
creating and tracking high quality paths so that only minor and clear adjustments are required 
between different robots and also be being capable of operating in environments that contain high 
levels of perturbation. 

The system is comprised of five separate novel component algorithms in order to cater for five 
different motion challenges facing modern robots.  Each algorithm provides guaranteed 
functionality that has previously been unavailable in respect to its challenges.  The challenges are: 
high quality smooth movement to reach n-dimensional goals in regions without obstacles, the 
navigation of 2D obstacles with guaranteed completeness, high quality smooth movement for 
ground robots carrying out 2D obstacle navigation, near time-optimal path tracking, and finally, 
effective wheel-slip detection and compensation.  In meeting these challenges the algorithms have 
tackled adherence to non-holonomic constraints, applicability to a wide range of robots and tasks, 
fast real-time creation of paths and controls, sensor error compensation, and compensation for 
perturbation. 

This thesis presents each of the above algorithms individually.  It is shown that existing methods 
are unable to produce the results provided by this thesis, before detailing the operation of each 
algorithm.  The methodology employed is varied in accordance with each of the five core 
challenges.  However, a common element of methodology throughout the thesis is that of gradient 
descent within a new type of potential field, which is dynamic and capable of the simultaneous 
creation of high-quality paths and the controls required to execute them.  By relating global to 
local considerations through subgoals, this methodology (combined with other elements) is shown 
to be fully capable of achieving the aims of the thesis. 

It is concluded that the produced system represents a novel and significant contribution as there is 
no other system (to the author’s knowledge) that provides all of the functionality given.  For each 
component algorithm there are many control systems that provide one or more of its features, but 
none that are capable of all of the features.  Applications for this work are wide ranging as it is 
comprised of five component algorithms each applicable in their own right.  For example, high 
quality smooth paths may be created and followed in any dimensionality of space if time 
optimality and obstacle avoidance are not required.  Broadly speaking, and in summary, 
applications are to ground-based robotics in the areas of smooth path planning, time optimal 
travel, and compensation for unpredictable perturbation. 
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Chapter 1 – Introduction 

1.1 Chapter Overview 
This chapter forms an introduction to the thesis.  As such, it will first introduce the motivation 
for the thesis followed by its objectives.  Next the contribution provided by achieving the 
outlined objectives is described.  The penultimate section outlines the structure of the thesis, 
and finally the publications produced during the thesis are given. 

1.2 Motivation 
Autonomous mobile robots are being used with increased frequency in more and more areas.  
Examples include unmanned aircraft and bomb disposal robots used by the military to reduce 
risk to personnel, automated vacuum cleaners to reduce workload in the home, and planetary 
rovers for exploring mars.  This increase in the use of mobile robots is only possible due to 
the research conducted in the field of autonomous mobile robotics.  The work detailed in this 
thesis aims to further this research in order to expand on the existing capabilities of 
autonomous robots. 
 
Whilst the examples of military robots, household cleaner drones, and planetary rovers may 
seem very different, one element that they all have in common is the need for a robust 
navigation algorithm.  In fact, robust navigation is an aspect that is common to all mobile 
robots used outside of well-defined environments.  An algorithm that acts in an environment 
that is not well known must be robust in order to cope with any unpredictable changes that 
may be present.   
 
In addition to the ability to robustly navigate between locations, the ability to move in a given 
manner is also useful.  A manner of movement that is desirable for a wide range of robots is 
the ability to move smoothly.  This desirability is because smooth movement allows greater 
conservation of momentum, which is to say that it requires less energy to change the direction 
in which a robot is moving by a small amount than a large amount.  Therefore conserving 
momentum allows the conservation of energy.  Smooth paths can also allow an increase in the 
speed at which a robot may travel as a robot has to slow down in order to achieve tight 
corners more than it does for gentle turns.  Smooth movement by its very nature adjusts the 
direction in which a robot moves gradually and does not contain sharp changes in direction.  
Undulatory smooth movement in particular has the additional property of not including any 
changes in direction that are not necessary for a robot to reach its goal location.  A common 
example of an unnecessary direction change is a loop in a path.  
 
In addition to smooth movement it is also desirable to be able to re-plan paths quickly.  This 
desire stems from the unpredictable and changing nature of real world environments and to 
allow real-time execution of tasks at speed.  Examples of unpredictable changes in an 
environment are the detection of previously unknown obstacles, a change in travel surface 
conditions (loss of grip), or the development of winds that blow the robot off course.  An 
algorithm that cannot quickly re-plan paths cannot quickly adapt paths to changes in the 
environment, and may not be able to achieve its given task, hence it is desirable to be able to 
re-plan paths quickly.  Historically one way around this issue has been to bring the robot to a 
halt, as stopping the robot allows for the time required in planning a new path to account for 
changes in the environment.  However it is clearly more desirable to be able to quickly re-
plan a path so that the robot need not come to a halt and can instead continue with its 
navigation unhindered and at speed. 
 
A third desirable quality for robotic control algorithms is that of time-optimal movement.  
This is to say that optimal speed may be required of a robot.  Speed of navigation is valued as 
speed often represents efficiency in that the quicker a task may be completed, the more tasks 
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may be undertaken in a given time period.  A commercial example is that a premium is often 
paid for services that can achieve a task within a shorter time. 
 
The final desirable quality discussed here for robotic control algorithms is genericity.  
Genericity here means the applicability of a robot control algorithm to a wide range of robots 
for a wide range of navigation tasks with minimal changes required to the original algorithm.  
The desirability of genericity increases with the number of robots that could potentially 
benefit from the capabilities given by an algorithm.  As has been detailed above, the qualities 
of smoothness, adaptability through quick re-planning, and time optimality are widely 
applicable to mobile robots in the real world.  Therefore, genericity is also desirable in an 
algorithm that is capable of providing these qualities to enable it to be used as widely as 
possible. 
 
It is the above desirable qualities that this thesis attempts to embody.  The motivation for this 
thesis is the widely applicable and desirable nature of these qualities in a world where 
robotics are at the forefront of development and progress in many areas of life.  Given this 
motivation, the following section defines the specific objectives of this thesis.  

1.3 Thesis Objectives 
Given the motivation for the thesis described in the previous section, the objectives follow in 
a straightforward manner.  The objectives of this thesis are:  
 
1. To provide undulatory smooth, low curvature paths 
2. To provide resistance to drift from sources of:  

a. Side wind style disturbances  
b. Sensor errors  
c. Errors in control execution 
d. Wheel-slip  

3. To allow navigation of obstacles 
4. To provide near time-optimal following of a path 
5. To allow quick re-planning of paths (never more than a second) 
6. To allow quick response times for the following of paths (never more than 0.05 seconds) 
7. To allow application to a wide range of robots and navigation spaces 
 
The times mentioned above relate to running an algorithm encoded in Java 7 on an Intel Core 
Duo 1.8Ghz machine with 2GB ram (as this is the programming language and machine used 
throughout this thesis). 
 
The objectives outlined above represent a large challenge, as well as a number of individually 
desirable components.  In order to allow the individual application of these components, five 
separate algorithms are developed, each of which contribute to the achievement of some of 
the objectives and when used together meet all of them.  Each of these five algorithms 
represents a contribution to the field of robotics on their own, and is suitable for use with 
algorithms other than those given here.   

1.4 Contributions 
This thesis makes contributions to two areas of mobile robotics, these are path planning and 
path tracking.  Path planning concerns the creation of a path to be followed, and path tracking 
corresponds to following this path. 
 
The contributions made to the area of path planning are the presence of four key qualities in a 
single method.  These qualities are: genericity, completeness, undulatory smooth low 
curvature paths, and quick re-planning.  Completeness here means that, if it is possible to find 
a path from one state to another, then this algorithm will find a path.  All other qualities have 
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been defined previously.  Whilst individually available, these qualities have not been found 
(by the author) to all be present in any one pre-existing algorithm.  In addition, the research 
conducted by this author leads to the conclusion that it would be difficult if not impossible for 
any existing method to be developed in order to achieve these aims (excepting large increases 
in computational power). The overall result of these qualities is the ability to smoothly 
navigate a robot from one state to another in an environment that may contain 2D obstacles, 
whilst catering for side wind style drift as well as both control execution and sensor errors. 
 
A contribution made to the area of path tracking is the use of lookup tables.  These tables 
enable quick calculation of a near time optimal speed for the robot to travel at accounting for 
an individual robot’s dynamics.  Dynamics here refers to a robot’s acc/deceleration, speed of 
steering adjustment and speed at which given curvatures may be executed without wheel slip.  
The algorithm also allows the updating of the calculated speed to maintain feasibility in the 
face of drift.  In addition, the algorithm does not use a torque-based model, and as such 
requires less data regarding the specific robot in order to function.  [A torque-based model 
requires information regarding the mass of each component within the robot, and how each 
actuator is linked to each part of the robot, as well as the forces that the actuators are able to 
exert on these linkages.]  It is also seen as advantageous that the developed method is able to 
calculate both the near time-optimal speed, and the controls required to execute it, removing 
the need for a separate path tracker (compared to some existing algorithms).  Note that the 
method described here claims only near time-optimality whereas other methods have claimed 
time-optimality.  This is because the method described here deals with unpredictable drift, 
which (as far as is known) has not been dealt with in existing methods.  In the face of this 
unpredictable drift, it is impossible for any method to retain full time-optimality.  This 
impossibility stems from the fact that drift is likely to move the robot in a sub-optimal way 
and it is impossible to completely counter an unpredictable direction and magnitude of drift 
before it occurs. 
 
A contribution made to the movement of ground robots in general is the combination of 
wheel-slip prediction and reaction to changes in slip resulting from any changes to the travel 
surface.  It is important to note that only basic sensors giving the robot’s location and 
heading, and the movement of the steering and driving wheels, together with a forward 
kinematics model are used.  [A forward kinematics model predicts the movements of a 
particular robot given an initial robot state and the controls to be executed.]  In addition to 
this, the algorithm is path independent, which is to say that the algorithm is based solely on 
the robot itself and the travel surface.  This independence contrasts with some existing 
methods that require knowledge of the whole of the robot’s designated route and therefore 
cannot be used when there is no designated route.  Finally, the algorithm is also capable of 
calculating drift that has occurred due to non wheel-slip sources, although no 
recommendations are produced for the avoidance of this drift.  The reason that no 
recommendations are produced is that the course of action taken by existing algorithms is still 
applicable. 

1.5 Thesis Structure 
The structure of the thesis is as follows. 
 
Chapter 2 provides background information in mobile robotics and defines the key concepts 
used. 
 
As mentioned in the previous section, the contributions made by this thesis may be grouped 
into path planning and path tracking contributions.  Chapters 3 through 5 progressively build 
up the contributions made to the area of path planning, while chapters 6&7 provide the 
contributions made to the area of path tracking. 
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Chapter 3 details the development of the first algorithm that provides undulatory smooth, drift 
resistant travel in generic spaces that do not contain obstacles.  Chapter 4 develops an 
algorithm for 2D (x,y) only navigation, where x denotes east to west travel, and y denotes 
south to north travel.  Chapter 4 provides less smooth travel than that detailed in chapter 3, 
but allows for obstacles, which may be present in the travel environment and provides a 
resistance to sensor errors.  Finally chapter 5 combines chapters 3&4 to allow navigation of 
generic spaces, which may contain (x,y) obstacles.  The algorithm in chapter 5 represents the 
best of both chapters 3&4 without their weaknesses. 
 
Chapter 6 details an algorithm that provides near time-optimal tracking of a path.  In doing so 
it accounts for the robot’s acceleration, top speed, and the maximum speed at which a given 
curvature may be executed.  The algorithm also allows the avoidance of wheel slip and its 
associated drift for a fixed travel surface.  Chapter 7 contrasts with chapters 3-6 in that the 
algorithm detailed does not control a robot but instead provides recommendations of limits in 
acc/deceleration and maximum speed for a given curvature.  Adherence to these (continually 
updated) limits allows wheel-slip to be avoided if the travel surface is varied, and the amount 
of friction available in any one environment is subject to change.  Combined with chapter 6 
chapter 7 would allow for near time-optimal travel on a varying travel surface (although this 
is not tested here). 
 
Chapter 8 concludes the thesis discussing the achievements made by each algorithm both 
individually and when combined.  This chapter also outlines further work that would allow 
improvement on the abilities of the algorithms discussed. 

1.6 Publications 
During the course of producing this thesis two conference papers have been published.  These 
papers relate to chapters 3&5 and references are shown below: 
 
Michael K. Weir, Jon P. Lewis, Matthew Bott: Enabling nonholonomic smoothness 
generically allowing for unpredictable drift. ICARCV 2008: 2072-2077 
 
Michael K. Weir, Matthew Bott: High quality goal connection for nonholonomic obstacle 
navigation allowing for drift using dynamic potential fields. ICRA 2010: 3221-3226 
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Chapter 2 – Background 

2.1 Chapter Overview 
This chapter provides background on areas relevant to the thesis as a whole.  It is important 
that the reader understand these concepts before reading the remainder of the thesis.  The 
layout of this section is as follows.  
 
First a brief history of robotics and applications for autonomous robots in the modern world is 
given to introduce the wide-ranging area of research that is mobile robot navigation.   
 
Secondly a comparison is provided between the two main forms of navigation algorithm, path 
planning and path tracking.  Path planning consists of creating a path for the robot to follow, 
which may or may not include the creation of controls that allow the robot to follow the 
created path.  Path tracking consists of following a given path, this either consists of creating 
controls required to follow the given path, or the alteration of pre-existing controls to account 
for unexpected perturbation.     
 
Thirdly the factors that affect the design of a robotic motion-planning algorithm are given.  
Examples of these factors include the data available, the criteria for success, and the speed at 
which the algorithm must complete its task.     
 
Fourth is an introduction to robot kinematics and dynamics.  Kinematics and dynamics affect 
the way in which a robot is modelled, with kinematics forming a simpler model, and 
dynamics relating to a more complex model.  Dynamics covers the more complex dynamic 
variables aspects of the robots motion such as robot momentum and acceleration as opposed 
to kinematic variables for example an x,y location.   
 
The fifth item discussed is the holonomic or non-holonomic constraints that a robot may be 
subject to.  In brief, holonomic constraints are positional, for example a physical obstacle, 
where any paths that do not collide with this obstacle may be taken through the environment.  
In contrast, non-holonomic constraints are non-positional i.e. act throughout an environment.  
For example a car-like robot cannot move sideways.  Robots that are subject to non-
holonomic constraints pose a more complicated control problem than those subject only to 
holonomic constraints as their movements are more restricted.  Non-holonomic constraints 
are present in every chapter of this thesis and therefore a grasp of the difficulties posed is vital 
to the understanding of this document.   
 
The sixth topic covered is the definition of smoothness and genericity.  These are important 
concepts for the thesis that are used throughout, but take on different meanings within the 
research community, and therefore require definition here. 
 
The seventh topic covered is that of drift.  Drift is the general name given to any perturbation 
in the robot’s movements (from those expected).  This section will detail the different forms 
of drift that exist, and identify those which will be tackled over the course of this thesis.   
 
The penultimate topic is an introduction to two popular kinds of control algorithm; these are 
gradient descent and rapidly exploring random trees (RRT’s).  Gradient descent is the basis of 
all algorithms in this thesis, whilst RRT’s are used as a benchmarking algorithm to show the 
effectiveness of the methods developed and presented here relative to a popular approach.   
 
The final section is a summary of the information given. 
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2.2 A Brief History Of Autonomous Robotics 
Autonomous robotics refers to the area of research surrounding robots that are capable of 
autonomous movement, and are capable of executing more than one task.  Therefore a 
vending machine, whilst it contains moving mechanical parts, and is able to perform more 
than one task does not constitute an autonomous robot.  In contrast, a robotic arm does 
constitute an autonomous robot, as it is able to perform a wide range of tasks and movements 
without human intervention. 
 
Autonomous robots began (outside of research centres) in 1961 as robot arms [78]; these were 
programmed by a human operator and used to perform tasks that the human operator was 
either unable, unwilling or less efficient to perform.  Such robots were used in heavily 
structured environments and for largely repetitive movements such as factory production 
lines. 
 
The next large step (outside of research centers) was in 1969 and consisted of automated 
lawnmower robots that were capable of autonomous movement beyond a fixed base [1].  
These robots also began to function in environments that were more varied, and unpredictable 
than those previously seen in factory settings.  In order to control these robots, more 
sophisticated control algorithms were required and thus the mobile robotic control algorithm 
was born. 
 
The modern control algorithm has two main objectives at heart, the first of these is robot (and 
if relevant human) safety, this means that the robot must be controlled in a manner that does 
not cause it to come to harm.  Harm may come from a variety of sources such as collision 
with obstacles, or internal damage due to pushing motors beyond their recommended 
operational zones.  The second is the achievement of a task, (e.g. navigation from one point to 
another). 

2.3 Path Tracking and Path Planning 
There are two main forms of navigation algorithm, these are path planning and path tracking.  
The two forms have their relative strengths and weaknesses and are used in different 
circumstances depending on which is better suited.  This section will introduce the two forms 
of algorithm, and provide a comparison of the two highlighting the circumstances to which 
each is suited. 

2.3.1 Path Tracking 
Path tracking, as the name suggests consists of tracking an established path.  Path tracking 
algorithms assume that the established path is be provided by another algorithm.   
 
The primary aim of a path-tracking algorithm is to track a given path within as given level of 
accuracy [62].  It is important to note that the level of accuracy within which a path may be 
tracked will be dependant on the feasibility of the provided path.  It should also be noted that 
whilst a path may be feasible when presented it may become infeasible due to changing 
environmental conditions.  This may mean that it is impossible for the path tracker to re-join 
the path and arrive at its end.   
 
Secondary aims may include travelling at a desired or optimum speed [109], or minimising 
energy used [110]. 
 
Path tracking algorithms are typically used in environments that are subject to some form of 
drift [106].  This means that a pre-defined set of controls is unlikely to succeed in allowing a 
robot to navigate a path.  Due to this a path tracker is required in order to dynamically update 
the robot’s control inputs to allow the desired path to be followed.  
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Path trackers are able to update the controls used in following the path at a high rate (relative 
to path planners) as they need only produce controls relating to the next section of the path at 
any one point.  This high rate is key in the achievement of path tracking to high levels of 
precision as it allows new sources of drift to be identified and countered quickly before they 
are able to affect the path tracking to a large degree. 
 
As robot controls can be updated frequently, and move the robot only a short distance along 
the path before controls are re-calculated [74], a high degree of flexibility is provided.  This 
flexibility stems from the fact that any one set of controls are applied for a short time only, 
therefore if a particular linear movement results, then this will only occur for a short time.  
This flexibility is key in path tracking as a large number of rapidly changing linear moves is 
able to approximate a path of any shape. 

2.3.2 Path Planning 
Path planning (as the name suggests) refers to planning a path in configuration space.  A path 
planner may or may not provide the controls required to follow the planned path.  
 
The primary aim of a path planner is to connect two states, these states are usually a set of co-
ordinates that define a point in Cartesian space [125], but other variables such as an end 
orientation [47], speed [44], or curvature [77] may also be included.  Secondary aims for path 
planners regard factors such as the shape [66], length [100], or speed profile [108] of the path 
connecting the two states. 
 
As a path planner creates an entire path between two states, the fast response time found in 
path tracking algorithms is not typically present.  If used in an environment that is subject to 
varying levels of perturbation, or contains obstacles the location of which is unknown a-priori 
then a path planner may be used in a sequence of plan and execute stages [32].  These 
interleaved stages allow movement to be made, the observation of changes in the known 
environment, and the re-creation of a plan accounting for these changes.  These interleaved 
plan and execute cycles continue until the destination state is reached. 
 
The number of path segments required to produce a complete plan varies depending on the 
specific path planner used, and the nature of the path segments used.  Some path planners use 
a combination of a small fixed number of small fixed path segments, these planners require a 
large number of segments in order to form a path [59].  Other path planners use a small 
number of variable path segments  (in some cases just 1 [77]).  Any and all combinations of 
the above are also possible. 

2.3.3 Suitability Comparison (Planning vs. Tracking) 
The previous sub sections have outlined the operation of path planners and path trackers, this 
sub-section provides a comparison of the two, and highlights the different applications for 
which each is used.  Finally a feature table is given to provide a side-by-side summary of the 
methods. 
 
The key factor in deciding whether a path planner or a path tracker should be used (whilst the 
robot is in motion) is the level of predictability within the environment.  If it is possible that a 
path that is planned a priori may become infeasible as the robot progresses then a path planner 
must be used.  An example of this is unknown obstacles within the environment, if such 
obstacles are present, then some degree of path planning will be required in order to construct 
a path around an obstructive obstacle. 
 
If a path may be assumed feasible once created, but high levels of randomly varying 
perturbation exist within the environment, then a path tracker is better suited than a path 
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planner.  This is due to the high frequency or control updates that are possible by use of a path 
tracker.  This high frequency of updates allows better following of a planned path than that 
possible by updating the path to account for perturbation changes at a lower rate as the data 
used in calculating controls is more accurate. 
 
The relative ability and suitability of path planners and path trackers are given in Table I 
below. 
 

Table I - Relative Abilities of Path Trackers & Planners 
Ability/Suitable Environment Path Tracker Path Planner 
Rapid control update !  
Perturbation resistance ! ! 
Path quality control  ! 
Path speed control ! ! 
Single step planning !  
Multi step planning ! ! 
Accommodation of unknown obstacles  ! 
Highly unpredictable rapidly varying amounts of drift !  
Path may be rendered impossible to follow  ! 
Dynamic goal location  ! 

 
In real life scenarios it can sometimes be best to combine path trackers and path planners for 
example work by Takiguchi and Hallam [105].  Here combining the two allows for all of the 
strengths of each, a global path planner provides a plan accounting for global issues i.e. 
obstacles, whilst a path tracker ensures that the created plans are followed to a high degree of 
accuracy.  An extension to this that would further capitalise on the strengths of both is that the 
global path planner could re-plan if new obstacles are detected, or a new goal location was 
received. 

2.4 Algorithm Design Considerations 
When constructing an algorithm for the control of autonomous robots, a variety of factors 
must be taken into consideration.  These factors shape the algorithm and define its acceptable 
operational limits.  The main factors to be considered are: 
 
1. What must the algorithm achieve? I.e. what are the criteria for success 
 
2. What data are available in order to allow the success of the algorithm? I.e. how much 

information regarding the robot and its environment may be accessed by the algorithm 
 
3. What computational power is available? I.e. must the algorithm limit the amount of 

memory it uses, or processor speed that it requires to function. 
 
It is often the case that not all of these factors are specified by the task undertaken, however 
they must all be considered carefully, and stated as assumptions when describing an algorithm 
to ensure that any potential users are aware of any limitations and requirements. 
 
Each of these factors will now be discussed in detail below.  Also included is how these 
factors have affected the development of the algorithms on which this thesis is based.
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2.4.1 Success Criteria 
In robotics success criteria are many and varied.  However, popular criteria include: 
 
1. Reaching a target location in space [125]. 
2. Maintaining a target speed [93]. 
3. Travelling towards a target in a particular manner, is known as path quality and may 

include: 
a. Minimising distance travelled [100] 
b. Conserving power consumed [113] 
c. Smoothing the motions of the robot [66] 
d. Forwards only motion [73] 

4. The avoidance of physical obstacles [32] 
5. The adherence to control limits, for instance joint limitations or prescribed minimum 

turning circles [99] 
6. Resistance to sensor errors [97] 
7. Resistance to drift [109] 
8. Low computational cost [77] 
9. Variety of robots controlled [104] 
10. Variety of tasks possible [104] 
 
The individual criteria used will relate to the robot to be controlled and the specific task to be 
undertaken.  
 
As has been mentioned previously (2.1) this thesis is comprised of 5 separate algorithms each 
with their own criteria for success.  However, there are two elements that are common to all, 
these are speed of control calculation, and applicability.  Speed at which controls are 
calculated is important as algorithms designed here are intended for use in real time and in 
changing environments; therefore it is crucial that each algorithm be capable of updating its 
commands in real time if it is to be able to perform its task.  Applicability is important 
because an algorithm that may be used on a wide range of robots is more useful to the 
community as a whole.  To achieve this wide applicability, the algorithms detailed in this 
thesis are designed in such a manner that robot specific information relied upon is kept to a 
minimum (that is always available), and controls are produced in a manner that can be applied 
to any robot. 

2.4.2 Available Data 
When an algorithm controls a robot, it requires certain information regarding the robot and 
the environment in which it is placed.  Information is also required regarding the task that the 
algorithm is required to perform.  However the amount of information that is available may 
vary from task to task, robot to robot, and environment to environment.  Therefore an 
algorithm that uses the least amount of and most readily available information has the highest 
chance of being usable for a randomly chosen robot and environment.  
 
For simplicity, available data is classified here as full or limited, these categories are 
commented upon below for the environment, robot and task: 
 
Area Full Limited 
Environment If full knowledge of the environment is 

available, the locations of all obstacles 
are known, as is the available friction 
at each point, the angle of any slopes, 
and any wind or other disturbances 
that may be present.  Full knowledge 

When only some knowledge is 
available, additional information 
may be derived. Examples include 
deriving the direction of a wind 
from the effect on the robots 
movement [73].  Or deducing 
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extends to any time varying factors 
such as moving obstacles, or varying 
wind conditions. 
 
Full environmental knowledge is 
available in environments as that may 
be easily controlled. 
 
 
Using full environmental knowledge 
an algorithm can safely plan all 
movements offline and it is also safe to 
assume that the path created may be 
followed without interference from the 
environment [106].  Note that this only 
holds providing that no unknown 
variables are introduced by the robot 
or task.   

direction in which an obstacle is 
moving from a series of snapshots 
of its location. 
 
Some but not all environmental 
knowledge is commonly available 
where aspects of the environment 
are unspecified and uncontrolled 
 
When limited information is 
available, the algorithm must be 
able to react quickly to any new 
information received and update any 
planned movements if collisions are 
to be avoided and the robot is to 
successfully complete its task. 

Robot For full knowledge of a robot the 
weight and size of every component 
must be known as well as the 
interactions between each part.  The 
robot must also be very reliable to 
ensure that these values hold over 
time. 
 
Examples where full robot knowledge 
may be available include moon rovers 
[29], space satellites, or deep-sea 
exploration vehicles.  These robots are 
expensive, and the tasks set are also 
highly specialised.  The large 
expenditure upon the robot allows the 
creation of a highly specific and 
custom-made algorithm. 
 
 
Full knowledge of the robot means that 
a detailed model may be created, and 
all robot movements may be accurately 
predicted.  Note that this prediction 
will only hold if there are no unknown 
environmental or task factors. 

An example of limited robot 
knowledge is that only the radius of 
the robot is and its movements 
under slow moving conditions are 
known. 
 
 
 
Limited knowledge of a robot is 
likely to occur in two situations; the 
first of these is that the robot is built 
with low tolerances on its internal 
parts.  The second is that a variety 
of robots are to be controlled by the 
algorithm, and information 
regarding these is not known at the 
time at which the algorithm is 
created. 
 
Limited knowledge of the robot to 
be controlled means that the 
algorithm must be ready to react to 
unknown behaviour.  In some cases 
learning may be required in order to 
discover the robots abilities. 

Robot state  An example of full robot state 
knowledge is if a robot navigating 
from a to b in x,y space, accurately 
knows the location of the both itself 
and the goal at all times [62]. 
 
 
Full robot state knowledge is likely to 
occur in controlled environments, as 
these cases allow full monitoring to be 
formed.   
 

An example of limited robot state 
knowledge is that, when travelling 
from a to b in (x,y) space, the robot 
is only aware the direction in which 
the goal state lies, and not its full 
relative location (i.e. distance) [71]. 
 
Limited knowledge occurs when 
sensors are limited or readings 
contain error meaning that received 
data is inaccurate.  Sensor error 
usually occurs in uncontrolled 
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Full task knowledge allows the 
algorithm to rely on the information it 
is given, and does not require any extra 
processing of data. 

environments. 
 
Limited sensing abilities, require the 
robot to deduce extra information 
required.  For example determining 
the location of the goal by 
triangulation. 

 
It can be seen from the above descriptions that limited knowledge is available in uncontrolled 
environments and for cheaper robots with a small number of low-tech sensors, and lower 
build quality.  It can also be deduced that it is never realistically possible for full knowledge 
of all factors to occur [87]. 
 
As mentioned previously, the algorithms described in this document aim to be applicable to a 
wide range of robots due to taking a generic approach.  A generic approach is necessary for 
low tech, limited sensors, and potentially large amounts of error must be accommodated.  In 
addition it will not be assumed that any knowledge of the environment is available that cannot 
be gained via these simple sensors.  The end result of these factors is that the algorithms 
developed need to be highly adaptive and quick to react to changing environments when 
sensor data is updated. 

2.4.3 Computational Power 
Computational power may be defined as the amount of processor power, parallel computation 
abilities (number of code segments that may be run simultaneously) and memory that is 
available to an algorithm. 
 
The amount of computational power that is available to an algorithm defines an upper limit of 
how complex it is able to be, and how sophisticated its methods need to be to avoid long and 
drawn out calculations (e.g. searching for a path by brute force). 
 
The availability of computational power is closely linked to the speed at which an algorithm 
is required to produce a solution to a given task.  This is because, if an unlimited amount of 
time is available, then even modest computational power is sufficient, whereas if fast updates 
to a plan are required, then computational requirements become important. 
 
Computational power is likely to be limited in the case of small (e.g. khepera II circular 5cm 
diameter) robots that need to carry their own batteries, processors, and memory [46].  Such 
robots are unlikely to be able to carry large amounts of memory, or sufficient battery power to 
allow the use of a conventional computers processor.  Another example whereby 
computational power is scarce is where robots must operate for a long time with a finite or 
slowly replaced power supply. 
 
Cases whereby computational power is less limited are larger robots [30] that are able to carry 
conventional computers, or robots which have a reliable link to a host computer which is able 
to run the algorithm [62].   
 
The algorithms detailed in this thesis will assume that a conventional computer is available on 
which to run the algorithm.  The specifications of this computer are a 1.8GHz Intel Core Duo 
processor, with 2GB ram, and the programming language used is Java 7.  Java is used simply 
as it is sufficient for the ideals of the thesis, and the author was already proficient in its use. 

2.5 Kinematic and Dynamic Modelling 
Kinematics and dynamics are models from which a robot’s movement may be predicted [45].  
Kinematics are time independent and purely location based, and a given set of controls will 
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result in the same predicted movement from a kinematic model regardless of the speed, 
position, or any other variables in the robot’s state.  Dynamic models require either a larger 
number of inputs [45], or a more detailed description of the robot state [129].  Dynamic 
models produce a more accurate prediction of the robots movements resulting from a given 
set of controls (if dynamic effects are present) [104].  This increase in accuracy results from a 
dynamic model’s incorporation of time varying factors such as robot momentum and the 
shifting of a robots weight on its suspension as it rounds a corner [129]. 
 
As a kinematic model is more basic than a dynamic one, it is easier to obtain for any given 
robot [61].  In addition for some scenarios the dynamic models are not necessary as dynamic 
effects are not present [45].  Dynamic effects may also be accounted for in ways other than 
the use of an explicit model of the robot’s dynamics.  Such a method observes the robots 
behaviour and incorporates this information into a kinematic model.  In this manner a 
dynamically updated kinematic model is capable of mimicking a model of robot dynamics 
[45]. 
 
A model of dynamics is likely to be used where dynamic effects are present and a large 
amount of robot specific information is available, this is because a dynamic model is better 
able to predict the motions of the robot, but requires this information in order to be created.  A 
kinematic model is used in situations whereby robot dynamics are insignificant, or 
information is unavailable with which to create a model of the robot’s dynamics. 
 
During this thesis both kinematic and dynamically updated kinematic models will be used 
depending on the chapter and therefore the task being undertaken. 

2.5.1 Forward and Inverse Kinematic Models 
There are two types of kinematic model, these are forward and inverse.   
 
Forward kinematic models take inputs of robot controls and predict the movements of the 
robot following the execution of said controls [25].  Therefore if a path is produced using a 
forward kinematic model, and the model is accurate, then both the controls and the path may 
be produced simultaneously, and the path may be guaranteed to be feasible [73]. 
 
Inverse kinematics, as the name suggests do the opposite of forward kinematics.  Inverse 
kinematic models take inputs of a desired robot movement or end location and give outputs of 
the required controls to move the robot in the desired way [25]. 
 
Forward kinematic models are more readily available for a wide variety of robots than inverse 
kinematics.  In fact for some robots or path qualities it may be impossible to produce an 
inverse kinematics model.  Whether or not it is possible to produce an inverse kinematics 
model depends on the complexity of the desired movement and robot.  A model may be 
produced for a simple movement such as an arc of constant curvature for a simple robot such 
as a differential drive or car-like robot.  However for a more complex path or robot this is not 
possible [25]. 
 
During this thesis only forward kinematic models will be used as this allows use with a wide 
variety of robots and thus forms an important part of the generic approach taken. 

2.6 Holonomic and Non-holonomic Constraints 
Holonomic and non-holonomic constraints affect the way in which a robot may move.  
Holonomic constraints are positional, and therefore related to the environment in which the 
robot is placed.  Examples of holonomic constraints are a static goal location in x,y space, or 
obstacles.  Non-holonomic constraints are non-positional and relate to the robot itself.  
Examples of non-holonomic constraints are that a car-like robot may not move sideways, and 
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has a limited acceleration.  Non-holonomic constraints may be said to be present when a robot 
is under actuated i.e. has less control inputs than it does degrees of freedom.  An example of 
an under actuated robot is a car-like robot that has two inputs (accelerator and steering wheel) 
and 3 outputs ((x, y) location and orientation) [18]. 
 
Non-holonomic constraints are more difficult to accommodate as they affect the paths that the 
robot may follow over the whole of the environment. In contrast, holonomic constraints 
simply require the robot to avoid certain areas. 
 
An important distinction between non-holonomic and holonomic constraints are that 
holonomic constraints may be described in terms of the environment alone, however non-
holonomic constraints may only be described in terms of a pairing of the robot and its 
environment.  The key distinction is the space in which a robot is said to move within the 
environment (known as a configuration space).  Examples include x and y space, and x, y, 
and orientation space where paths are also produced for the robot’s orientation (the direction 
in which it faces). 
 
For instance, a differential drive robot can only move in the direction that it is facing, 
therefore if the space in which it moves is comprised of x, y, and orientation then it cannot 
follow any path in this space.  The available paths are those which have an orientation that is 
consistent with the direction moved in x, and y.  As constraints exist on the paths that maybe 
followed, the robot is non-holonomic in x, y and orientation space.  However, if the space 
moved in is x, y only, then the differential drive robot may follow any path as it is able to spin 
on the spot.  Therefore the differential drive robot is holonomic in x, y space.  In contrast, a 
car-like robot has a minimum turning circle, and therefore cannot follow any path in x, y 
space, and is therefore non-holonomic in this space.  The robot- space pairings and the 
constraints attached are summarised in Table II below. 
 

Table II 
Robot-Space Pairings & Constraints 

Robot Space Non-holonomic? 
Differential Drive x, y, and orientation Yes 
Differential Drive x and y No 

Car-like x and y Yes 
 
The fact that a robot-space pairing is required to define the presence of non-holonomic 
constraints means that it is important how a method is able to cater for a particular robot’s 
non-holonomic constraints in a particular configuration space.  How an algorithm caters for 
particular constraints will affect its ability to counter non-holonomic constraints in general.  
An example of this is that a car-like robot is non-holonomic in (x,y) space due to its minimum 
turning circle, and this may be catered for in a basic manner by ensuring that the robot does 
not turn tightly.  However, not all non-holonomic constraints may be catered for this easily, 
for example if the a car-like robot is operating in x, y, and orientation space (i.e. its goal 
incorporates a given orientation as well as a point in (x,y) space).  In this case defining the 
lines which may be taken through x, y, and orientation space is much more difficult. 
 
If an algorithm is to control a variety of robots in environments where non-holonomic 
constraints apply, then it is necessary to have a generic way of catering for these constraints.   
 
There are two commonly used methods for creating a path for a robot to follow.  The first is 
to create a path via geometry, the second is to use a kinematic or dynamic model of the robot.  
When using a geometric method unless the geometric building blocks used are feasible then it 
is impossible to ensure that the paths chosen through the space are compatible with a robot’s 
non-holonomic constraints for this space [125].  Due to this impossibility, a secondary step is 
required to morph the created path into adherence with the non-holonomic constraints [125].  
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This is not the case when using a kinematic model to describe the path to be taken, as this 
model describes movements that the robot is capable of taking, therefore its usage inherently 
caters for any present constraints. 
 
The algorithms detailed in this thesis make use of forward kinematic models whenever a path 
is to be created for a robot that has (kinematic) non-holonomic constraints other than that of a 
minimum turning circle.  It is this usage that lends generic applicability to the algorithms 
described. 

2.7 Smoothness and Genericity 
Smoothness and genericity are two properties that are ill defined in the research community, 
meaning different things to different people.  As these terms are both present in large portions 
of this thesis, definitions of both are provided here. 

2.7.1 Smoothness 
Smoothness of the path executed is a property that is desired for all navigation planners 
within this thesis.  Smoothness is defined in this section, as there are different types of 
smoothness that are aimed for in robotics, and therefore it is necessary to define those aimed 
for here. 
 
The smoothness aimed for in this thesis is low curvature, undulatory smoothness.  Low 
curvature smoothness means that the curvature of the segments of the path are minimised. 
Figure 1 (below) shows two paths, path A (left) is of high curvature, whilst path B (right) is of 
lower curvature, therefore path B is preferable to path A. 
 
 
 
 
 
 
 
 
 
 
Figure 1  Examples of high (A) and low (B) curvature paths. 
 
Undulatory smoothness means that no unnecessary loops, kinks, or changes in curvature sign 
(left or right turns) are present in the path.  The diagram below (Figure 2 ) shows an 
undulatory smooth path, connecting the same two states as are shown the diagram above 
(Figure 1 ) where the connecting paths are undulatory unsmooth. 
 
 
 
 
 
 
 
 
 
 
Figure 2  Low curvature and undulatory smooth path. 
 
This thesis uses one of two definitions of “unnecessary” dependent on the challenges faced in 
a particular chapter.  If obstacles are not present, then unnecessary means the inclusion of 

Segment joints 

A 
 

B 
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loops kinks, or changes in curvature sign are those that may be avoided in forming a path to 
connect two states.  If obstacles are present this is re-defined to mean if these features may be 
avoided whilst following the edge of an obstacle. 

2.7.2 Genericity 
Genericity is a property of algorithms that is aimed for to varying degrees for the whole of 
this thesis, and refers to level of change required to an algorithm’s code in order to handle a 
particular task or robot.  Genericity is useful as an algorithm that requires few changes to its 
code when changing between tasks and robots is easier to use on a wide range of robots and 
tasks. 
 
An algorithm with full genericity does not require any changes to be made to the code in 
order for a particular task to be completed or robot to be controlled.  This is infeasible here as 
it is not possible (by any existing algorithm known to the author) to generate (from scratch) 
robot specific data, such as kinematics or robot width, or the data provided by each sensor, 
nor is it possible for an algorithm to control a robot without this information.   
 
An algorithm with no genericity is one that is entirely specific to both a particular robot and 
task, and any changes to either of these require a complete re-write of all code.  It is clearly 
impractical to use such an algorithm in most real world applications, as it is likely that 
different tasks may need to be performed, and it may be desirable to use a single algorithm to 
control many different robots. 
 
As described above, full genericity is impossible to achieve, and zero genericity represents an 
algorithm that is of little use outside of well-defined production lines.  Therefore, the level of 
genericity achieved by the algorithms described in this thesis will be in between these two 
extremes and defined within each chapter.  The minimum level achieved is applicability to 
any ground-based robot; the maximum achieved is applicability to any robot for any 
navigation task in environments that do not contain obstacles.  In addition there are no 
carefully tuned calibration values used in any part of this thesis, as the presence of such 
values would obviously represent an approach that was not generic. 

2.8 Drift & Robustness 
Drift is a generic term the occurrence of which is defined here as the robot’s movements 
differing from those expected by an algorithms’ plan.  Drift has many causes, these may be 
internal to the robot, or external [87].  Internal errors may result from the actuators moving 
incorrectly, inaccuracies in the model describing the robot, or errors due to poorly calibrated 
sensors.  External error sources include side winds, slippage of the robots wheels on the travel 
surface, and sensor error due to materials in the environment undesirably reflecting, absorbing 
or delaying sensor rays. 
 
Drift is present in almost all real-world robotics in some form.  The algorithms described in 
this thesis all attempt to cater for drift in some form, and together cater for all forms of spatial 
drift. 
 
An overview of the different forms of drift defined here is given below (Figure 3 ) where an 
arrow depicts a sub-category. 
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Crosswind direction 

Desired path 

Actual path 
Increasing drift with distance travelled 

Initial state 

 
Figure 3  Figure showing the categories of drift, an arrow depicts a sub-category. 
 
Drift has two main varieties: spatial and temporal.  Spatial drift in a variable is proportional to 
the amount a variable is changed; therefore if there is no change in a variable there will be no 
drift in that variable.  Spatial drift may be visualised as the effect of a crosswind on a moving 
car. If the car has only moved a few meters, then it will only have been blown a small 
distance from its planned course. However over the course of a mile it will have suffered 
from a large deviation if no correction is applied (Figure 4 ).   
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 4  Diagram to illustrate the increase in the spatial drift experienced with distance travelled.  
 
There are two subsets within spatial drift, these are: “power-through” and “wheel-slip”. 
Power-through drift is drift whereby the correct response is to push harder (i.e. apply more 
power in order to resist the drift). A crosswind is an example of this kind of drift, as steering 
into the wind (i.e. applying more power in this direction) is the correct course of action to 
counteract it.  There are however types of spatial drift for which the correct response is not to 
apply more power.  An example of this is wheel spin as this is caused by excessive 
acceleration; therefore applying more acceleration is not the correct way to counter this drift. 
 
Temporal drift is related to the amount of time that has passed, therefore constant 
compensation is required to keep a variable at a constant value, regardless of whether or not 
the robot is trying to move.  Temporal drift may be visualised as the effect of a river current 
on a boat, the amount which the boat is moved downstream is not proportional to the amount 
of upstream movement attempted, and most importantly, if no controls are applied, then the 
boat will still move (Figure 5 ).   
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Figure 5  Illustration of temporal drift.  A boat will drift in a current by the same amount (per unit time), regardless of whether 

or not it has tried to move. 
 
Further to these 2 varieties of drift there are 2 classifications, predictable and unpredictable.  
Predictable drift follows a set pattern and therefore, with the correct anticipation it may be 
countered in full, whereas unpredictable drift contains random components and therefore can 
never be fully countered. 

2.8.1 Robustness 
The term robust has been used in the abstract and introduction to this thesis.  This section 
explains what it means to be robust, and how robustness may be tested for. 
 
For the purposes of this thesis Robustness means a resistance to drift.  It important to note that 
it is not necessary for an algorithm to be capable of performing as well in the face of drift as 
without it, nor is it necessary for an algorithm to be successful 100% of the time in order for it 
be labelled as robust.  It is therefore important to heed the phrasing of the definition given 
above.  Robustness is a resistance to drift, and not an immunity nor a complete counteraction. 
 
As robustness is a resistance to and not an immunity to drift, it is not a binary term, which is 
to say there are differing levels of robustness that an algorithm may achieve depending on the 
level of perturbation under which it can achieve its goals. 
 
All algorithms developed in this thesis will be demonstrated (via testing) to be robust.  The 
testing performed and the success rate achieved in the face of differing levels of perturbation 
will indicate the level of robustness. 

2.9 Gradient Descent and Rapidly Exploring Random Trees 
The previous sections have described the factors that must be accounted for, and difficulties 
that face an algorithm that attempts to control a mobile robot.  There are many forms of 
algorithm that control mobile robots, and two of the most popular are gradient descent 
methods [87] and rapidly exploring random trees (RRT’s) [59].  The algorithms described in 
this thesis make use of gradient descent methods, and RRT’s will be used in chapters 3 and 5 
to act as benchmarks to show the effectiveness of the algorithms detailed here. 
 
This section contains two sub-sections that will describe the general methods of gradient 
descent and RRT’s respectively. 

Initial state 

Desired path 

Actual path 

Drift 

Drift 

Moving robot No movement attempted 
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2.9.1 Gradient Descent 

2.9.1.1 Overview 
Gradient descent is a general method for guided search of a space in order to find a solution.   
 
Gradient descent may be imagined as a ball rolling down a hill.  If the ball is able to reach the 
bottom of the hill without becoming stuck then the descent is a success.  In this analogy the 
hill represents the potential or cost surface, and the horizontal projection of the ball represents 
the current control sequence.  Reaching the bottom of the hill corresponds to reaching the 
control sequence that has minimum potential or cost.  Therefore, if the cost metric has been 
chosen correctly, a successful descent corresponds to finding the optimum path that results 
from the controls of minimum cost. 

2.9.1.2 Benefits 
If properly defined, a gradient descent based method: 
 
1. Is quick to find a solution 
2. Does not suffer from granularity issues  
 
Quick to find a solution is when compared to other search methods [87].  A lack of 
granularity issues means that the values changed during descent can reach any level of 
precision.  The values changed here are control inputs to the robot and therefore gradient 
descent allows the maximum flexibility and precision that the robot is capable of (for any one 
movement).  This contrasts with some methods, which construct a path from a fixed number 
of candidate path segments and hence a finite granularity of control adjustment (e.g. RRT’s 
which are covered in the following section).  An illustration showing the accuracy that can be 
achieved with such a method in comparison with a potential field method is given below 
(Figure 6 ) 
 
 
 
 
 
 
 
 
 
 
Figure 6  Diagram showing the advantage of the infinite granularity of the potential field method 
 
A properly defined gradient descent algorithm requires a cost function that produces a good 
descent surface, and a choice of descent method that is suited to the surface produced.  A 
good static surface is defined as one that does not contain plateaus, ravines, or local minima.  
The reasoning behind this is that gradient descent aims to reach a global minimum on a cost 
surface, and this will be hampered by the above features.  Local minima hamper descent by 
trapping the ball at a sub-optimal location, plateau cause the ball to slow to a crawl, and 
ravines cause the ball to bounce from side to side without achieving meaningful descent [87].  
Examples of cost surfaces varying from good (leftmost) to bad (rightmost) are shown in 
Figure 7 below, with individual captions highlighting the features of each one. 

Initial state 
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Closest state 
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method using a 
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Figure 7  Examples of cost surfaces from ideal (left) to unusable (right). 
 
There are many varieties of gradient descent and many ways of configuring each variety [15, 
37, 38, 47, 68-70, 93, 98, 112, 118, 122, 124].  The description below introduces the 
configuration of the method used here. 

2.9.1.3 Configuration and Control Spaces 
There are two important spaces to be considered when defining gradient descent methods.  
These are the configuration and control spaces.  The configuration space consists of variables 
that define the state of the physical robot.  Control space consists of variables that cause the 
configuration to change.  Descent is performed over control space, and a series of vectors of 
controls within this space are each linked to a movement in configuration space.  This linkage 
is provided by a forward kinematics model for the robot to be controlled.  A control vector is 
inputted to the forward kinematics model, and the resulting movement in configuration space 
is output.  It is configuration space that provides the cost values relating to control states.  It is 
this linkage that allows the plan for the path, and the controls required to execute it to be 
created simultaneously.  The linkage also provides a guarantee that the produced path and 
associated controls are feasible for the robot to be controlled. 
 
In robotics, configuration variables are those that define the physical state of the robot, for 
instance an (x,y) location and orientation.  The current configuration state may also contain 
variables that are required in order to correctly calculate the next move of the robot and form 
inputs to the forward kinematics.  The current configuration state is the current value of each 
of these variables.  A goal state is also set in configuration space but will not contain variables 
that act solely as inputs to the forward kinematics.  An example is that a robot arm’s goal 
state is likely to be a particular x,y,z position, and will not include target joint angles. 
 
In robotics, control variables are defined as inputs that cause the actuators of the robot to 
move, a control state is a tuple of vectors of these variables that is executed in a sequence.  
For a car-like robot these control variables are the amount of rotation applied to the driving 
wheels and the angle of the steering wheels with respect to the car body.   
 
Figure 8 shows example control vectors for a car-like robot, and the configuration states and 
path that result from their execution.  The configuration states refer to values of x,y, location 
and orientation of the car. 
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Figure 8  An example of an applied control sequence and the resulting configuration states for a car-like robot.  All values are 

approximate. 

2.9.1.4 Algorithm 
The algorithm for gradient descent is as follows: 
 
1. For all controls 

a. Make a small move 
b. Calculate cost 

2. Update descent direction 
3. Descend in the direction indicated 
4. Repeat until goal is reached 

2.9.1.5 Steepest Descent Implementation 
The implementation of gradient descent consists of calculating the cost for the current control 
state, then taking a small step in one of the controls and calculating the cost corresponding to 
the new control state.  The same is then done for a small step in the other direction, and by 
comparing the costs it is possible to form a gradient indicating a favourable direction (of 
opposing sign to the gradient) in which to move that control (Figure 9 ).   If a 0 gradient is 
found then a minimum has been reached for this control indicating that it should not be 
changed a this time 
 
 
 
 
 
 
 
 
 
 
 
Figure 9  Illustration of the gradient descent process 
 
By repeating this process for all of the control variables a steepest descent control direction is 
found.  The steepest descent direction may be defined as a vector sum of gradients.  A 2D 
example is shown below (Figure 10 ). If the surface descended upon is composed of 
concentric circular contours (e.g. bowl or cone) then descending in this steepest descent 
direction until the gradient is 0 forms the quickest possible descent [87].
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Figure 10  Formation of a steepest descent direction 

2.9.1.6 Steepest Descent vs. Conjugate Descent 
The problem with steepest descent is that, if the contours are non-circular, or non-concentric, 
then the steepest descent direction will not lead the descent directly to the goal (Figure 11 ).  
The main reason for non-circular or non-concentric contours is that the connection between 
control and configuration variables is unlikely to be linear.  This means that, even though it 
may be easily possible to construct a cost measure that gives circular contours in 
configuration space, it is hard (or in cases whereby the nature of the non-linearity cannot be 
removed as part of the cost function impossible) to construct circular cost contours in control 
space.  For non-holonomic control problems it is not possible to invert and remove the non-
linearity between cost and control.  The cost surface may only be constructed based on 
configuration space, therefore it is not possible to construct concentric circular contours for 
non-holonomic control problems. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 11  Diagram showing the advantage of using conjugate descent over steepest descent for an elliptical surface which is 

not aligned with the control axis 
 
An example (and commonly used) cost measure that provides circular contours in 
configuration space is Euclidean distance from the head of the constructed path, to the goal 
state.  This cost measure produces circular contours in configuration space for any goal, 
however, unless the controls of the robot have a linear mapping to the configuration variables, 
then the contours are not circular in control space.  It is very unlikely that a real robot’s 
controls will provide this linear connection.  
 
For non-circular concentric contours conjugate gradient descent (CGD) is more suitable than 
steepest descent [119].  CGD consists of descending in the steepest descent direction to a 
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minimum (for this direction), then attempting to preserve this minimum whilst descending 
again. This process will repeat until a minimum for the surface is reached.  An illustration of 
CGD for concentric elliptical contours is shown in (Figure 11 ) and mathematical description 
of the process may be found in [119].  Figure 11 shows that CGD will reach the minimum of 
a cost surface with concentric elliptical contours in n-steps where n is the dimensionality of 
the space.  This is clearly better than the 8 steps shown to be taken by steepest descent (note 
this is an example and the actual number of steps required by steepest descent will vary 
dependant on the start state for the descent). 
 
The cost surface descended upon during the course of this thesis cannot guarantee to be 
concentric or circular.  However CGD has greater resistance to such surfaces than steepest 
descent, and will therefore be used throughout. 

2.9.2 Rapidly exploring Random Trees 

2.9.2.1 Overview 
Like gradient descent methods, RRT’s are also a general method for search within a given 
space, which can be applied to any task.  However, as the name indicates, RRT’s are not 
guided towards a goal state and instead rely on random exploration of the search space to, 
(using the element of chance) result in the finding of a solution.  Whilst RRT’s rely on chance 
to find the goal it is important to note that they will always find a path to the goal.  It is 
because RRT’s are able to explore the space sufficiently quickly that they are a viable method 
for path generation despite exploring large areas of the search space unnecessarily [59].  
Figure 12 shows an RRT exploring a large search space, here it is clear to see that the space is 
(fairly) evenly searched, and that a large area has been covered that does not aid in moving 
towards the goal. 
 

 
 
Figure 12  RRT exploring a large 2D space. 
 
As such a large area is searched that does not aid in reaching the goal, research has been 
conducted into biasing the search towards certain areas of the space.  A simple example of 
this is goal biasing (as used in [32], whereby the tree is biased towards extension towards the 
goal.  A more complex example is the use of “semantic fields” by Baldwin and Newman [8] 
in order to bias tree extension towards recognised features in an environment (e.g. narrow 
passages that must be travelled through in order to reach a goal behind a wall).  The RRT 
algorithms used as benchmarks in this thesis will use a small amount (1%) of goal biasing, 
more complex methods cannot be used as they use global maps that are available a priori. 
 
In order to function an RRT needs a set of pre-calculated moves that are feasible to make 
through the search space.  An RRT works in a sequence of iterations, at each iteration a 
random point is chosen in the search space, the closest point on the current tree is calculated, 

Goal 

Start 



Chapter 2 - Background 

 Page 23 

and the tree is extended towards the randomly selected point using whichever of the pre-
calculated moves results in the greatest reduction in the distance between the tree and the 
randomly selected point.  This process is illustrated in Figure 13 below. 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 13  The expansion process of an RRT. 

2.9.2.2 Algorithm 
A typical RRT algorithm is given below: 
 
1. Pick a point at random in the configuration space 
2. Pick the node from the existing tree that is closest to this point 
3. Pick the candidate arc move that gives the largest reduction in distance to the goal  
4. Add to tree 
5. Repeat until the goal is reached 
6. Retrace the path through the tree from the node within tolerance of the goal, to the first 

node 
7. Execute path until goal is reached 
 
The key to the RRT is that each iteration requires a very small amount of calculation, 
therefore the fact that a large number of iterations are required does not prevent a solution 
being found relatively quickly. 
 
There are two important decisions to make when creating an RRT algorithm, the first of these 
is the metric by which closeness in the space is calculated, and the second is the process of 
calculating the closest point on the tree (to the randomly chosen point) is found.  These two 
decisions greatly affect the performance of an RRT.  

2.9.2.3 Implementation of Cost Metric 
The creation of a cost metric is based largely on the task set, i.e. if the task is to get to a 
particular configuration state, then the Euclidean distance from a node in the tree to the 
randomly chosen state provides a simple, easy to compute cost.  However knowledge of the 
space to be traversed must be used to ensure that this cost does not bias moves towards areas 
of the space.  This bias both increases the time taken to find a path, and creates needlessly 
convoluted paths.  Knowledge of the space to be traversed is used to create scaling factors 
that are applied as part of the cost to remove the biasing.  Due to the requirement for the use 
such knowledge which is not as easy to apply in all situations it is noted in [104] that the 
creation of a cost metric is as difficult as the original navigation problem itself. 
 
An example where bias can occur is an x, y, and orientation goal, using 3 pre calculated 
moves of a left turn, a right turn, and a straight line forwards move.  If these moves are used, 
then the distance to a chosen state may be reduced in terms of orientation to a far greater 
degree than in x and y.  Therefore the chosen move will always be that which reduces the 
orientation cost as this outweighs the decrease in the x,y distance that would be gained by 
choosing a different node.  The extension of the tree that forms a poor choice from a human 
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point of view, as well as the logical human choice, are illustrated in Figure 14 below.  
Knowledge of the space would be used here to scale down the orientation’s contribution to 
the cost to a level whereby it doe not overwhelm the costs calculated in x and y.  
 
 
 
 
 
 
 
 
 
 
 
 
Figure 14  Sub-optimal node is added due to basic Euclidean distance cost measure. 

2.9.2.4 Implementation of Closest Node Search Process 
The process of searching for the closest point in a tree to a point in the search space (known 
as nearest neighbour searching) may be achieved by calculating the distance from each node, 
to the chosen point.  However, as the number of nodes increases, so does the amount of time 
required to perform this search.  Due to this, more efficient methods are required [126].  A 
commonly used method is to divide the search space into areas each of which contains an 
equal number of nodes.  Following this, when a nearest neighbour search is performed the 
search will first take place within the area which contains the search point.  After this all other 
areas will only be searched if it is possible that they may contain a closer node [126].  This 
process is illustrated in Figure 15 below.  The circles denote the distance to the closest point 
as found in the first area to be searched cases.  In the first example one other area is searched, 
in the second it is not necessary to search any areas beyond the initial one. 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 15  Two examples of nearest neighbor searching using a divided search space. 
 
As a subset of the total area is searched, the time required to complete the search is reduced.  
However, care must be taken in deciding how often the search space should be divided, and 
into how many areas, otherwise the time spent creating the areas and allocating nodes may 
outweigh the benefit produced.  The care taken is in managing this trade off [126]. 

2.9.3 Space-Time Complexity 
This section examines the space-time complexity of RRT and Gradient Descent 
methodologies.  This gives an indication of how each method may be expected to increase the 
time required to find a viable solution path as the task or robot is changed to involve a greater 
number of variables (i.e. an increase in space size). 
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Both the Gradient descent and RRT methodologies discussed in the previous two sections are 
search algorithms (although RRT’s are guided only towards unexplored areas of space).  This 
is to say that they perform a search of the total number of paths within the configuration 
space.  Both methodologies search only those paths that the robot is capable of executing, 
RRT’s via use of fixed feasible path segments, and Gradient Descent via use of a forward 
kinematics model.  This is useful as it vastly reduces the number of paths that are considered 
candidates for use in the algorithm. 
 
It has already been noted that both Gradient Descent (GD), and RRT methodologies are 
capable of quickly producing a path.  However, the examples given in this chapter are all 
represented in the same search spaces (x, y, and orientation for RRT, and the control space for 
GD).  A crucial question that is asked when designing a search algorithm is what happens if 
the dimensionality of the search space is increased?  For the RRT this would mean increasing 
the dimensionality of the configuration space of the robot controlled (e.g. an aircraft x, y, z, 
yaw, pitch, and roll).  For GD this would mean increasing the dimensionality of the control 
space for the robot controlled (e.g. aircraft using thrust, ailerons, and rudder) or if more than 
three transitions were required). 
 
It is important to note the result of a GD method’s search of control space, compared to an 
RRT’s searching of configuration space.  This result is that a GD method may increase the 
apparent complexity of a task by adding configuration variables such as a final speed, 
orientation, acceleration, time, distance travelled etc. without affecting the time required to 
find a solution.  Whereas an RRT method would suffer from an increased time to find a 
solution in these in these cases.  However, the reverse is also true, an RRT method will not 
suffer when a robot requires more controls in order to make a move, e.g. a snake robot with 
individually controlled segments, that moves in x, y space.  GD methods may be thought of as 
requiring more time in the same way that a human would, having more difficulty in handling 
large numbers of controls than positioning in high dimensional configuration spaces.  
Comparison of RRT vs. GD methods, for example robots and tasks will be given in chapters 
3&5 of this thesis. 
 
For GD methods, the time increase for a given increase in the search space depends on the 
specific method used.  Provided the bowl shaped surface may be maintained with an increase 
in search space dimensionality, steepest descent methods suffer no increase in time taken for 
an increase in the dimensionality of the search space.  This is due to the fact that only a single 
descent is required.  For a Conjugate GD method the increase is linear with the number of 
dimensions added.  This is due to the fact that a CGD method will require n-steps for an n-
dimensional search space (as shown in 2.9.1).  Again this statement requires that preservation 
of the general shape of the search space is possible (for CGD this means that contours remain 
elliptical and concentric). 
 
It has been mentioned previously (2.9.1) that the time taken in searching for a solution path 
via a GD method is strongly linked to the surface descended upon.  A second feature upon 
which the time is highly dependant is the forward kinematics (FK) model used.  It can be seen 
from the previous section detailing GD methods (2.9.1) that the FK model is used frequently 
throughout the process.  Therefore the amount of time that is required in order to evaluate this 
function has a large effect on the time taken overall.  In fact, this can have such a large effect 
on the time required to find a solution that the effects of increased dimensionality are 
completely overwhelmed. 
 
GD methods are the focus of the research contained in this thesis.  Space-time complexity 
will be discussed further in relation to the first algorithm developed as this algorithm is 
developed and tested in a variety of spaces with varying dimensionalities.  This discussion 
will not occur for all other algorithms as these test only robots and tasks with identical control 
space dimensionality. 
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For RRT methods the increase in the time taken is linked to the dimensionality of the space, 
but it is not as strongly linked as GD methods.  This is due to the random element inherent to 
all RRT’s.  Due to this random element the amount of time taken for two different tasks 
within an identical search space may differ greatly.  Another example is that changing the 
random number generator can also have a large effect on the time taken for an identical task 
(and therefore configuration space).  What can be said is that RRT’s have been seen to 
perform well in high dimensional search spaces [32].  This ability to perform well is due to 
the way in which an RRT is able to efficiently spread into all areas of a search space in a short 
time (see Figure 12 ). 
 
In overview it may be stated that a GD method with a well chosen metric, and well 
engineered (fast) forward kinematic model will be more reliable in terms of space-time 
complexity than its RRT equivalent.  Even though both are capable of functioning in a wide 
variety of spaces. 

2.10 Chapter Summary 
This chapter has provided necessary background knowledge in order for the reader to make 
sense of the rest of the thesis.  The knowledge has been provided in the following areas: 
 
• History 
• Path Tracking and Planning 
• Algorithm Design Considerations 
• Kinematic and Dynamic Modelling 
• Holonomic and Non-holonomic Constraints 
• Definitions of Smoothness and Genericity 
• Drift 
• Gradient Descent and Rapidly Exploring Random Trees. 
 
Any information that is relevant to a particular chapter will be briefly re-iterated in the 
introduction to each chapter.  In addition, whilst this chapter has provided high-level 
information regarding each topic, extra detail will be provided on a relevant topic in the 
relevant chapters. 
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Chapter 3 – Travel in Free-space (GSPACC) 

3.1 Chapter Overview 
This chapter describes an algorithm that is capable of controlling a non-holonomic system 
allowing navigation from one n-dimensional state to another.  The created paths may have 
any configuration variable smoothed and quick re-planning is used to counter unpredictable 
drift.  A wide range of robots may be controlled for a wide range of tasks.  Examples include 
car-like robots as well as robot arms and air vehicles.  In addition to this the system allows the 
control of more abstract non-holonomic systems for more abstract tasks, such as a non-
holonomic integrator. 
 
There are three main challenges present in the production of this system. The first challenge is 
applicability to a wide range of systems and tasks, both abstract and real world, without 
requiring significant changes to be made to the code.  The second challenge is the ability to 
for created paths to be smooth in terms of configuration vs. distance profile in any desired 
configuration variable.  The third challenge is speed, the system should allow quick creation 
and re-planning of paths to allow its use online in unpredictable environments.  The system 
has been named GSPACC, which stands for Generic Smooth Path And Control Creation 
 
The approach used here is based around a dynamic potential field.  The field is used to create 
a smooth path from an initial state to a goal state.  The dynamic field does not suffer from 
features that are undesirable in static fields such as plateau, ravines, or fixed local minima.  A 
controlled dynamic local minimum moves through the search space guiding the current 
configuration state to that of the goal.  The path is created using gradient descent over a 
forward kinematics model of the robot and the descent is provided with a reasonable starting 
location via the use of a lookup table that is created offline for the desired robot architecture 
and configuration space pairing.  The use of forward kinematics guarantees that the path and 
its associated controls are feasible.  In addition, the forward kinematics model is the only 
algorithm component that need be changed in order for a different non-holonomic system to 
be controlled.  [The lookup table will need to be re-created but the algorithm does this 
autonomously.]  The final reason for the use of forward kinematics is that they are readily 
available for most non-holonomic systems, and easier to create for a new system than an 
inverse kinematics model (as it may be impossible to create an inverse kinematics model 
[25]).   
 
GSPACC allows the definition of areas of control space that are inaccessible.  This has a 
variety of applications, and is key in enabling GSPACC to control a wide range of non-
holonomic systems.  Examples of inaccessible areas of control space include joint limits on 
robot arms, the specification of forwards only movement, and minimum turning circles 
(MTC’s) on car-like robots.  The avoidance of these inaccessible areas is achieved by a 
raising of the cost surface in these areas.  As GSPACC works by gradient descent this means 
that these areas will be avoided.  The capability to avoid these areas allows for both 
specification of robot architecture limits, and customisation of the robot behaviour (e.g. 
forwards only movement) should this be required.   
 
Paths created by GSPACC are comprised of at least two segments each of which is linked to a 
corresponding control vector to allow its execution.  Once a plan is completed, the first of 
these control vectors is executed.  Drift may then be observed as the difference between the 
projected location and the actual location that the robot has arrived at.  This drift is then 
incorporated into the forward kinematic model.  The path is then re-planned and, if the drift 
has not changed, then it will be countered completely.  If the drift has changed, then the level 
to which it is countered will depend on the amount that it has changed.  This dependency 
arises as the changed portion of the drift that will not be countered at all (e.g. if a drift effect 
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changes form 1 to 1.1, 0.1 of drift will not be countered).  Re-planning of the path following a 
partial execution also allows for the smoothness of the path to be continually improved. 
 
To summarise, GSPACC creates a smooth goal-connecting path containing at least two 
segments by use of a gradient descent using forward kinematics and a dynamic potential field.  
Once a path is created its first segment is executed, and any drift that has been experienced is 
recorded, this drift is then accounted for in the creation of the next plan.  Plan and execute 
cycles continue until the goal is reached (within a given tolerance).   
 
The contribution made by GSPACC is applicability to a wide range of non-holonomic 
systems, smooth travel, and fast re-planning of paths in a single method. 
 
The chapter is arranged as follows, firstly a review of relevant work is given, and then the 
requirements that the method must fulfil are given.  The assumptions made by GSPACC are 
then given, followed by the algorithm itself as well as an overview of its key components.  
Next details are provided regarding on the initialisation of controls, the cost metric used, the 
operation of the dynamic field, the avoidance of inaccessible areas of control space, and the 
compensation of drift. This is followed by testing of the algorithm on a variety of 2 and 3D 
robots as well as an abstract system.  Finally, conclusions are drawn, limitations are discussed 
and a proposal for the addition of obstacle navigation is given which will form the basis of the 
next chapter.  

3.2 Relevant Work 
Smooth navigation [35, 47, 52, 63, 66, 77, 88, 89, 125, 131] and fast re-planning [24, 30-32, 
35, 36, 40, 47, 53, 57, 63, 66-68, 77, 80, 89, 91, 95, 104, 112, 114, 115, 122, 130] are both 
well-established fields of research in robotics.  Smoothness of a path is important as it is 
recognised as being related to the speed that a robot may travel along it [35, 89].  Fast re-
planning is desirable as it provides the ability to react to unexpected changes in the 
environment in real-time [32, 35, 37, 65, 69, 89, 91, 95, 102, 131], an example of which is 
unpredictable drift.  Applicability to a wide range of robots and tasks is also a well-
established desire [59].  However, as robots and the tasks that they are required to execute 
become more complex, this desire becomes more difficult to achieve.  Despite this difficulty a 
variety of approaches exist, and these are summarised below. 
 
Neural network approaches are relatively new to the field of navigation.  Despite this 
approaches have been developed that are capable of handling robots that are non-holonomic 
in x,y space [53, 95] (although [53] allows stop and spin manoeuvres).  Neural networks have 
also been shown to be capable of real-time operation that requires quick re-planning of the 
path to be travelled [53, 95, 130].  Finally x, y, and orientation goals have been reached [95].  
However, to date neural network approaches are unsmooth due to the use of discretisation of 
the configuration space.  Discrete areas of the configuration space are represented by 
individual neurons in these neural nets, therefore some level of discretisation is necessary as it 
is not feasible to use an infinite number of neurons.  As discretisation is inherent in these 
neural networks, and discretisation prevents smooth travel, these neural network approaches 
cannot achieve the aims GSPACC.  In addition the need for discretisation will become a 
larger problem the larger the dimensionality of the workspace as more neurons will be 
required slowing the process. 
 
Potential field algorithms [30, 31, 35, 36, 40, 47, 57, 66-68, 77, 80, 89, 112, 122] are capable 
of producing a path for a wide range of non-holonomic systems, and quick re-planning.  The 
simplest example of such a method is the use of a Euclidean cost metric.  This measures the 
Euclidean distance from the head of the currently created path, to the goal state [122].  The 
path is generated from a sequence of control vectors, each of which produces a segment of the 
path.  The more vectors used, the more flexibility is available.  However, the time taken to 
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perform descent across all variables will increase linearly with the number of vectors added.  
During descent Euclidean distance is minimised drawing the head of the path to the goal state.  
As the path begins at the robots current state, a complete path to the goal is formed.  The 
disadvantage of such a method is that Euclidean distance does not account for the quality of 
the path produced.  This means that whilst a path can be produced quickly, it is unlikely to be 
smooth.  A more sophisticated potential field method uses a spline as a control input and 
Euclidean distance to a goal state that includes a target curvature [77].  However it is not 
detailed how the target is gathered, or how this target may be guaranteed to be feasible for the 
given initial and goal states.  As a spline input is used, the result is likely to be undulatory 
smooth (as defined in chapter 2).  This smoothness is achieved because a smoothly changing 
input is likely to give a smoothly changing output, and a spline curve represents such a 
smoothly changing input.  In addition, the correct setting of a target curvature prohibits loops 
from being formed.  The use of a spline input is the greatest strength of this method, however 
it is also its greatest weakness.  This weakness stems from a lack of control over the shape of 
the path.  If a path requires segmented control then this method that uses a single spline as an 
input will fail.  An example of a requirement for segmented control is a robot that is operating 
within a tightly bounded space within which a solution is only possible via fixed curvature 
path segments.  As the spline provides a continuously changing input, it cannot reproduce the 
fixed curvature segments required.  Another example is a system whereby it is not possible to 
apply continuously changing controls due to constraints on communication.  In this case the 
spline input is not applicable as it is a continuously changing input.   
 
As with potential field methods, Rapidly exploring Random Trees (RRTs) are capable of 
quickly producing a complete path from the robot’s current state to a goal state in n-
dimensions.  RRTs may also be applied to a wide range of non-holonomic systems.  This is 
because they make use of a limited number of moves that the robot is known to be able to 
execute, and the controls to execute each move are assumed to be known apriori.  Example 
moves include maximum curvature turns to the left and right and a straight forwards option.  
These fixed path segments are connected together to form the path to the goal.  As the name 
suggests an RRT uses a tree structure in order to create the path.  Trees are composed of 
edges and nodes, an edge is a path segment, and a node is the start or end of each path 
segment.  During the path planning process a node is selected and expanded by adding a 
single edge to this node.  In doing so an additional node is added at the end of this edge.  This 
process continues until a node in the tree is close enough to the goal state (i.e. within a given 
tolerance).  Following this the path to be executed is traced back from the final node to the 
root node.  The remaining edges therefore define the path to be taken to reach the goal state.  
Selecting which node is expanded on an iteration of the algorithm is a random process, 
however this process is biased.  The biasing takes several different forms, common examples 
include towards the emptiest area of the search space [104], or towards the goal state [32].  
This random exploration of the search space is the key strength of an RRT method that allows 
it to find a path to a goal state quickly.  The quick formation of a path is possible because the 
entire search space may be quickly explored.  However, random exploration is also the RRT’s 
chief weakness, as a path that is formed randomly is unlikely to be smooth [16, 32, 34, 51, 54, 
59, 82, 104].  RRT’s that provide a smooth path therefore have to apply a second phase of 
path planning which smoothes the produced path [52, 125, 131].  It is because this second 
phase is required (and requires a significant amount of time) that an RRT method may either 
produce an unsmooth path quickly, or a smooth path slowly. 
 
Genetic algorithms [28, 63, 91, 114, 115] function by encoding a path as a gene sequence, 
where each gene represents a path segment, and the whole sequence represents the planned 
path.  A variety of operations may then be performed such as mutation whereby a gene is 
changed, and crossover, whereby a gene is swapped for another candidate.  Operations are 
performed randomly on randomly chosen sections of the gene sequence.  A cost is calculated 
for each path formed, and if an operation results in a decreased cost, then it is retained, 
otherwise it is discarded.  The cost used must relate to all attributes that are required by the 
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final path as cost is the only controlling influence on the creation of the path. Genetic 
algorithms have been created that are capable of creating smooth paths [63, 115], and can 
operating sufficiently fast for use in a real-time robot football tournament [63].  A genetic 
algorithm has also been created that is capable of providing a smooth path to a goal location 
and orientation [115].  Another genetic algorithm has also been created which accounts for 
the minimum turning circle of a robot [28].  However, a genetic algorithm has yet to be 
created that is capable of fast and smooth re-planning that achieves a goal orientation and 
accounts for a robot’s minimum turning circle.  The reason that all of these capabilities have 
not yet been simultaneously achieved is that the more complex a cost function is the more 
time is required to minimise it due to the random mutation nature of genetic algorithms.  As 
seen earlier for RRT’s genetic algorithms inherently use inverse kinematics in order to create 
controls necessary to follow a created path, and inverse kinematics may not always be 
available.  
 
GSPACC combines genericity, smoothness, quick re-planning, and drift compensation in a 
single process.  Genericity and speed of re-planning are achieved through the use of the 
potential field.  Smoothness is achieved via the use of a new cost metric that both finds a 
goal-connecting path, and ensures that the path produced is smooth.  Drift compensation is 
achieved by re-planning.  This re-planning is feasible for online use due to the speed at which 
a plan may be formed. 

3.3 Requirements 
In order to produce paths that are: generic, smooth, quick to create, suitable for non-
holonomic robots, and drift resistant, a method must possess certain qualities.  These qualities 
relate to the information used, computational cost of operations performed, and the attention 
paid to path formation as well as goal connection. 
 
The qualities required are detailed below: 
 
1. Generic: Chapter 2 has detailed full genericity and explained why this is 

infeasible.  The level of genericity aimed for in this chapter may 
be defined as follows.  The method must not use any information 
in a way that requires complex code changes to be made in order 
for the method to be used with different robots, or on different 
tasks.  In addition to this the method should not use any 
information regarding a task or robot that is not easily available 
for any task or robot.  For example a complete model and fully 
detailed model of the robot should not be relied upon as one may 
not be available for all robots and tasks. 
 

2. Smooth: In order to produce smooth paths a method must have some way 
of measuring the smoothness of a given path, and a method by 
which this smoothness may be optimised.  Smoothness as aimed 
for here (defined in 2.7.1) is a distinct quality and will not be 
created as a by-product of another quality.  Smoothness should 
be able to be applied to any configuration variable.  The method 
used for the measurement of smoothness in this thesis is given 
later (3.8.1). 

 
3. Quick to create: This means that the computational cost of producing the path 

must be low.  A time limit has been set at 1 second for the 
creation of each path.  This seems a reasonable upper limit for 
use with robots. 
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4. Non-holonomic robots: In order to be suited to non-holonomic robots a method must 
take heed of non-holonomic constraints. 

5. Drift resistant: In order to be drift resistant in the face of unpredictable drift, the 
method needs to either be capable of correcting any deviations 
from the created path, or re-creating paths that account for the 
perturbation that has been observed. 

3.4 Assumptions 
GSPACC makes a number of assumptions.  These assumptions are listed here for reader 
interest, and will be referenced as each one is used over the course of this chapter.   
 
Assumptions 1-3 relate to the robot’s movement, and mean that no care need be taken 
regarding the robot’s speed or traction with the travel surface, and that a negligible distance 
will be moved in 1s.  These assumptions are all relied upon in the creation of a path and are 
required for it to be feasible.  
 
Assumptions 4-8 describe the knowledge that is available in predicting the robot’s movement 
from a given control.  These assumptions will be relied upon in creating a path and the 
controls to follow it simultaneously. 
 
Assumption 9 refers to the robot’s awareness of its location within its environment, this is 
relied upon in detecting drift as detection is achieved by comparing expected and actual 
movements.  Knowledge of the robot’s location at all times is relied upon in gaining the 
actual movements made. 
 
Finally assumptions 10 and 11 refer to the task itself, that it may be assumed to take place in 
an area which does not contain obstacles (therefore obstacle avoidance is not required), and 
that the robot is capable of achieving the task, providing the correct controls are calculated. 
 
1. The robot moves a negligible distance in 1s, meaning 1s is an acceptable re-plan time. 

[Assumed in this chapter for simplicity, will be removed in later chapter (5.6.1)] 
2. The robot is assumed to have infinite acceleration, deceleration, top speed, and rate of 

steering adjustment therefore these factors need not be considered. 
3. The robot is assumed to only suffer from spatial drift, for which the correct response is to 

“push harder” and drift is proportional to the robots movement. 
4. A mask is available which dictates which controls should be scaled in order to scale the 

resulting x, y, and orientation change.  I.e. which controls requiring scaling to modify 
controls which result in the robot making a certain move, to those which result in a partial 
or extended execution of this move.  For a car-like robot this mask would cover the 
steering input, and allow the driving wheel input to be scaled. [More detail given later 
(3.9.2)] 

5. GSPACC has knowledge of the areas of control space to be avoided. 
6. A forward kinematics model is available for the robot for which the path is to be created. 
7. The time taken to evaluate a robot’s end state using the forward kinematics is negligible 

(<<1ms). 
8. The forward kinematics are continuous so that a continuously applied input control 

produces a continuous change in the output configuration. 
9. The robot has precise knowledge of its location at all times allowing comparison of 

expected and actual movements. [Assumed in this chapter for simplicity, will be removed 
in later chapters (4.10.1)] 

10. The travel is assumed to be in free-space therefore obstacles need not be considered. 
11. The robot is capable of achieving the given task, (i.e. it is possible to produce a path 

connecting the two states) therefore a timeout or give up clause is not required. 
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3.5 Algorithm 
The top-level algorithm is displayed as a flow chart below, note: 
ED = Euclidean Distance, Transition = move, ED scalar = strength of goal connection priority   
Details on the initialisation section of the algorithm will be provided in (3.7), planning in 
(3.8-3.10) and execution in (3.11). 
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3.6 Method Overview 
As mentioned previously, GSPACC provides smooth navigation, in a generic manner, 
resistance in the face of drift, and quick planning of paths.  This section provides an overview 
of the algorithms main components, for which further detail will be provided later. 
 
The main components of GSPACC are: 
 
1. Create a lookup table providing smooth paths to selected locations (this is only done once 

per robot architecture-configuration space pairing). 
2. Lookup the closest available pre-created path 
3. Smoothly extend this path to reach the required goal state 
4. Execute the first transition of this plan 
5. Record any discrepancy between the state expected and the actual state reached 
6. If within tolerance of the goal, terminate,  
 Else remove 1st path segment and go to 3.  
 
The first step in the method is only performed when a robot architecture-configuration space 
pairing is used that is unfamiliar to GSPACC.  This step consists of the creation of a lookup 
table that contains smooth paths to a limited number of locations within the search space.  
The locations are chosen as to provide paths that lead in all main directions within the space. 
The created paths will be stored in the lookup table and used as start paths when achieving a 
task.  The locations are chosen in a generic manner using a bipolar binary sequence.  An 
example for x,y space is given below (Figure 16 ). 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 16  Example paths exploring an x,y space. 
 
The paths, which lead to these locations, are created via gradient descent using a Euclidean 
distance cost metric and a number of path segments or transitions (3 for x,y space).  Gradient 
descent has been introduced in chapter 2, a brief reminder will now be given.  A tuple of 
control vectors executed in a sequence has a corresponding configuration path, this path is 
produced by evaluation of the forward kinematics model for the robot.  Each path has a 
corresponding cost value, and the gradient descent process changes the control vectors until a 
path is produced that has the lowest locally reachable cost.  It is because the descent takes 
place over control vectors, using costs derived from configuration paths that the controls and 
path are produced at the same time.  This saves time, as it is not necessary to calculate the 
controls in order to follow the developed path separately.  In addition, the use of a forward 
kinematics model guarantees that the path created is feasible for the robot being controlled. 
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In order to provide a good start path for the method, the paths stored in the table must be 
smooth.  The use of Euclidean distance as a cost metric does not guarantee this, as no care is 
taken in the shape of the path formed.  However, an unsmooth path will only be formed 
during descent if it is the fastest way to morph the initial path into a goal connecting one.  
Therefore, by using 100 different randomly chosen start locations for the Euclidean process, a 
reasonably smooth path will result from one of these trials.  [100 seemed a reasonable value 
and has been proven sufficient by trials]  Each trial is therefore initialised with a number of 
control vectors, the values within which are randomly chosen.  When each trial has created a 
path to the goal, its smoothness is calculated, and temporarily stored.  Once all 100 trials have 
been conducted the smoothest one is stored in the table.  Smoothness is calculated via 
normalised approximation of the curvature of the path, the details of this metric will be 
provided later (3.8.1).  This process is therefore able to create a lookup table that can provide 
a smooth path that is part of the way to any required goal state within the space. 
 
The lookup process consists of choosing the stored path whose endpoint is closest to the 
desired goal state. 
 
The third step in the process is to produce a smooth path connecting the initial and goal states.  
This is also achieved via gradient descent.  However in contrast to the paths produced during 
population of the lookup table, the smooth path is reduced using a cost metric which has 
minimum cost when the curvature of the path is low, and the goal is reached.  If simply added 
together the two components of the cost function used (one for smoothness, one for goal 
connectivity) result in a compromise position that does not reach the goal.  In order to avoid 
this compromise, a dynamic field is used which steers the location reached towards the goal 
via successive increasing of the goal connectivity part of the cost function. 
 
The fourth step in the process is to execute the first control vector.   
 
The fifth step in the process is to assess drift that may have occurred.  Executing the first 
transition of the planned path will cause a change in the current state of the robot, which may 
be compared to the expected change as predicted via the forward kinematics model.  If there 
is a discrepancy between the two, then drift has occurred. This drift will be calculated as a 
percentage of the attempted movement in each variable and stored. A percentage is used as 
the algorithm assumes that all drift is spatial and proportional to the amount of movement 
(assumption 3).  The stored drift is then added to future predictions made by the forward 
kinematics in order to produce a more realistic prediction of the state produced by a given 
control.   
 
GSPACC is able to counter higher levels of drift (per unit distance travelled) the closer to the 
goal the robot becomes.  This is because only the first control in the sequence is executed at 
any time, and the number of control transitions is greater than or equal to 2 for all plans, the 
average distance travelled per execution will decrease as the goal is neared.  As drift is 
proportional to the distance moved, the amount of drift experienced will decrease the closer to 
the goal the robot becomes.  This means that GSPACC is able to cope with high levels of 
random drift (per unit distance) near the goal as the absolute amount experienced will be 
small and therefore the robot will be relatively unaffected. 
 
If following the fifth step the goal has not been reached within an acceptable tolerance, then 
the process will return to the to the third step and create a new plan from the updated current 
state to the goal.  This plan will usually be produced more quickly than the first plan.  This is 
because plan n is initialised with the controls produced by plan n-1.  As each plan produces a 
smooth path, these controls correspond to a smooth path, therefore these initial controls are 
close to those required by the new plan.  To ensure that the controls are relevant the first 
transition is removed (as this has been executed) and the final transition in the sequence is 
split into two in order to maintain a transition sequence of the correct length. 
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When planning a path the process may become trapped, this can occur if the level of drift 
encountered prevents the production of a path connecting the current and goal states through 
the current number of control vectors.  If this occurs then the last vector in the sequence will 
be split into 2 thus adding a control to the sequence without changing the path produced.  This 
addition of a transition provides additional flexibility in the creation of the path, and allows 
the creation of the path to continue.  The process is similar to the established process of 
generic loops as detailed in [18].  However it is more tailored to a generic approach as it does 
not require the apriori knowledge of the controls that provide a generic loop.  The process 
may be repeated if the path becomes trapped again. 

3.6.1 Genericity 
It has been mentioned previously that genericity is a key component of the work of this thesis 
(2.7.2), it has also been mentioned that full genericity is infeasible for most real life 
applications.  This section serves to define the level of genericity achieved in this chapter for 
smooth, free-space travel. 
 
There are many mobile robot architectures available, and each has its own range of sensors, 
and actuators that allow it to travel.  Architectures can differ in degrees of freedom, and the 
level of co-ordination that is required to allow movement.  For example, a differential drive 
robot is relatively basic, it has two wheels, and by changing the relative speeds of these 
wheels it will move within the (x, y) plane from place to place.  In addition, the goal values of 
a differential drive robot are restricted to a 2D plane.  In contrast to this, a robotic arm will 
move in 3 dimensions and may have around seven degrees of freedom relating to each of its 
joints.  A robot arm’s goal values are less restricted than those of the differential drive robot 
as they exist in 3D space, and may also take on extra values such as the configuration of the 
end affecter (gripper).  It is clear that the tasks undertaken by these robots will differ both in 
their nature and their complexity.  The level of genericity achieved here is that the system 
should be capable of controlling either of these robots (or any others which meet the 
assumptions in 3.4), in the execution of their tasks, with minimal changes to the system itself.  
This leads to the requirement that minimal knowledge of the robot itself should be required in 
order for the system to function.  The knowledge necessary for GSPACC to function has been 
outlined in the assumptions (3.4). 
 
As well as noting the knowledge that is required it is also important to note the knowledge 
that is not required.  No knowledge of the type of robot or task is required, and neither are the 
inverse kinematics (mappings which provide the controls required to reach a given location).  
The latter is particularly important as it may not be possible to calculate the inverse 
kinematics for a particular non-holonomic system and/or task [25].  It is also not necessary to 
know the way in which any individual control variable affects the movement of the robot.  
For example it is not necessary to know that the first input is throttle and the second is 
steering. 
 
GSPACC is capable of controlling any robot that meets the assumptions in 3.4, this is because 
the information used relating to each task and robot is minimal, and readily available.  
GSPACC has been tested on: simplified unicycle, differential drive, car-like, robotic arm, and 
airplane robots as well as a non-holonomic integrator (a sample abstract problem). 

3.7 Control Sequence Initialisation 
This section refers to the initial setup of the control sequence when the method begins (steps 
1&2 as described earlier 3.6).  The requirements of this part of the algorithm are that it create 
controls relating to a selection of smooth configuration paths from the initial state orientation 
in the general direction of potential goal states.  Also as mentioned previously, this is 
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achieved by the creation and use of a lookup table.  This section is split into two sub-sections, 
the first of these details the creation of the lookup table, and the second its use. 

3.7.1 Creating The Lookup Table 

3.7.1.1 Overview 
The lookup table contains controls relating to a variety of paths leading towards all corners of 
the configuration space.  Individual paths are gained via gradient descent using a Euclidean 
distance cost metric.  The end locations of the paths are calculated generically from a bi-polar 
binary addition sequence.  The scale of the binary addition sequence is set to be smaller than 
the co-ordinates of likely tasks.  For example if tasks are set around 1 unit of distance away, 
then the sequence will be scaled to half a unit.  It is important to note that this scaling is not a 
highly tuned parameter.  It is simply important that the binary addition sequence produces 
locations that are indicative of directions towards each corner of the configuration space and 
therefore towards likely tasks.  A 3D (x, y, and orientation) example is given below (Figure 
17 ), along with the corresponding paths that lead to these locations. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 17  Example paths as stored in the lookup table for (x, y, orientation) space. 
 
Euclidean distance and gradient descent are used in creating paths with which to populate the 
lookup table as they allow the use of forward kinematics in the creation of the path. This use 
of forward kinematics means that the non-holonomic characteristics of the robot in use are 
automatically accounted for.  In addition, Euclidean distance may be quickly calculated and 
applied to any two states regardless of the variables involved. 

3.7.1.2 Algorithm 
The algorithm for the population of the table is given below: 
 
1. Select goal location from binary sequence 
2. Set tolerance = 1% of the distance between the initial and goal states 
3. Set all controls to random values 
4. Descend until goal state is reached within tolerance 
5. Calculate smoothness of path 
6. If the smoothness is greater than existing candidate for this goal store controls in table 
7. If 100 attempts have been made for this goal go to 3 

Else go to 1 

3.7.1.3 Metric 
The disadvantage to using Euclidean distance as cost measure in the creation of paths is that 
the shape of the path is ignored.  To account for this, 100 runs are conducted for each end 
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location, and each run is started from a random set of initial controls.  When a run is 
completed, its smoothness is calculated (detail provided later), if it is less than a previous run, 
then it is stored in the table.  This process continues until all 100 runs have been completed, 
and this in turn is repeated for each required table entry.  Example paths that result from 
different random start controls are displayed below (Figure 18 ). 
 
 
 
 
 
 
 
 
 
 
 
Figure 18  The effect the start location has on the path formed using a Euclidean distance metric. 
 
The use of 100 test runs per goal state has been chosen as an arbitrarily large number.  In 
addition this number has sufficed for all testing conducted in this thesis. 

3.7.1.4 Number of Path Segments 
The number of control vectors used in the creation of the path is the default number for the 
space being travelled.  The general definition of this is 1 plus the dimensionality of the space, 
however if insight is available then this may be adjusted (this is never done in this thesis).  
The reasoning for this is that to allow a state to be reached requires the same number of 
control vectors as the space’s dimensionality.  However, to allow the state to be reached via a 
smooth path, extra flexibility is required, hence an additions vector is given.   
 
The reasoning behind the setting of the number of vectors used may be visualised by 
considering a robot that travels in arcs in a configuration space of (x, y) location and 
orientation. Each control vector corresponds to a single configuration space arc.  In order 
achieve any state from any other state, 2 arcs are required, and adding a third gives the system 
the necessary flexibility to create a smooth path between the two states.  The generic name 
given to control vector and its resulting movement in configuration, is a transition.  Adding 
more transitions will increase the flexibility of the system, however it will also increase the 
computational complexity.  Three transitions are used, as this is the minimum sufficient for 
smooth path creation (see Figure 19 for details). 
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Figure 19  Diagram showing the flexibility available with 1,2 and 3 transitions. 

3.7.2 Usage of the Lookup Table 
The lookup table is used once at the start of a given task.  The closest end location to the 
desired end location of the task is retrieved from the lookup table, and used as an initial path 
from which to start the process of path creation.   
 
Example task goal locations, and the corresponding initial paths given by the table are shown 
below for x,y and orientation tasks (Figure 20 ).  Initial paths as stored in the lookup table 
have been labelled a-h.  Each goal location is also labelled to indicate the initial path that 
would be used for each one. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 20  Various goal locations and their corresponding initial paths. 
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3.7.3 Control Initialisation Summary 
Gradient descent requires initial controls from which to descend. 
 
Good initial controls are those that provide a path that is close to the desired solution. 
 
The solution in this case is reaching a given location with a smooth path. 
 
Paths are produced that are smooth and move towards all corners of the configuration space, 
and hence any and all possible goals.  The directions are provided by a bi-polar binary 
sequence. 
 
The paths are produced using gradient descent and a Euclidean distance metric.  This metric 
produces paths quickly, but does not guarantee smoothness.  However, it will not introduce 
unsmooth path segments if they are not required in order to move the path towards the goal.  
Therefore if a large number of random initialisations are used for the Euclidean descent, then 
a smooth path will be found. 
 
One hundred random initialisations are used for each goal location, and the smoothest path is 
taken. 
 
The result of the above process is that a lookup table is created which is able to provide a 
good initial path from which descent may begin in creating a smooth path to any goal location 
within the configuration space. 

3.8 The Chosen Cost Measure 
The general form of the cost measure used is a normalised approximation to curvature plus 
scaled Euclidean distance between the current head of the path, and the goal state for all goal 
configuration variables.  Goal configuration variables are those associated with the goal 
location, other configuration variables may be present that relate to the robot’s internal 
configuration, but do not have a desired goal state.  An example of a goal configuration 
variable is an x co-ordinate; an example of an internal configuration value is a joint angle on a 
robot arm.   
 
The cost measure has two components because it has two aims.  The first of these is to create 
a smooth path; the second is to create a goal-connecting path.  The dual component cost 
measure allows attention to be paid to both of these aims.  The following sub-sections detail 
the two components of the cost measure. 

3.8.1 Normalised Approximation to Curvature 

3.8.1.1 Overview 
As mentioned previously, the cost metric is comprised of two components, each of which 
attracts the path towards a particular desirable quality.  The degree of Smoothness of a path is 
provided by a normalised approximation of the curvature (NAC) of the path taken by each 
configuration variable (with respect to distance travelled) of the N-Dimensional path.  An 
example of the paths taken by individual variables (w.r.t. distance travelled) for an example 
x,y path may be seen in Figure 21 (below). 
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Figure 21  X,Y, and Orientation component paths relating to an x,y path. 
 
The curvature of the path taken by each configuration variable reflects its smoothness for the 
definition given previously (2.7.1).  An approximation of this curvature is used here as it is 
quick to calculate and applicable to any variable regardless of the configuration space that it 
is part of.   
 
As the approximation to curvature is calculated in a space that is the distance travelled by the 
robot versus a component variable (Figure 21 ).  A space of this type is constructed for every 
variable that is to be smoothed, and the sum of these curvatures forms the overall cost. 
 
Normalisation is applied to the metric to ensure that it is the shape of a path that is penalised 
and not its size.  This ensures that cost cannot be reduced by simply extending the length of 
the path endlessly thus reducing the corresponding curvature. 

3.8.1.2 Normalisation 
Smoothness could be provided by (an approximation to) curvature alone, but normalisation is 
applied to ensure that path length does not grow unduly large.  Normalisation achieves this by 
increasing or decreasing the cost relating to a path based on it’s shape only, and disregarding 
its size (i.e. the approximation to curvature is normalised with regard to a unit path length).  
This normalisation means that the two curves shown below (Figure 22 ) will have the same 
cost, even though the curvature of the larger one is reduced due to it’s increased size. 
 
 
 
 
 
 
 
 
 
 
 
Figure 22  Two curves of differing curvature that have the same normalised curvature. 
 
The formula used to calculate a normalised approximation to curvature is: 
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where Ci,j is the curvature of component i during segment j, dj is the distance moved for 
control vector j, and dt is the distance moved over the entire entire path.  
 
A normalised approximation of curvature is calculated for each component configuration 
variable in which smoothness is required.  This allows a human operator to select the 
configuration variables that are to be smoothed, and allow others to be ignored.  An example 
where this may be desired is x,y orientation space where only x and y may require smoothing.  
Another example is the configuration space for a robot arm that contains many internal 
parameters that do not require smoothing such as the angle of each joint in the arm.   

3.8.1.3 A Sum of Squares Metric 
Another benefit of the normalised approximation to curvature is that it is a sum of squares 
metric, which encourages the curvature present in the path to be evenly spaced out along the 
path’s length.  This encouragement is provided as a cost reduction can be obtained from a 
sum of squares metric by spreading out the curvature even if the total is not reduced.   
 
An example is shown in Figure 23 below, where an area-based cost is produced via a least 
squared metric.  Both of the plots show an area of 4, however, 22 + 22 = 8 whereas 12 + 12 + 
12 + 12 = 4, this is an example whereby spreading out the area has reduced the cost. 
 
 
 
 
 
 
 
 
 
Figure 23  Examples of a sum of squares metric 
 
An example using three paths is shown below (Figure 24 ).  Of these paths B has the lowest 
cost because it has the curvature spread out along its length.  Path A has concentrated 
curvature in the first two segments, and path C has increased length, but has not decreased the 
total curvature. 
 
 
 
 
 
 
 
 
 
Figure 24  A selection of paths with varying normalized curvature values.  B is the optimal path as it has the most evenly spread 

curvature along the path length. 

3.8.1.4 Generically Calculating an Approximation to Curvature 
In order to generically approximate the curvature of a component’s path there are two 
methods that are used.  Two methods are required as there are two different ways in which 
path components change with respect to the distance travelled.  The first of these (Type A) is 
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non-linear with respect to (w.r.t.) distance travelled throughout a transition, the second (Type 
B) is linear w.r.t. distance travelled throughout each transition and has non-linearities at the 
end of each transition.  These two varieties and the x,y path that they stem from are illustrated 
in Figure 25 (below): 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 25  The two ways in which a variable changes with respect to distance, Type A non-linear within transition, continuous 

tangents aligned, type B linear within a transition, non-continuous tangents. 
 
To provide an estimate of the curvature of the two varieties of path illustrated in Figure 25 
(above) there are two different methods that are used.  The first of these is an instantaneous 
calculation; this approximates the curvature of the path at an instant in a transition and 
assumes that this value is representative of the curvature of the transition as a whole.  The 
second is to estimate the curvature over the course of the transition using the start of each 
transition.  More detail is provided on both of these methods in the following sub-sections. 
 
The process for deciding which method is appropriate for a particular variable is a simple one, 
first the instantaneous method is applied, if this returns a zero valued curvature (indicating the 
linear change seen in Figure 25 Type B) then the second method is applied.  This ensures that 
the correct method is used for the correct variables and is fully autonomous. 

3.8.1.4.1 Instantaneous Curvature Approximation 
In order to calculate the instantaneous curvature of a point in a path segment for each 
component, a plot is produced of the component vs. the distance (d) travelled over all 
components (Figure 28 right).  The plots consist of the end point of each of the transitions and 
the angle (a) with respect to d at this point.  These points and angles allow the calculation of 
an approximate curvature of the path using the common definitions of: 
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It is important to note that whilst the path between the two points may not be an arc, only an 
approximation is required, therefore the use of the above definitions is sufficient. It is 
sufficient to find the curvature at a set of points along the path, as only an approximation is 
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sought and not an exact value.  If GSPACC was found not to function for a particular non-
holonomic system then more points could be added in order to gain a more representative 
curvature.  It should be noted that this has not been found to be necessary for the systems 
tested here.  In addition, for most robotic applications these points will represent the curvature 
of the path as a whole due to the linear (static value) control transitions used which produce 
arc (constant curvature) moves.  
 
The angle at a point may be calculated via the forward kinematics.  A scaled version of the 
control used to execute the path segment is created using the process detailed later in (3.9.2), 
this scaled control equates to moving a short distance (10-6).  Using the scaled control, and the 
forward kinematics a point reached a short distance into the path segment can be calculated.  
This point in combination with the knowledge that the distance moved is 10-6 can then be 
used to calculate an angle via simple trigonometry (Figure 26 ).  
 
Figure 26 shows that two points are used in calculating the angle, this is to ensure that the 
best approximation to the tangent of the point is gained.  The improvement given by the use 
of 2 evaluated points may be deduced from Figure 26 if !y is considered.  Using points p1 & 
p2 !y will equal 0, this is an accurate reflection of the heading.  However, if instead points p0 
& p1 are used, it can be seen that !y is not equal to 0, thus the heading has not been accurately 
represented. 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 26  Calculation of angle (a) of a variable with respect to the distance travelled at the start of a path segment  
 
Repetition of the method described above can then be used to find a second angle a short 
distance into the path.  This process for finding second angle is shown in Figure 27 (below). 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 27  The process whereby a curvature value is produced at a point on the path. 
 
The change between the two angles near the start and of a path segment divided by the small 
distance travelled provides the curvature of a component for a path segment at this point, as 
shown in Figure 28 (bottom).  
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Figure 28  The generic method for calculation of the normalised approximation to the curvature of a path, including all 

formulae used. 

3.8.1.4.2 Overall Curvature Approximation 
The method for overall curvature calculation is very similar to that applied for instantaneous 
calculation, and uses the angles calculated previously.  Half of the angles are discarded and 
the others maintained. Following this !ai,j and Ci,j are redefined as follows: 
 
!ai,j = |ai,j+1 - ai,j| 
 

! 

Ci,j =
"a i, j
d j

 

 
In all other respects the calculations are identical. 

3.8.1.5 Summary 
The result of the processes detailed in this sub-section, is that a value of a normalised 
approximation to curvature (NAC) can be obtained that accurately reflects the curvature of 
each component in the path.  This NAC value can be calculated for as many or as few 
components of a path as is desired, in any configuration space. 
 
A worked example to the use of NAC, and a comparison of approximate curvature (AC) with 
the normal method for calculating curvature (C) as the reciprocal of the radius of an arc is 
given in Appendix A.  This comparison shows that AC is almost identical to C, this supports 
the claims made earlier that AC is a good representation of C.  

3.8.2 Euclidean Distance 
The Euclidean distance metric uses all of the goal state variables, and ensures that the goal is 
reached.  The Euclidean and normalised approximation to curvature metrics use different 
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units and are very different measures.  To counteract the discrepancy produced, a scalar is 
included with the Euclidean measure to ensure that the two measures remain balanced 
throughout the descent.  More information on this will be provided in the following section 
(3.9.1).  The formula used for Euclidean distance is: 
 

! 

gn "cn( )2
n= 0

n=N

#  

 
where gn is the nth element of the goal configuration, cn is the nth element of the configuration 
state at the head of the path (i.e. resulting from the final transition) and N is the number of 
elements in a configuration state.  Note that the n-dimensional Euclidean distance is not 
squared, as this would decrease the influence of the Euclidean measure the closer to the goal 
the head of the path became (as influence is equal to gradient, and this is reduced as the goal 
is neared for a quadratic function illustrated Figure 29 ).  This is not desirable, as this 
influence is required in order to provide a goal-connecting path.  There is no disadvantage 
given by the resulting discontinuity in the gradient as descent takes place along a line.  The 
discontinuity therefore makes the minimum easier to locate. 
 
 
 
 
 
 
 
 
 
 
Figure 29  Quadratic bowl and conic cost functions. 

3.8.3 Cost Metric Summary 
The cost metric used in the creation of paths has two aims; these are path smoothness and 
goal connectivity. 
 
The cost metric has two components, one for each of the aims.  A normalised approximation 
to curvature (NAC) is used to provide a smooth path, and Euclidean distance (ED) is used to 
provide goal connectivity. 
 
NAC normalises an approximation of curvature with respect to distance travelled.  This 
means that a poor path shape is penalised as opposed to a poor curvature as such.  This 
attention to path shape is important as GSPACC may be used over large or small distances, 
and the response given will be the same (i.e. if a task is scaled then the response should also 
be scaled). 
 
NAC is a sum of squares measure; this means that the curvature will tend to be spread out 
over the length of the path.  This even spreading of curvature is useful as it means that a tight 
corner’s high curvature cannot be outweighed by the zero curvature of a straight line and 
smoother paths will be produced. 
 
NAC is calculated for component profiles, this allows the user to choose which variables 
within the configuration space require smoothing, and only attend to smoothness in these 
variables. 
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NAC is calculated for individual configuration components by finding the curvature of 
component vs. distance profiles.  These profiles are constructed in a manner that provides an 
accurate representation of the path taken. 
 
ED is calculated for all goal values, and is scaled in order to ensure that it is able to affect the 
shape of the path. 
 
The result of the above is a cost metric that allows a smooth path to be formed between two 
configuration states. 

3.9 A Dynamic Field 
Static potential field methods are known to suffer from local minima and other undesirable 
features such as ravines and plateaus.  Using the normalised approximation to curvature 
(NAC) plus Euclidean distance (ED) as a cost measure in a static field has such an 
undesirable feature that prevents success.  The undesirable feature found to be present here 
was local minima caused by conflict between the two components (NAC and ED) of the cost 
measure, or a lack of flexibility under some drift conditions.  The lack of flexibility stems 
from the number of path segments used.  This section details the how local minima been 
overcome by use of a dynamic potential field that manipulates and moves local minima to a 
state that represents a smooth goal-connecting path.  Also detailed is how inflexibility due to 
drift has been overcome by adding transitions. 

3.9.1 Balancing The Cost Measure 
There are two components in the cost measure, the normalised approximation to curvature 
(NAC) and Euclidean distance (ED), and they must be carefully weighted in comparison to 
each other.  If the NAC component has too much influence then the goal will not be reached, 
and if the ED component has too much influence then the path will be unsmooth.  The reason 
for this opposition is that the path of least normalised approximate curvature in a space is 
unlikely to connect to the goal, as it is a straight line. Therefore in attracting the path to the 
goal, and forcing it to bend, the ED component is opposing the NAC component.  If the ED 
component is not sufficiently powerful to force the path to the goal, then an undesirable 
compromise position is reached.  This compromise position is situated where the ED 
component cannot force further movement to be made towards the goal, and the NAC cannot 
force further movement to be made towards a straight line.  An example of this is given 
below: 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 30  The compromise path, and the pull on it from the NAC and ED component of the cost measure. 
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If ED is too powerful then the path formed will not heed its shape, as the NAC component of 
the metric will be ignored.  Examples of paths gained using ED have been shown previously 
to be unsmooth (Figure 18 ) and therefore undesirable.  Therefore it is necessary to carefully 
weight the ED components of the cost metric in relation to the strength of the NAC 
component. 
 
The differing levels of influence of the two components results from the differing units used 
by the two different measures, as well as the nature of that which they measure.  NAC can 
change from a large to a small value in a much smaller space than that required for the 
equivalent change in ED.  This means that the range of values (and therefore gradients) given 
by the NAC metric are more sensitive to the task in hand than those given by the ED metric. 
 
In order to achieve a goal-connecting path with low normalised approximation of curvature, 
the ED component should be given only sufficient influence to draw the path to the goal, and 
not so much as to completely overwhelm the NAC component.  This is achieved by setting 
the gradient of the ED component until to roughly match that given by the NAC component, 
and then gradually increasing it until the goal is reached.   
 
Remember that the ED component provides a conical function in configuration space (Figure 
29 ), and its gradient is therefore very easily controlled by scaling the ED cost values.  The 
scaling is applied to the ED cost each time it is calculated.  In order to roughly match the ED 
and NAC influences, the following formula is used: 
 

! 

ED Scalar =  
EDG m

m = 0

m = no. of controls

"

NACGm
m = 0

m = no. of controls

"
 

 
where EDGm and NACGm are the mth Euclidean and normalised approximation to curvature 
gradients respectively. 
 
This will not provide an exact match as using the sum of all gradients is a simplification that 
matches gradients on average, but will not match any individual gradients.  However it will 
provide a near match (as gradients are on average matched), following which descent to the 
new minimum will be relatively quick.  After the minimum has been reached, the scalar is 
doubled and descent continues.  Each time a minimum is reached, the scalar is re-doubled 
until the path is within tolerance of the goal.  Doubling serves as a sufficiently fast increase in 
the scalar to allow the formation of a path in less than 1s, whilst allowing path smoothness to 
be maintained.  The effect of increasing the scalar is illustrated in Figure 31 & Figure 32 , 
however, it should be noted that this is a simplification of the method as the plot is 2 
dimensional, and the actual descent takes place in M!n dimensions where n is the number of 
controls within a transition, and M is the number of transitions. 
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Figure 31  A simplified (2D) model of the movement of the global minimum as the Euclidean distance scalar is increased. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 32  Paths corresponding to various minima as the Euclidean distance scalar is increased. 
 
In summary, the balancing process is as follows: 
 
1. Set the ED scaling value so that the ED influence is roughly balanced with that of the 

NAC 
2. Descend 
3. If the goal is reached terminate else double the ED scalar and go to 2 
 
Note: NAC smoothness benefits are maintained as the minimum arrived at following descent 
will be at a balanced position between the two influencing components. 

3.9.2 Re-partitioning 
As well as the conflict between the normalised approximation of curvature (NAC) and 
Euclidean distance (ED), another potential source of local minima is the default number of 
transitions being insufficient to allow a path to the goal to be found.  The reason for this is 
that drift removes some of the flexibility of the transitions as they are not able to move in the 
normal manner.  If sufficient flexibility is removed then descent will stall as it becomes 
difficult for NAC and ED to co-operate with the default number of transitions.  Therefore it 
becomes difficult to form a smooth path to the goal.  In addition, it is possible that for a 
particularly abstract non-holonomic system, the initial number of transitions provided is 
insufficient to allow a goal-connecting path to be formed. 
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Whatever the cause of the stalling of the descent, the end result is noticeable as updating of 
the Euclidean scalar that would usually cause the minimum to move, descent to continue and 
the path to change, fails to do so.  This is easy to detect as after the scalar is updated a check 
is performed to test for a minimum at the current control state, if a minimum is still present, 
then a stall case is present (by definition).  The solution is to increase the number of 
transitions, as this provides the necessary extra flexibility in order for a plan to the goal to be 
calculated.  
 
In order to add an additional transition without changing the path produced, a scaling mask is 
used, this mask is assumed available in assumption 4.  This is a valid assumption as the mask 
may be easily produced using insight into the non-holonomic system in the same manner as 
creating a forward kinematics model.  The mask allows for the path produced to be split into 
2 even halves, and alters the scaling of the control in order to achieve this.  An example where 
this is required in order to split a configuration transition is for a car-like robot.  In this case 
the car’s steering should be not be scaled in order to re-produce the same path shape, and the 
forward movement should be halved.  This is due to the architecture of a car, which means 
that the steering need only be changed when the curvature of the path is changed.  The 
process of separating a circle arc into to halves is illustrated in Figure 33 below.  Both halves 
of the arc are executed by halving the control for forward movement, and leaving the steering 
control unchanged.  The following paragraph provides a step-by-step explanation of how the 
mask is used to achieve this. 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 33  Illustration showing the movement of a car-like robot for a " circle arc. 
 
The scaling mask used to split the transition has the same length as a control vector and each 
element is either a 0 or a 1.  The mask for a car-like robot with 2 control inputs is (1,0).  The 
second element of the mask is a 0, and this indicates that the second control element should 
not be changed. The first element of the mask is 1 and this indicates that the first element 
should be scaled.  The scaling applied is 0.5 in order to split the control into 2 even halves 
therefore the first element is halved, and the second is not.   
 
The process of using the mask in order to split the arc given in Figure 33 , into the two halves 
executed in Figure 33 is illustrated below (Figure 34 ):  
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Figure 34  The process of splitting a transition into two halves, and maintaining the path produced 
 
Due to the use of the scaling mask, this scaling will not change the proposed path, however 
the location in control space is changed.  The new location in control space will no longer 
represent a minimum as greater flexibility allows the path to change and counter drift, 
allowing the descent process to continue.  The change in control without a change in 
configuration is illustrated for an example path below (Figure 35 ): 
 
 
 
 
 
 
 
 
 
Figure 35  The splitting of a control arc showing the controls and path segments before and after splitting. 
 
The above process may be repeated as many times as is necessary during the descent process, 
however the re-plan time will increase linearly as the number of transitions increases.  This is 
because a full cycle of conjugate descent requires M descents for m vectors each containing n 
controls.  Therefore, if it is assumed that all descents take the same amount of time (tn), 
adding an additional control vector results in a fractional increase in the time of:  
 

! 

n" tn
M " tn

 

 
as the descent will continue to affect the entire path.  From the above equation, if a plan using 
3 transitions each composed of 2 controls, requires 0.5 seconds, then in order to stay within 
the times limit of 1s per plan, repartitioning may occur up to 3 times without violating this 
constraint.  This is demonstrated in Table III below, which also shows the increase in time 
taken to be linear equating to 0.1s per control. 
 

Table III – Time Increase With Re-Partitioning 
Control Vectors Controls per vector Time taken Time per control 
3 2 0.5!1.33 = 0.665 0.665/(3!2) = 0.1 
4 2 0.665!1.25 = 0.831 0.831/(4!2) = 0.1 
5 2 0.831 ! 1.2 = 0.997 0.997/(5!2) = 0.1 

 
This linear expansion of the time required for a task to be completed is important as a linear 
time-space complexity is highly desirable to allow the wide application of an algorithm. 
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3.9.3 Dynamic Field Summary 
The cost metric used in GSPACC contains two components, these are a normalised 
approximation of curvature (NAC), and Euclidean distance (ED). 
 
The minima for the two cost measure components correspond to different paths. 
 
Therefore a conflict exists between the cost measure’s components. 
 
If too little power is given to the ED component, then the goal is not reached, if too much 
power is given, then the path produced is unsmooth. 
 
In order to manage the conflict, between NAC and ED the ED gradient is initially set roughly 
equal to that of NAC, and descent is performed. 
 
If the path produced by the current minimum does not reach the goal, then the ED scalar is 
doubled.  This doubling moves the minima closer to the goal, and descent continues. 
 
The process of descent and scalar increase is continued until the goal is reached. 
 
There are cases whereby the descent process can stall.  Stall cases occur when there is 
insufficient flexibility available to allow the descent to continue.  When a stall occurs, the 
number of transitions is increased, thus increasing the available flexibility, and removing the 
stall. 
 
The result of the above process is that an initial path may be smoothly morphed via a 
succession of minima until the goal is reached via a smooth path. 

3.10 Inaccessible control space 
Some areas of control space may be inaccessible due to constraints imposed by the robot’s 
architecture.  This inaccessibility means that the cost surface must be raised in and around 
these areas in order to allow the descent process to produce a feasible solution.  Two 
examples will be given, the first is forwards only motion, and the second is minimum turning 
circles. 
 
A generic formula for guarding areas of control space is: 
 

! 

e
- variableM " limit( )

0.01

M =  0

M = No. of transitions

#  

 
where “variable”, is a numerical representation of the area to be guarded, and “limit” is a 
lower bound value of “variable” representing the outer edge of the area. The distortion of 
control space provided by this function is shown in Figure 36 .  The division by 0.01 serves to 
increase the steepness of the function around the forbidden area of space.  The specific value 
of 0.01 was chosen by trial and error and has been found to function for all tests conducted.  It 
is therefore thought to be a generic value that does not require any tuning in order to function 
with different tasks or robots.  This is a reasonable conclusion as to render an area 
inaccessible it is necessary to cause the gradient opposing entry to be larger than that of the 
gradient encouraging entry.  As the exponential function is both steep and of an ever 
increasing gradient it will not be overwhelmed by either the (relatively small) NAC or ED 
gradients (Figure 36 is an accurate representation of the relative gradients). 
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Figure 36  Illustration of the potential surface used for descent, the minimum may be seen near the “front” and the area of 

raised potential representing an out of bounds area may be seen in the centre. 

3.10.1 Forwards Only Motion 
There are cases whereby the minimum cost path does not appear (by eye) to be the smoothest 
path, these manifest as “reverse parking” (Figure 37 ) whereby the robot will reverse at some 
point in its path. These paths are produced as neither the normalised approximation of 
curvature nor Euclidean distance penalise such paths, allowing them to produce a lower 
combined cost than non-reversing paths.  Therefore, if the only requirement of a path is that it 
is of the lowest NAC+ED cost, these paths are attractive to descent.   
 
 
 
 
 
 
 
Figure 37  Diagram showing two different paths connecting the same two states.  The diagram on the left shows a reverse 

parking move, the diagram on the right shows the (preferred) non-reversing path. 
 
However a large part of the motivation for smoothness was to allow paths to be executed at 
speed, and reversing clearly does not correlate with this.  Therefore reversing represents an 
area of control space that is out of bounds, and the following formula is applied: 
 

! 

e
- forward movement M " limit( )

0.01

M =  0

M = No. of transitions

#
 

 
Where limit = 0 (as no amount of backwards movement is allowed). 

3.10.2 Minimum Turning Circles 
A minimum turning circle (MTC) is a common inherent limitation for non-holonomic robots.  
As speed can be roughly proportional to curvature, a MTC may also be applied to robots that 
do not inherently possess this limitation in order to increase the potential speed at which the 
robot may travel along the path.  Therefore it is useful to accommodate this limitation.  As 
with forwards movement this may be achieved via use of the previously described formula 
(3.10).  In this case certain turning circles are to be prevented and this may be calculated as: 
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! 

turning circle radius =  forwards movement
heading change

 

 
and used in the generic formula along with the known minimum turning circle. 
 
Limit = MTC as this is the lowest acceptable turning circle. 
 

! 

e
- turning circleM " limit( )

0.01

M =  0

M = No. of transitions

#  

3.11 Drift Compensation 
Drift compensation is a vital component of the designed system as it allows the planned paths 
to be adhered to.  This section provides a definition of the drift faced here, and how it is 
overcome.  A full overview of the different forms of drift has been given in chapter 2. 
 
The drift partially countered by this system is unpredictable, power-through, spatial drift 
(assumed to be the only drift present in assumption 3).  This drift has been selected as it is the 
most commonly occurring in mobile robots.  This is because this kind of drift will occur for 
either environmental reasons or non-perfect forward kinematics.  In contrast temporal and 
wheel-slip drift only occur for unstable robots or due to inadequate travel surface traction.   
 
Due to the random component the drift experienced here may only be partially countered, and 
only then through frequent re-planning.  As mentioned previously (0) each plan produced 
consists of a number of transitions, once a plan is completed the first of these transitions will 
be executed, following this, the drift experienced is calculated as a percentage of the intended 
movement.  This percentage will then be added to the forward kinematics model of the robot. 
As the forward kinematics are used in the creation of the following plan, should the drift level 
remain the same then this will counter the drift experienced during the execution of the 
following transition (Figure 38 ).  The drift countering is achieved as for a drift to the left the 
robot will steer more to the right on the following transition, thus countering the drift if it has 
remained static over this time.   
 
 
  
 
 
 
 
 
 
 
 
 
 

 
 
 
Figure 38  An illustration of drift compensation over time. 
 
Note that due to the random nature of drift the compensation will not be complete.  The 
reader may question why a record of drift is kept at all.  The reason is to allow the tracking of 
trends in drift.  Because of the relatively frequent cycle rate of the algorithm (1hz) any 
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detrimental effects are outweighed by the benefits of tracking general trends in the drift.  
Figure 39 shows the level of drift that is countered in comparison with the drift encountered 
as time progresses for an example drift profile.  The drift that is countered may be described 
as the drift that was present on the previous plan; therefore the drift that is not countered is the 
difference between the drift that is currently present, and that which has been recorded. 
 
 
 
 
 
 
 
 
 
Figure 39  Graph showing the drift amplitude varying with time #t time between plans. 

3.12 Testing and Results 
This section details the tasks and robots for which the system was tested, and why these were 
deemed appropriate. Also included are the results gathered which allowed for the system to 
be deemed a success. 
 
GSPACC aims to produce goal-connecting paths that are smooth, in the face of drift, quickly, 
and in a generic manner.  Therefore testing needed to reflect these aims.   

3.12.1 Algorithms 
To show that GSPACC provides smoothness that others do not, a comparison with existing 
methods is required.  The first method chosen uses Euclidean distance (ED) as a cost metric, 
as opposed to the normalised approximation of curvature (NAC) + ED and will be known as 
the ED GSPACC variant.  The second method chosen is a Rapidly exploring Random Tree 
(RRT) method.  These are suitable candidates as they are both commonly used methods for 
path planning in robotics.   

3.12.1.1 RRT Algorithm 
The algorithm is as follows: 
 
1. Pick a point at random in the configuration space 
2. Pick the node from the existing tree that is closest to this point 
3. Expand the tree via the candidate arc move that gives the largest decrease in distance to 

goal  
4. Repeat until the goal is reached within tolerance. 
5. Retrace the path from the node within tolerance of the goal, to the root node. 
6. Execute path 
 
Note that the RRT does not use re-planning and uses many more individual arcs than are used 
for the ED or NAC+ED based paths, where each arc must be one of the available candidates 

3.12.1.2 RRT Overview 
The RRT used here is similar to that described in [104], a tree composed of arc segments is 
built whose root is the robot’s initial state.  A number of candidate arcs are available that are 
guaranteed feasible for the robot to execute as the controls required to provide this execution 
are known apriori.  The tree is built by selecting a point at random within the configuration 
space and expanding the closest node to this point towards it using the candidate arc that 
decreases the distance from the tree to this point by the largest amount.  This process 
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continues until the goal state is reached within a given tolerance.  Following this the path will 
be executed.   
 
There are a number of design decisions to be taken when producing an RRT and these will be 
detailed in the remainder of this section. 
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3.12.1.3 RRT Candidate Moves 
One of the key design decisions involved in the setup of an RRT algorithm is the candidate 
moves that are used.  This algorithm will use different arcs for different task groups.  These 
groups are x, y, orientation space, x, y, z, orientation space, and abstract spaces.  The general 
definition for the arcs used is shown in Table IV (below).  F corresponds to the length of arc 
required to execute a 1/16 of a circle at the minimum turning circle, and A corresponds to the 
angle turned through in executing 1/16th of a circle ("/8). 
 

Table IV – Candidate Moves For RRT 
Space Basic unit Turning Moving 
x, y, orientation (forwards, angle) 

(F,A) 
(F, 0) 
(F, -A) 

T{1,2,4} 
T!(F,A) 
T!(F, 0) 
T!(F, -A) 

M{1,5,10} 
(M!F,A) 
(M!F, 0) 
(M!F, -A) 

x, y, z, orientation (forwards, yaw, pitch, roll) 
(F, A, A, A) 
(F, A, A, 0) 
(F, A, 0, A) 
(F, 0, A, A) 
(F, A, 0, 0) 
(F, 0, 0, A) 
(F, 0, A, 0) 
(F, 0, 0, 0) 
(F, -A, -A, 0) 
(F, -A, 0, -A) 
(F, 0, -A, -A) 
(F, -A, 0, 0) 
(F, 0, 0, -A) 
(F, 0, -A, 0) 
(F, -A, -A, -A) 

T{1,2,4} 
T!(F, A, A, A) 
T! (F, A, A, 0) 
T! (F, A, 0, A) 
T! (F, 0, A, A) 
T! (F, A, 0, 0) 
T! (F, 0, 0, A) 
T! (F, 0, A, 0) 
T! (F, 0, 0, 0) 
T! (F, -A, -A, 0) 
T! (F, -A, 0, -A) 
T! (F, 0, -A, -A) 
T! (F, -A, 0, 0) 
T! (F, 0, 0, -A) 
T! (F, 0, -A, 0) 
T! (F, -A, -A, -A) 

M{1,5,10} 
(M!F, A, A, A) 
(M!F, A, A, 0) 
(M!F, A, 0, A) 
(M!F, 0, A, A) 
(M!F, A, 0, 0) 
(M!F, 0, 0, A) 
(M!F, 0, A, 0) 
(M!F, 0, 0, 0) 
(M!F, -A, -A, 0) 
(M!F, -A, 0, -A) 
(M!F, 0, -A, -A) 
(M!F, -A, 0, 0) 
(M!F, 0, 0, -A) 
(M!F, 0, -A, 0) 
(M!F, -A, -A, -A) 

Abstract (unknown, unknown) 
(1, 1) 
(1, 0) 
(0, 1) 
(0, 0) 
(0, -1) 
(-1, 0) 
(-1, -1) 

N/A M{1,5,10} 
M!(1, 1) 
M! (1, 0) 
M! (0, 1) 
M! (0, 0) 
M! (0, -1) 
M! (-1, 0) 
M! (-1, -1) 

 
The candidate arc moves used in x,y space are illustrated to scale below (Figure 40 ). 
 
 
 

 
 
 
 
 
 

 
 

 
 
 

 
 
Figure 40  Candidate arc moves, shown to scale. 
 
The moves detailed above are deemed appropriate as they allow the RRT to both cover large 
distances when initially expanding, and make fine adjustments for near-by points when 
necessary. 
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3.12.1.4 RRT Configuration space 
As mentioned previously, the RRT tree is grown by extending towards a randomly chosen 
point in the configuration space.  It is therefore necessary to define the dimensions of this 
space.  The axis of the space are defined by the task, in the case of (x, y, orientation) space, x 
and y form a ground plane and a vertical axis is given by orientation.  The extent of this space 
should be limited in order to minimise the extension of the tree into unhelpful areas.  Limiting 
the space is necessary, as the RRT will naturally expand into the whole of the space, therefore 
minimising the space to that which is useful increases the exploration which is conducted in 
useful areas.  An example is if the task takes place between an initial state of x,y co-ordinates 
1,1 and 10,10, then allowing expansion of the tree in an infinite space means that a large 
proportion of space will be explored which is not useful in terms of finding a path to the goal.   
 
The space within which random points are chosen in is centred on the goal.  The dimensions 
of the space are varied dependant on the task.  
 
For real world spaces the search space is double the distance to the goal for spatial 
dimensions, and 4" for orientation dimensions. 
 
For abstract spaces, the search space is double the initial distance to the goal in all 
dimensions. 

3.12.1.5 RRT Nearest Neighbour Searching 
The RRT uses a grid-based division of the configuration space.  This grid-based structure 
allows for faster nearest neighbour searching than is otherwise available.  The grid is 
established at the beginning of the algorithm, and fixed for the duration.  The speed up is 
achieved by only searching within a given area of the tree for a potential nearest neighbour.  
This is quicker than searching over the entire tree as fewer nodes are considered, and 
therefore fewer calculations are performed.   
 
An example of the grid used in x,y space, and the way in which it is set up is given in Figure 
41 .  The grid consists of a number of n-dimensional cubes where n is the number of 
dimensions in the search space (e.g. 3 for x,y, orientation space).  The size of cubes is dictated 
by the largest of the x, y (or z) distances from the initial state to the goal state and the desired 
range of orientations 4" (±2").  Whichever of these measurements is largest is divided by the 
desired number of cubes along each edge of the grid, chosen here as 5.  Five was chosen as 
through trial and error it has shown the best results (quickest search times).  Orientation 
values are unlikely to exceed ±2" as the values moved towards by the tree are within this 
range.  Due to this implied limit the orientation axis of the grid will limit the number of cubes 
used to the number that enable coverage of the desired 4" range. 
 
When taking a measurement from one node to another, normalisation of variables is applied.  
This normalisation is used in order to ensure that no one variable of the search is overly 
powerful in directing the expansion of the tree.  In the case of this search, without 
normalisation orientation would entirely control the expansion of the tree.  This is because, 
when choosing the direction in which to expand the tree in order to achieve the largest 
decrease in distance to the randomly chosen point, orientation is able to move (as detailed in 
chapter 2).  
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Figure 41  Initialisation of a nearest neighbor search grid 
 
As a node is added to the tree, it is also added to the nearest neighbour grid structure.  When 
performing a nearest neighbour query, the process below is used: 
 
1. Lookup host cube of point in space for which the nearest neighbour is to be found 
2. If this cube has tree nodes assigned to it then find the closest of these nodes 
3. If a boundary of another cube is nearer than the current nearest neighbour found, and this 

cube contains tree nodes 
a. Find the closest neighbour within these cubes, then repeat step 3 
b. Else return the closest node found 

3.12.2 Courses 
A variety of different initial-goal state pairings are required in order to test GSPACC.  A 
suitable number of distinctly different initial and goal configurations were chosen for each 
space that is sufficiently large to cover all distinctly different configurations.  This is possible 
because although there are an infinite number of different possible configurations the 
solutions are similar to each other, as is the descent undertaken, therefore nothing would be 
gained by testing a larger number of problems. 
 
In order to ensure that a representative set of goal states are tested, evenly spaced sample 
points are chosen in the search space, and symmetry is considered.  Example sample points 
for x,y space are shown in Figure 42 below.  It can be seen from Figure 42 that sample points 
cover the main directions in which the robot can move from the origin.  In addition it can be 
seen that negative y co-ordinates are not considered.  Negative y-co-ordinates do not require 
consideration, as all paths to these co-ordinates are symmetrical to paths that may be 
produced for positive y-co-ordinates.  
 
 
 
 
 
 
 
 
 
Figure 42  Sample points as selected to give a good range of paths in the space 
 
Orientations are then chosen for these sample points that provide suitably different paths, as 
with the creation of sample points symmetry is checked for each orientation chosen.  It may 
be suitable to test for path creation for more than one orientation at each sample point in order 

40 
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Initial = (1,10,0) 
Goal = (21,21,0) 
 
Suggested !x = 2* (21-1) / 5 = 8 
Suggested !y = 2* (21-10) / 5 = 4 
 
resolution = max (dx, dy) = 8 
 
Orientation segments (OS) = 4" / resolution = 2 
 
Orientation range = resolution * OS = 16 
 
x range = 1 - 41 
y range = 1 - 41 
Orientation range = -8 -> 8 
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to cover a representative set of paths.  Each sample point and orientation pairing forms a 
single test. 
 
For non-holonomic systems in abstract spaces the above method for choosing representative 
tasks cannot be applied as it relies on intuitive knowledge of the space travelled in and the 
manner in which the robot travels in this space.  For abstract spaces the method used is to 
sample the space at plus or minus one in all variables for all possible combinations.  As the 
tasks are set one unit of distance away, the scaling used for initialising the lookup table 
described in 3.7.1 is 0.5. 
 
The number of tests that are required for any one space depends on both the dimensionality of 
that space, and the freedom of the robot within that space.  The larger the dimensionality and 
the larger the freedom of the robot, the more points are required. Table V below indicates the 
number of courses chosen for each robot tested here. 
 

Table V - Number of courses for each system tested 
Robot Number of courses used 

Rolling Disc 13 
Differential Drive 13 

Car-like 13 
Robot Arm 14 

Airplane 22 
Abstract 8 

3.12.3 Perturbation 
In order to test performance in the face of drift, drift had to be applied, as GSPACC is tested 
in simulation only, then drift is artificially applied.  Specifically the drift vector field added to 
provide a discrete simulation of drift experienced by the physical system in the kth execute 
cycle is g(xk) = g(xk-1) + D!rk where D is the amplitude of the change in drift. D is set as a 
constant for each run to achieve various magnitudes of drift over the control space (i.e. x  = 
control state), and rk#[-1,1] is set randomly for each execution step k.  This means that the 
drift is random and unpredictable.  Also, the amount of drift at any one time may be much 
higher than the value D.   
 
The values of D used here are 0 0.01, 0.02, and 0.03 (the driftless case, 1, 2, and 3% 
respectively) as these values were found to be sufficient to show changes in the paths made.  
An upper limit of 0.2 (providing a drift of 20%) is set for the drift level to prevent drift 
becoming overly large although this limit is not necessarily reached. 
 
Drift is added to control variables, and is therefore consistent with drifting without wheel-slip 
(i.e. obeys the forward kinematic model), due to this all drift is of the power-through variety 
(as defined in chapter 2).  As a random element is included it is necessary to conduct a 
suitable number of simulations for each drift amplitude D.  A seeded random number 
generator was used, with 10 seeds.  This was a sufficiently large number to give credible 
results for each value of D, and a seeded generator made the results repeatable, as well as 
ensuring that the values for rk were the same for each initial and goal configuration tested.  
The random values are chosen from a uniform distribution as this distribution best suits the 
bounded error required here.  Full details on the choice of distribution are given in Appendix 
B.  Ten seeds was deemed sufficient as examination of the standard deviation of the data 
populations revealed consistent results. 
 
The RRT will not be run under the influence of drift, this is due to the fact that it has no 
mechanism for coping with drift, and it would therefore be an unfair comparison. 
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3.12.4 Architectures 
In order to show genericity 6 distinct non-holonomic systems are tested.  The 6 systems are:  
 
1. A 4d rolling disc 
2. A differential drive robot 
3. A car-like robot 
4. A simplified airplane 
5. A robotic arm with 6 degrees of freedom 
6. Non holonomic integrator 
 
A summary table is given below (Table VI) detailing the configuration spaces used with each 
robot as well as any limitations, goal variables, and smoothed variables.  Throughout, x, y, 
and z are Cartesian variables, $ is robot orientation % is distance moved, and %n denotes the 
nth joint angle of the robot arm. 
 

Table VI – Important Variables By System 
System Limits Space inhabited Goal Variables Smoothed 

Variables 
Rolling disc Forwards only movement x, y, $, % x, y, $, % x, y 
Differential 
drive 

Forwards only movement 
Minimum turning circle radius of 0.15 

x, y, $, % x, y, $, x, y 

Car-like Forwards only movement 
Minimum turning circle radius of 0.2 

x, y, $, % x, y, $, x, y 

Airplane Forwards only movement 
Minimum yaw circle radius of 0.2 
Minimum pitch circle radius of 0.5 

x, y, z, yaw, pitch, roll x, y, z, yaw, pitch, roll x, y, z 

Robot arm Forwards only movement 
Joint limits: 
%1 ± "/2 
%2 ± "/2 
%3 ± "/2 
%4 ± "/2 
%5 ± "/2 
%6 0, "/4 
 

End affecter 
x, y, z, yaw, pitch, roll 
 
Joint angles 
%1, %2, %3, %4, %5, %6 

x, y, z, yaw, pitch, roll x, y, z 

Non-holonomic 
integrator 

None x1, x2, x3 x1, x2, x3 x1, x2, x3 
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Rolling disc diagram and forward kinematics, where x and y are the location of the robot, 
% is the distance travelled, and $ is the orientation of the disc with respect to the x-axis.  
u1 and u2 are control inputs for forward movement and steering respectively. 

Car-like robot diagram and forward kinematics, where x and y are the location of the 
robot, $ is the orientation of the robot with respect to the x-axis, ! is the angle of the 
front wheels with respect to the robot body and " is the distance that the robot has 
travelled.  u1 and u2 are control inputs for forward movement and steering respectively. 

 
$ 

 

Differential drive robot diagram and forward kinematics, where x and y are the location 
of the robot, $ is the orientation of the robot with respect to the x-axis, and " is the 
distance that the robot has travelled.  u1 and u2 are control inputs for forward movement 
of the left and right wheels respectively. 
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! 

x'  =  L1 cos("1) + L2 cos("1 +"2) +  L3 cos("1 +"2 +"7)
y'  =  L3 sin("7)
"7 =  "3 sin("4 )
z =  L1 sin("1) + L2 sin("1 +"2) +  L3 sin("1 +"2 +"8)
"8 =  "3 cos("4 )

EL =  x'2+y'2 +z2

EY =  tan-1 x'
y'
# 

$ 
% 

& 

' 
( 

x =  EL)  cos("1 +  EY)
y =  EL)  sin("1 +  EY)
˙ " 1 = u1

˙ " 2 = u2

˙ " 3 = u3

˙ " 4 = u4

˙ " 5 = u5

˙ " 6 = u6

* =  "1 +"7

+ =  "1 +"2 +"8

%1 %2 
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%4 

%6 

%5 
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L3 

L3 
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EL 
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L1 

L2 
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y 

x %7 

L1 L2 

L3 

Robot arm diagram and forward kinematics, where the configuration space variables x, y 
and z are the location of a grasped point, %1-6 are joint angles, $ is the angle of the gripper 
with respect to the x axis, and & is the angle of the gripper with respect to the x,y ground 
plane. u1 – u6 are inputs to set joint angles. 
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The forward kinematics for the simplified airplane are an iterative process. 
 
First the amount of yaw pitch and roll resulting from a one tenth scaled version of the control 
to be applied is calculated. 
 
Following this the plane is rotated around its centre by these amounts (using a standard 
rotation matrix), and moved forwards by the amount indicated by the scaled control. 
 
This process of rotation followed by straight-line movement repeats until the whole of the 
control has been executed.  In this manner a semi-linear approximation of the airplane’s true 
movement is obtained. 
 
The semi-linear method is used as the author is not aware of a forward kinematics model that 
gives the true movement of the aircraft.  However this approximation is suitably accurate. 
 
Figure 43 shows a model of the aircraft controlled indicating its centre, as well as the 
meaning s of yaw pitch and roll. 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 43  Aircraft model showing yaw, pitch and roll, as well as the point used as the (x,y,z) location of the aircraft, which is 

also the point around which it is rotated. 
 
Non-holonomic integrator: 
 

! 

˙ x 1 = u1

˙ x 2 = u2

˙ x 3 = u2x2 " u2x1

 

 
 

pitch 

yaw 

roll x,y,z 
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3.12.5 Data Gathered 
The data gathered reflects the claims made regarding the abilities of GSPACC. 
 
Smoothness will be compared by measuring the normalised approximation to curvature of the 
executed paths for each algorithm.  It is expected that GSPACC will produce smoother paths 
than both of the other methods. 
 
Speed of re-planning will be tested by measuring the average time taken to re-plan.  As the 
RRT does not use re-planning this will be the time taken to form the initial (and only) plan.  It 
is expected that GSPACC will require no more than 1s to re-plan, the ED based method is 
expected to re-plan faster than GSPACC, and so may the RRT method. 
 
To test the directness of each algorithms path, the path length executed will be calculated as a 
percentage of the straight-line distance between the initial and goal states for each method.  It 
is expected that GSPACC will produce paths that are longer than those produced by the ED 
based algorithm, but shorter than those produced by the RRT. 
 
The genericity of GSPACC will be tested by the number of non-holonomic systems, 
configuration, and control spaces used.  If GSPACC does not succeed in every space, then it 
has not achieved its claimed level of genericity. 
 
The drift handling capabilities of GSPACC are tested by its performance in the face of the 
drift applied.  It is expected that the normalised approximate curvature and length of path will 
increase, however, it is hoped that the increase will be minimal, and of the same order, or less 
than that seen for the ED based method. 
 
As drift is involved it is possible that some tests will fail.  In addition, whilst the RRT will not 
be tested with drift, it is possible that it will reach its timeout value.  Timeout values are 5 
minutes for all 2D problems and the abstract task, 10 minutes for 3D tasks, which is roughly 
10 times the time taken by GSPACC.  To give an indicator of how often failure occurs 
success rates will be given.   
 
Whilst a large quantity of data is gathered, not all of it will be displayed here.  Instead 
averaged values will be given, and a summary given of the performance across all tests 
provided. 

3.12.6 Results 

3.12.6.1 Summary 
The broad result of the testing performed is that, for all non-holonomic systems tested, 
GSPACC is able to provide smoother paths than its Euclidean distance (ED) based variant in 
for 2D and airplane robots, and the RRT algorithm for all systems.  GSPACC is also faster to 
produce paths than the RRT algorithm in all tests, and faster than the ED based variant for the 
airplane and all 2D robots. 
 
Examination has been conducted of the data ranges and standard deviations of the data 
populations used to produce the average values found in the tables present in this chapter 
(3.12.6.2).  This examination has indicated that the averages given here are representative of 
the underlying data for the 2D and airplane robots.  For the robot arm and abstract system the 
data is more widely scattered (and therefore the averages are less representative of the data 
population as a whole).  As it is concluded that GSPACC performance is good for 2D and 
airplane robots and poor for robot arm and abstract systems, the averages given may be 
deemed appropriate supporting evidence. The reasoning for this is that widely scattered data 
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is sufficient to declare poorer performance, and averages supported by narrowly distributed 
data are present to support claims of good performance.  The data examination itself may be 
found in Appendix C. 
 
In regard to smoothness (and in drift-less scenarios), GSPACC has shown itself to be on 
average 5 times better than the RRT method across all non-holonomic systems).  The ED 
GSPACC variant has shown to give 28% less smooth paths for 2D robots, 5 times worse 
paths for 3D robots, and 52% worse for the abstract system. This allows GSPACC to be 
deemed successful in producing smooth paths in drift-less scenarios. 
 
In regard to drift handling, GSPACC has performed well in the presence of drift.  The pass 
rate has been shown to remain above 88% for all conducted tests.  In addition bar the abstract 
and robot arm systems, the smoothness of paths has been shown to remain within 65% of the 
paths without drift.  An increase of 65% may seem large, but when compared to the 2100% 
increase seen for the ED variant 65% is impressive.  It should also be noted that GSPACC 
paths only suffer a 12% increase when 2D robots are controlled.   
 
The only (known) link between a robot arm and the abstract system is that in both cases there 
is no requirement to move “forwards”.  The end effector (“hand”) of the robot arm can move 
both forwards and backwards (in relation to the direction it is pointing in) and the abstract 
system simply has no concept of forwards at all.  As these systems have both had poorer 
performance this indicates that a concept of forwards may aid the performance of GSPACC.  
This is a logical assertion as a path for a robot that always moves forwards will be smoother 
than that of a robot that can move (and therefore drift) in more directions.  Therefore the 
effects of drift on the smoothness of the path will be greater for a robot with more freedom of 
movement than for a robot with less. 
 
In regard to quick re-planning of paths, GSPACC has performed as expected over all tests.  
The desirable limit of 1 second is adhered to for all problems that have forward kinematic 
models that require a negligible time to use.  Times are only seen rise above 1 second for the 
slower to use kinematic models of the aircraft, and robot arm and the rises seen are in line 
with the increase in time require to use these kinematic models.  Drift is seen to increase the 
planning time required, however this is to be expected as the task becomes more difficult 
when drift is present. 
 
As mentioned above, the amount of time taken to find a solution path in the various tests 
conducted does not support a linear time complexity that would be present if there were no 
significant differences in the cost-control surfaces descended upon and forward kinematic 
models used (as stated in 2.9.3).  Whilst the cost-control surfaces will be similar (as the cost 
metrics used are the same), the lack of linearity is unsurprising as the complexity and time 
taken to evaluate the FK models used varies immensely.  Evidence of this can be seen by 
comparing the 2D, robot arm, and airplane results.  These show that despite the fact that the 
robot arm has a higher dimensionality of search space than both the airplane and the 2D 
robots, the time taken to find a solution is less than that for the airplane.  In addition, 
comparison of the 2D robot’s results with those from the abstract non-holonomic integrator 
(NHI) task also supports the lack of influence of the search space dimensionality.  This is 
shown by the fact that the NHI with 3 inputs finds paths significantly quicker (more than 
30%) than the 2D robots each of which have 2 inputs.  Similarity in the times taken to find 
solution paths for all 2D robots show that the control-cost surfaces descended upon are 
similar for the 3 different robots and 2 different configuration spaces used.  This lends support 
to the earlier statement (2.9.3) of linearity in space-time complexity with the control space 
used, as the same dimensionality required the same time. 
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The final aim of GSPACC is that of genericity.  As GSPACC has been seen to control a wide 
range of systems, with good performance for all (in the drift-less case), GSPACC is deemed a 
generic method. 
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3.12.6.2 Table of Results 
Table VII through Table X (below) show averaged results for the tests conducted.  All 2D 
problems have been grouped together as similar results have been found for all of these.  Note 
that the pass rate for 2D robots (out of 130) is in this case averaged over all three 2D robots 
tested, all of which ran 130 runs each. 
 

Table VII– 2D (Rolling Disc, Differential Drive, Car-like) 
Task Performance 

Drift Method 
Normalised Approximation 

of Curvature as % of 
GSPACC value 

Average 
Plan 

time (s) 

Path Length as % of 
straight line 

Pass 
rate 

(of 130) 
GSPACC 100 0.21 173 130 

ED GSPACC 128 0.8 240 130 0% 
RRT 550 70 280 70 

GSPACC 105 0.66 178 128 1% ED GSPACC 132 2 450 122 
GSPACC 106 0.7 180 124 2% ED GSPACC 134 5 500 112 
GSPACC 107 0.62 186 106 3% ED GSPACC 150 10 600 94 

 
Table VIII – Robot Arm 

Task Performance 

Drift Method 
Normalised Approximation 

of Curvature as % of 
GSPACC value 

Average 
Plan 

time (s) 

Path Length as % of 
straight line 

Pass 
rate  

(of 140) 
GSPACC 100 2.2 160 140 

ED GSPACC 243 0.07 110 140 0% 
RRT 734 100 420 140 

GSPACC 75,583 1.6 167 140 1% ED GSPACC 79,606 0.05 130 140 
GSPACC 76,231 1.5 173 140 2% ED GSPACC 79,927 0.08 135 140 
GSPACC 76,848 1.7 179 140 3% ED GSPACC 80,209 0.1 147 140 

 
Table IX – Airplane 

Task Performance 

Drift Method 
Normalised Approximation 

of Curvature as % of 
GSPACC value 

Average 
Plan 

time (s) 

Path Length as % of 
straight line 

Pass 
rate 

(of 220) 
GSPACC 100 6 200 220 

ED GSPACC 490 8 400 220 0% 
RRT 500 140 420 110 

GSPACC 160 8 510 211 1% ED GSPACC 2200 20 300 204 
GSPACC 162 9 510 207 2% ED GSPACC 2200 50 270 183 
GSPACC 163 9.6 600 195 3% ED GSPACC 2200 100 200 113 

 
Table X – Non-holonomic Integrator 

Task Performance 

Drift Method 
Normalised Approximation 

of Curvature as % of 
GSPACC value 

Average 
Plan 

time (s) 

Path Length as % of 
straight line 

Pass 
rate 

(of 80) 
GSPACC 100 0.1 260 80 

ED GSPACC 1,900 0.005 240 80 0% 
RRT 520 17.5 300 44 

GSPACC 57,300 0.37 426 74 1% ED GSPACC 19,600 0.019 453 78 
GSPACC 22,100 0.47 914 70 2% ED GSPACC 16,600 0.012 430 80 
GSPACC 28,450 0.35 442 74 3% ED GSPACC 16,500 0.011 570 80 
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3.12.6.3 Visual results 
The figures below show example paths to provide illustration of the differences between 
paths produced by the 3 algorithms tested, and by GSPACC when experiencing varying levels 
of drift.   
 
Figure 44 shows example paths for GSPACC, the Euclidean distance variant of GSPACC, 
and the RRT algorithm.   It is clear to see that the GSPACC path is smoother and closer to 
that which a human would choose when travelling between the two given states than the paths 
provided via the ED variant or RRT algorithms. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 44  Comparison of GSPACC, ED, and RRT methods 
 
Figure 45 shows the difference between paths that are produced by GSPACC when drift is 
introduced.  It can be clearly seen that GSPACC is able to counter drift effectively as the 
paths remain smooth and there is minimal deviation from the drift less path. 
 
 
 
 
 
 
 
 
Figure 45  Comparison of GSPACC paths with various levels of drift 
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0% drift 
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3.12.6.4 2D Example Paths 
The paths below are example paths created by GSPACC during testing of 2D (x,y) robots.  
Paths are shown roughly to scale and show that GSPACC produces that are smooth when 
viewed by the human eye as well as when categorised by normalised approximation of 
curvature. 
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3.13 Conclusions, Main Limitations, And Proposal For Improvement 

3.13.1 Conclusions 
GSPACC has been proven to function, providing smoothness, drift compensation, quick re-
planning, and genericity of both tasks and robots.  In doing so GSPACC represents a 
contribution to the field of autonomous robotics as these qualities have not been previously 
available in a single algorithm. 
 
GSPACC may claim completeness when no drift is present, and can claim to provide good 
chance of a solution for low levels of drift.  A “good chance” indicates that GSPACC will not 
always be successful but tests have shown that it will not always succeed.  It is important to 
remember that the drift countered here is of a specific variety (3.11, 3.12.3), and that other 
varieties of drift would not be successfully countered by GSPACC. 
 
GSPACC’s claims of genericity are subject to the availability of a continuous forward 
kinematic model, and a scaling mask.  The testing conducted here as demonstrated that this 
condition may be fulfilled for a variety of non-holonomic systems and tasks. 
 
GSPACC is only designed to counter certain non-holonomic constraints, specifically spatial 
constraints such as minimum turning circles as opposed to temporal constraints such as 
acceleration and braking constraints.  This is as GSPACC is a path planner and executer, and 
therefore the manner in which the path is executed falls outwith its domain.  
 
All of GSPACC’s claims are dependant on a sufficient quantity of processing power being 
available.  As has been previously stated, the results shown here have been gained using a 
1.87GHz Core Duo Processor, and 2GB of RAM.  This means that GSPACC is only 
applicable to either a medium to large sized robot that has the ability to carry a laptop 
computer, or a smaller robot whose controlling algorithm may be run from a host computer 
over a control link that has negligible time lag. 
 
In line with the processing power constraints given above, GSPACC is able to operate at a 
cycle rate of at least 1Hz.  This value is deemed sufficient as it has allowed the performance 
observed in the results section to occur.  A higher cycle rate would increase performance as 
refinement of smoothness and drift assessment would occur more frequently. 
 
The space-time complexity of GSPACC has been found to be heavily dependant on the 
forward kinematics (FK) model used.  This would be true of any method that based itself on 
frequent use of an FK model. 
 
Real world robotic tasks pose challenges that GSPACC is not designed to cope with, this 
poses serious limitations were it ever to be used in its present form in real life scenarios.  
These limitations will be discussed in the following section. 

3.13.2 Limitations 
The limitations are as follows: 
 
1. No provision is made for individual robot characteristics such as limited acceleration and 

deceleration rates and momentum. 
2. As the system is solely a free-space planner, there is no provision for obstacle navigation, 

this is an unlikely occurrence in modern robotics application. 
3. The system performs re-planning assuming that a 1s planning time is negligible, this will 

not always be the case, and therefore this will require accommodation. 
4. The system assumes perfect sensing; this is not present in real world scenarios. 
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These limitations would render the system unusable in its present form for the application of a 
heavy, car like robot moving quickly through a cluttered environment.  This is an example of 
a fairly standard application in mobile robotics; therefore enhancements are necessary to 
improve the usability and functionality of the system. 

3.13.3 A Proposal For Improvement 
GSPACC provides free-space navigation only.  Therefore if GSPACC is to be used in an 
environment containing obstacles, then an extension is required.  In the interest of providing 
the fastest possible response to unforeseen obstacles, to reduce the possibility of collision, 
speed of re-planning is the most important aspect of this extension.  Due to this speed 
requirement, a basic 1-step planner will be used whereby only the robots next move is 
planned at any one time.  As completeness without unnecessary loops is required in order to 
maintain the attractive qualities of GSPACC, a BUG style algorithm will be used.  However, 
as no BUG algorithms currently exist that are capable of controlling a non-holonomic robot 
with a minimum turning circle (more detail in 4.2), a new algorithm must be developed.  This 
new method will also attempt to maintain the smoothness present in this chapter, and will be 
known as NH-BUG and is the subject of the following chapter.  It is not important that the 
method be capable of achieving a goal orientation, as arriving at the goal will occur in free-
space, and therefore will be handled by GSPACC.  In addition, only 2D obstacles will be 
considered.  This is for simplicity reasons, but the method developed will be capable of 
extension to 3D spaces.  Finally, abstract non-holonomic systems need not be considered as 
abstract obstacles cannot be physically sensed.  However if these obstacles could be known or 
sensed in some way and were equivalent (i.e. can be circumnavigated, and distance to goal 
can be reduced while doing this) to those found in the real world then they would be handled 
equally well.  Once the development of NH-BUG has been detailed, chapter 5 will discuss the 
merging of NH-BUG and the free-space travel method.  
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Chapter 4 – A Non-Holonomic BUG Algorithm (NH-BUG) 

4.1 Chapter Overview 
The previous chapter has detailed GSPACC, a method for generic, smooth navigation for 
non-holonomic robots from one point in configuration space to another.  However, GSPACC 
is unable to cope with obstacles that may be present in the configuration space (e.g. walls).  
This chapter tackles the problem of navigation from one (x,y) location to another around 2D 
obstacles for a robot that is non-holonomic in x,y due to a finite minimum turning circle 
(MTC).  The algorithm will be generic to the extent that a wide range of robots may be 
controlled. However, only x,y goals will be attempted, and all travel is in x,y space.  The 
algorithm created here will be known as NH-BUG as it can control some non-holonomic 
robots and is similar in operation to a BUG algorithm.  In line with the proposal provided at 
the end of chapter 3, NH-BUG will be combined with the algorithm detailed in chapter 3 to 
form a hybrid method in chapter 5.  This hybrid method will possess the abilities of the 
GSPACC, as well as the obstacle navigation abilities provided by NH-BUG.   
 
The main challenge for NH-BUG is to cater for a finite minimum turning circle whilst 
retaining the (driftless case) completeness present in existing BUG algorithms.  Completeness 
is defined in this chapter as being able to guarantee that the method will be able to navigate a 
robot from one (x,y) point to another providing that this is possible for the given environment.  
The definition of possible for this chapter includes certain safety constraints relating to the 
width of passage entered relative to the robot’s size and MTC.  In addition, reversing will not 
be allowed, as forwards only motion produces smoother movement, and allows for 
continuous motion at speed. 
 
NH-BUG uses a dynamically created chain of safe (collision free) and achievable (within the 
MTC constraint) (x,y) subgoals.  In addition, forwards movement is maintained at all times.  
Three modes of operation are used, these are free-space, approach and engaged.  In free-space 
mode the subgoal chain leads the robot towards the (x,y) goal location as long as this 
direction is not obstructed.  When an obstructive obstacle is encountered, approach mode is 
entered and the subgoal chain leads the robot to the obstructive obstacle and aligns the 
direction of travel with the obstacle edge.  Following this, engaged mode is entered during 
which the subgoal chain leads the robot around the obstacle until it is safe to leave, at which 
point free-space mode is resumed.  Safe to leave is defined here as having made progress 
towards the goal since the obstacle was joined, having free-space in the direction of the goal, 
and the goal being in front of the robot.  The latter of these is included to uphold the 
requirement of forwards only motion.  The safe to leave condition ensures that permanent 
loops caused by leaving and rejoining c-shaped obstacles cannot form. 
 
Safe to leave is always achievable because an obstacle may always be travelled around until 
the goal is in front of the robot as circumnavigation provides 360 degrees of orientation 
change. In addition, as an obstacle is only joined when it blocks the direction to the goal, a 
point must exist whereby the distance to the goal has been reduced as the obstacle can be 
travelled around until the robot is on the goal side.  Finally, once on the goal side the goal can 
no longer be obstructed by this obstacle.   
 
Subgoals are set on the limit of known free-space (as sensed by the robot) when the direction 
to the goal is not blocked, and a set distance from the obstructing obstacle when it is.  
Controls to move the robot towards each subgoal are produced using gradient descent over a 
forward kinematic (FK) model of the robot.  This use of FK ensures that there is no need for 
knowledge of the robot’s inverse kinematics.  As gradient descent is used for a sequence of 
subgoals, this method may be seen as a dynamic potential field method in which the sequence 
of subgoals represents a moving dip in potential, which pulls the robot around obstacles and 
towards the goal.  During travel goal localisation is achieved by use of angle and distance to 
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goal sensors, in addition, a running average of the perceived goal locations is kept to 
minimise the effects of sensor error. 
 
The contributions made by NH-BUG to the BUG community are, applicability to non-
holonomic robots with a MTC constraint, improved resistance to sensor noise, and the 
removal of the need to solve the inverse kinematics problem.  NH-BUG may be seen as an 
evolution of POTBUG, which uses a sequence of subgoals, a dynamic potential field, and the 
same safe to leave condition.  However it is important to note that POTBUG only uses the 
dynamic field to set (x,y) subgoals, and not to provide controls to achieve them (for which an 
inverse kinematics model is presumed available).  In addition, all other aspects of NH-BUG 
such as the method for goal localisation, the removal of sensor error, and the prevention of the 
entering of unsafe areas are enhancements on POTBUG (which ignored these real world 
factors).  NH-BUG will also be used in the following chapter (5) to add the ability to navigate 
obstacles to GSPACC. 
 
The chapter is organised as follows, first a review of relevant work in the area of obstacle 
navigation is given, and then the assumptions made by NH-BUG are stated.  Next the 
algorithm is given in the form of a flow chart as well as an overview of its operation.  This is 
followed by details of each of the 3 modes of operation, before the specific details that allow 
non-holonomic robots to be controlled are discussed.  Once NH-BUG has been described, it is 
tested on simulated car-like and differential drive robots for a variety of environments and the 
results are documented.  Finally conclusions are drawn, and a future extension to 3D 
environments is proposed. 

4.2 Relevant Work 
As has been mentioned previously, the long-term aim of NH-BUG is to add the ability to 
navigate obstacles to GSPACC.  The reason that a separate method is developed here, which 
will later be hybridised with GSPACC, is that path planners that directly incorporate obstacle 
avoidance in a single homogeneous framework have certain disadvantages. 
 
These disadvantages relate to the speed at which single framework planners are able to form 
complete plans connecting an initial state to a goal state.  Essentially adding a level of 
difficulty, i.e. obstacle navigation, to the already difficult task of smooth path creation 
increases the amount of time required.  In addition to this, reaction to obstacles should be as 
quick as is possible if collisions are to be avoided for fast robots with short-range sensors.  
Therefore the existing 1s re-plan time of the smooth path planner is already insufficient for 
the task of obstacle navigation when compared with ~10ms required by BUG algorithms. 
 
There are a variety of existing methods for navigating obstacles, some of these are full path 
planners, and others are single step planners.  Full path planners calculate [32, 88, 107] or 
adapt [12, 23] a path connecting the robot’s current state to the goal, whilst avoiding known 
obstacles.  Single step methods only plan the next step to be taken by the robot at any one 
time. As mentioned previously, the key advantage to single step methods, over full path 
planners is that full path planners are unable to function as quickly as single step methods.  
This is due to the simple fact that constructing a full path at any one time is more difficult, 
and therefore more computationally intensive and time consuming than only calculating the 
next step to be taken.  In addition, all known existing full path planner methods rely on the a 
priori availability or building of a global map of the environment in order to prevent the 
formation of infinite loops and guarantee completeness.  As fast reactions maximise the 
chances of avoiding a collision, and maintenance of an accurate global map imposes 
unnecessary memory constraints, a single step planner is used during this chapter.  The two 
main varieties of single step planners are BUG and static potential field algorithms, and an 
introduction to both varieties is given below.   
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BUG algorithms [13, 18, 43, 48, 58, 71, 117, 118] proceed towards the goal along a direct 
line, until obstacles are encountered that obstruct this line, where the edge of the obstructing 
obstacle is followed until the algorithm deems the obstacle safe to leave.  Early BUG methods 
[13, 18, 43, 48, 117, 118] defined safe to leave as a point whereby the distance to the goal has 
reduced since joining the obstacle, and a direction is clear in order to allow this distance to 
continue to be reduced.  A later BUG method named µNav [71] has relaxed this definition to 
mean a point whereby leaving the obstacle allows the remaining distance to the goal to be 
reduced.  This method contains an algorithm that allows the detection of loops by having 
turned through 360 degrees without leaving the obstacle.  When a loop is detected special 
sub-routines are activated to break the loop.  A common element of BUG algorithms is that 
they guarantee completeness (for the driftless case).  As mentioned previously (4.1), this is 
defined here as a guarantee that the method will be able to navigate the robot from one (x,y) 
point to another providing that this is possible for the given environment. 
 
Static potential field algorithms [7, 25, 38, 124] treat the robot as a charged particle.  This 
particle is attracted towards the goal location, and repulsed by obstacles.  The combined 
attraction and repulsion allows the robot to navigate obstacles and arrive at the goal.  By 
correct setting of the field, potential field methods are able to adjust the distance kept from 
obstacles in order to accommodate robots of a finite width 
 
Both BUG and static potential field algorithms contain limitations.  Static potential field 
methods as described above, are subject to local minima, which form when a c-shaped 
obstacle (or variant) blocks the path to the goal.  The repulsion produced by the obstacle 
prevents progress being made, and the direct line attraction to the goal does not allow the 
robot to move away from the goal in order to travel round the obstacle (see Figure 46 ).   
 
 
 
 
 
 
 
 
 
 
Figure 46  Local minima in static potential fields. 
 
Obstacle courses containing local minima cannot be traversed by a static potential field 
method, as static means that the field is fixed, therefore minima are permanent.  The 
limitation of BUG algorithms is that they are applicable to holonomic robots only. This is 
because they provide geometric paths without consideration of the forward kinematics of the 
robot, and as a result, these paths may be unrealisable as the non-holonomic constraints of the 
robot are not catered for.  An example of such a constraint is a minimum turning circle. 
 
In the last 5 years, methods have been developed which avoid the disadvantages of the early 
static potential field and BUG algorithms described above.  Examples include POTBUG 
[118], TANBUG with splines [117], harmonic [69, 70] or vector field [102] algorithms, and 
FM2 [88].  The advantages and disadvantages of each method are given below: 
 
POTBUG [118] was created by Weir, Buck, and Lewis, and later enhanced to form E-
POTBUG by Buck [13].  The enhancements consisted of moving in arcs as opposed to 
straight lines, and updating subgoals based on when sensor information was available, as 
opposed to when a given distance had been travelled.  Both algorithms use a dynamic 
potential field to create subgoals in x,y Cartesian space in a sequence that leads around 
obstacles and towards an x,y goal.  This dynamic field is updated using local sensor 
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information each time a subgoal is created. The sensor information available is local obstacles 
within line of sight, and the current direction to the goal.  Both algorithms have shown 
resistance to direction to goal error of up to 40% however they make use of perfect control 
execution, and are not compatible with non-holonomic robots.  In addition, both algorithms 
use knowledge of a robot’s inverse kinematics in creating controls. 
 
TANBUG [117] is a form of BUG algorithm.  This algorithm makes a series of straight-line 
movements around obstacles based on travelling at a tangent to the perceived obstacle edge.  
TANBUG with splines uses splines to move between states when not following an obstacle 
edge, which includes approaching the obstacle.  These splines allow for smoother movement 
than seen with previous BUG algorithms, and a reduction in the total distance travelled.  
However TANBUG is only applicable to holonomic robots and makes use of a robot’s 
inverse kinematics. 
 
Harmonic or vector field algorithms create a field that does not suffer from the local 
minimum problem, they also do not require obstacle edges to be followed, which reduces the 
distance travelled.  The local minimum problem is avoided by the use of a global map that is 
either available a priori or dynamically constructed as the robot moves.  As the map is 
updated the field is reconstructed, these reconstruction times can result in sharp 
discontinuities in the direction taken by the robot as new data is added (see Figure 47 ). 
 
 
 
 
 
 
 
 
 
 
 
Figure 47  Sharp changes in the robot’s direction of movement resulting from the addition of new information into the global 

map.  The arrows depict the direction of the field at each point. 
 
FM2 propagates a field from the goal location to the robot’s current location.  This field is 
propagated quickly when far from obstacles, and slowly when next to obstacles.  Once the 
field is propagated, gradient descent (using wave time as a cost) is applied in order to create 
subgoals, the achievement of which leads the robot to the goal.  This results in safe robot 
movement in the middle of passages, which, as with the harmonic or vector field approaches 
above, can considerably reduce the distance travelled when compared with algorithms which 
require obstacle edges to be followed.  In addition, if robot speed is assumed to vary in the 
same manner as wave speed (which is unlikely as speed will decrease with tight bends, not 
just obstacle proximity), then travel is time-optimal.  However, FM2 also shares 
disadvantages with harmonic or vector field methods as a global map is required, and sharp 
discontinuities in travel direction can be introduced when the map is updated (see Figure 47 ). 
 
An alternative direction for research has been BUG navigation with as few sensors as 
possible, examples of this include I-BUG [58] and µNav [71].  These methods retain 
completeness but at the cost of introducing extra distance travelled in the paths taken.  As 
NH-BUG is designed to be incorporated into GSPACC, sufficient sensors are already 
assumed available to allow the use of a more standard BUG algorithm.  Due to the 
availability of sufficient sensors, I-BUG and µNav’s reliance on inverse kinematics, 
applicability to holonomic robots only, and the introduction of loops that disagree with the 
aims of GSPACC, these algorithms are not considered for use here. 
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In summary, there does not currently exist a method which provides the (driftless case) 
completeness guarantees of a Bug algorithm, without the need for a global map, and that is 
compatible with non-holonomic robots, and does not rely on the use of an inverse kinematic 
model.  NH-BUG’s contribution is the provision of these qualities.  Other benefits of NH-
BUG include its simplicity, resistance to sensor noise and execution error, and that it does not 
depend on an inverse kinematics model.  

4.3 Assumptions 
NH-BUG makes a number of assumptions, these assumptions are listed here for reader 
interest, and will be referenced as each one becomes relevant over the course of the chapter.  
Assumptions (1-6) relate to the sensory abilities of the robot, which are necessary for the 
algorithm to function as the algorithm must know what data it will have access to.  The 
robot’s physical size (7) and minimum turning circle (8) are used in the definition of unsafe 
passages and safe proximity to obstacles.  The way in which the robot may be expected to 
respond to controls (9-11) is used both in the creation of feasible subgoals, and the controls 
required to move towards them.  Finally, assumptions regarding the robot’s speed (12) and 
the frequency of sensor updates (13) are required in order to define safe distances that the 
robot may move between subgoal updates. 
 
The assumptions made regarding the knowledge available to the algorithm are listed below: 
 
1. The robot’s sensor range is known 
2. Robot is equipped with sensors, which give distance readings to obstacles. 
3. Robot is equipped with a sensor, which gives the distance, and direction to the goal. 
4. The range of the obstacle sensors is sufficiently large to allow the detection of unsafe 

areas with enough space to allow the robot to turn before they are entered 
[specifically->root(((2!max(2.5r,MTC))+2MTC)2 + (max(2.5r,MTC)+MTC)2) more 
detail later] 

5. The goal may be sensed at all times. 
6. Sensor error is random 
7. The robots radius (r) is known 
8. The robot’s minimum turning circle (MTC) is known 
9. Execution error is unpredictable and randomly varying but contains trends 
10. A model of the forward kinematics of the robot is available. 
11. The robot travel approximates to arcs over short distances 
12. The robot is speed limited so that it is unable to move beyond its robot radius whilst 

calculating a new move (50ms) (ensures that walls may not be collided with whilst 
planning) 

13. Sensor updates are sufficiently frequent that new data may be assumed available after the 
robot has travelled its radius 
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4.4 NH-BUG algorithm 
The top-level algorithm for NH-BUG is shown in the form of a flow chart below (Figure 48 ).  
The following page provides a more in depth view of the algorithm, components with sub-
algorithms have these included, and colour coding has been used to identify the relevant sub-
algorithms. 
 

 
 
Figure 48  Flowchart overview of NH-BUG algorithm. 
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4.5 Methodology Overview 
As has been mentioned previously (4.1), NH-BUG allows a non-holonomic robot to navigate 
from an initial (x,y) location to a goal (x,y) location.  Any obstacles detected en-route as 
obstructing the direction to the goal will be navigated around.  Navigation is achieved by the 
use of a series of subgoals.  These subgoals are x, y locations which NH-BUG will set, and 
the robot will move towards using controls calculated from gradient descent over a forward 
kinematics model.  Travel is C1 and undulatory smooth due to arc travel (known 4.3, 11) and 
the small distances moved before the subgoal and its corresponding controls are re-calculated. 
 
NH-BUG uses 3 modes of operation, these are free-space, approach, and engaged.  Each 
mode calculates a subgoal and controls to move towards it.  The controls are executed until 
(after a short period of time, assumption 13) new sensor data is available to allow the 
algorithm to re-assess the environment and decide which of the three modes should be run 
next. 
 
In all modes a subgoal is set on a semi-circle in front of the robot.  The radius of this semi-
circle is limited by the minimum of the distance to the goal (known 4.3, 3,5), the robot’s 
sensor range (known 4.3, 1), and the distance to the nearest obstacle (known 4.3, 2).  This 
semi-circle is used as it defines an obstacle-free area in front of the robot within which safe 
travel may be guaranteed provided the subgoal is at least the robot radius away from the 
nearest obstacle. 
 
Free-space mode operates when it is possible to set a subgoal in the direction of the goal that 
is more than a given tolerance away from obstacles (detail provided later 4.6.4). Whilst in this 
mode, a subgoal is calculated in the direction of the goal and controls are calculated to allow 
the robot to move forwards towards it.  Movement continues until new sensor data is 
available after which the situation is re-assessed.  If it is still safe to set a subgoal in the 
direction of the goal, then free-space mode will be run again, otherwise the approach mode is 
entered.  The setting of a free-space subgoal, and determining of its safety, are shown in 
Figure 49 below.  
 
 
 
 
 
 
 
 
 
 
Figure 49  Setting a free-space subgoal. Left: unsafe subgoal Right: safe subgoal 
 
Approach mode is entered once an obstacle is detected within the obstacle tolerance of a 
proposed free-space subgoal.  Approach mode sets a subgoal ahead of the robot a safe 
distance from the obstructing obstacle.  This safe distance is referred to here as the subgoal 
placement distance, or SGPD.  This distance is sufficiently large to allow safe travel around 
obstacles and will be detailed further later (4.7).   
 
The approach mode subgoal is guaranteed feasible as it is set both on the forward semi-circle 
which defines the boundary of a safe zone of free-space between the robot and the obstructing 
obstacle, and a safe distance from the obstacle.  As with travel in free-space mode controls are 
calculated to move towards the subgoal and executed until new sensor data is available, after 
which the environment is re-assessed.  If the robot is sufficiently close to an obstacle then 

Goal 
Robot 

Forward semi-circle 
Subgoal is inside the 
obstacle tolerance and 
therefore unsafe 

Goal 

Robot 

Forward 
semi-circle 

Obstacle tolerance contour 

Subgoal is 
outside the 
obstacle 
tolerance and 
therefore safe 

Obstacle tolerance contour 



Chapter 4 – A Non-Holonomic BUG Algorithm (NH-BUG) 

 Page 80 

engaged mode will be entered and the distance to goal logged as the hit-point distance, 
otherwise approach mode is run again.  The hit-point distance will later be used in 
determining if it is safe to leave the obstacle. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 50  Approach mode 
 
Engaged mode uses the same process as approach mode in order to set subgoals ahead of the 
robot.  The differences between the two modes are that engaged mode remains close to an 
obstacle at all times, and whereas approach mode checks to see if engaged mode should be 
entered, engaged mode checks to see if it is safe to return to free-space mode. 
 
The decision to re-enter free-space mode is based on: 
 
 
1, Distance to goal – this must be less than the hit-point distance to ensure 

that distance to the goal is reduced 
2, Angle to goal – the goal must be in front of the robot to ensure that 

forwards movement is maintained. 
3, Safe to set subgoal in the 

direction of the goal 
– a subgoal set in the direction of the goal on the forward 

semi-circle must be more than the tolerance away from 
obstacles. 

 
All three of the above statements must be true for free-space to be re-entered, this ensures that 
the robot will not leave an obstacle until the distance to the goal has been reduced, and it is 
possible to continue reducing this distance whilst moving forwards. 
 
 
The following page (Figure 51 ) shows a typical path produced by NH-BUG for a test 
environment with the points of entry to each mode marked.  
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Figure 51  An example path with mode transitions marked 

4.5.1 Completeness 
NH-BUG provides a guarantee of completeness.  This guarantee is provided by the manner in 
which NH-BUG sets subgoals, and leaves obstacles.   
 
Subgoals are always attainable, as they are set in free-space, and their achievement with a 
single arc does not violate the minimum turning circle (method given later 4.9).   
 
Obstacles are only left once the robot is closer to the goal than when it joined the obstacle, 
and in free-space the robot moves towards the goal.   
 
As a result of the above, in a drift free environment, the robot is guaranteed to reach the goal. 

4.6 Free-space Mode 
Free-space mode serves to move the robot towards the goal.  Free-space mode is active as 
long as obstacles are not detected which threaten the subgoal, and the goal has not been 
reached.  Once obstacles are within tolerance of the subgoal, then approach mode is entered.  
Free-space mode will be returned to once the robot is safe to leave the obstacle (as defined in 
4.5). 

A 
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4.6.1 Sensing the Location of Obstacles and the Goal 
In order for the free-space mode to function, both the goal and obstacles need to be sensed.  
As no information regarding either of these factors is available a priori, it must be gained 
from sensors available to the robot.  This section introduces how both the goal and obstacles 
are sensed by the robot. 
 
The location of the goal relative to the robot is known by use of angle and distance to goal 
sensors (assumed available 4.3, 3).  These allow a projection of the goal location relative to 
the robot’s current location to be made via simple geometry (Figure 52 ). 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 52  Goal location projection using an angle and distance 
 
The locations of obstacles are sensed by the robot using sensor rays, which emanate from the 
robot and provide distance readings to objects that they collide with.  Due to this, the layout 
of entire obstacles is never known, instead a number of obstacle points are detected and used 
in obstacle related calculations.  Figure 53 below shows some example obstacles (left) and 
how the robot would perceive them (right). 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 53  Example of actual obstacles, and sensed obstacle points available to the robot. 

4.6.2 The Forward Semi-Circle 
Movement towards the goal is achieved by setting and moving towards a series of subgoals.  
Subgoals are set on a semi-circle in front of the robot.  The radius of the semi-circle is either 
the distance to the nearest obstacle, the maximum sensor range if no obstacles have been 
detected, or the distance to the goal if this is less than the distance to the nearest obstacle.  As 
the semi-circle radius is limited by the distance to the nearest obstacle, the area within the 
semi-circle is guaranteed to be free of obstacles.  Therefore, as subgoals are set on the semi-
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circle, provided the subgoal is greater than the robot radius r from the nearest obstacle, 
movement towards them is guaranteed to be collision free (see Figure 54 ).  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 54  Illustration of the forward semi-circle. 
 
As the semi-circle radius is bounded by obstacles or sensor range, it represents the furthest 
distance from the robot that a subgoal may be safely set.  As the robot moves in arcs 
(assumption 11), setting the subgoal as far away as possible means that the turn will be as 
gentle as possible, which aids undulatory smooth movement (see Figure 55 ). 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 55  Setting subgoals as far away from the robot as possible gives the most relaxed turn. 
 
It is important to note that the subgoal is frequently updated, and therefore the whole of a 
planned arc is never executed.  This rapid updating also aids in undulatory smooth movement 
(see Figure 56 ). 
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Figure 56  Rapid re-planning resulting in undulatory smooth movement 

4.6.3 Setting Subgoals 
Subgoals are set as close as possible to the point where a straight line to the goal intersects 
with the forward semi-circle.  As close as possible is defined by the robots minimum turning 
circle (MTC) radius (known 4.3, 8).  A subgoal is set via the process seen earlier (Figure 55 ).  
An arc is then calculated from the robot’s current state to the subgoal.  If the radius of this arc 
is greater than the MTC, then the subgoal does not violate the MTC and is acceptable for use.  
However, if the arc’s radius is less than the MTC, then the closest acceptable subgoal must be 
found and used instead.  The closest acceptable subgoal will be one that lies on the robot’s 
MTC in the direction of the goal.  The calculation of this subgoal is detailed below. 
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The closest subgoal that may be used is calculated by the equations below, and is illustrated 
in Figure 57 .  In these equations x and y are the co-ordinates of the subgoal which exactly 
meets the minimum turning circle constraint, r1 is the radius of the forward semi-circle, r2 is 
the robots MTC.  Finally a and b are the (x, y) co-ordinates of the centre of the circle, part of 
which is turned through to reach the subgoal (shown dashed in Figure 57 ).  As we know that 
the centre of the circle turned through must have an x value of 0 (in co-ordinates relative to 
the robot) to for its tangent to be aligned with the robots current orientation (see Figure 57 ) a 
may be taken to be 0 when re-arranging to find y.  Figure 57 accompanies the equations 
below and illustrates the process. 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 57  Illustration of the process used to find a feasible subgoal 
 
When navigation first begins, the goal may not be in front of the robot.  In this case no 
subgoal is present on the forward semi-circle, instead the subgoal is set directly to the side of 
the robot at a distance of double the robots minimum turning circle radius.  This distance 
corresponds to movement as directly towards the goal as possible and does not violate the 
MTC (as shown in Figure 58 ).  

! 

The equation of the forward semi-circle is

x2 + y2 = r1
2                                                                                                                                  (1)

and the equation of the circle part of which forms the arc turned through to reach the subgoal is

(x + a)2 + (y + b)2 = r2
2                                                                                                                  (2)

Rearranging (1) gives

x = r1
2 " y2                                                                                                                                  (3)

substituting (3) into (2) and using a =  0 gives

y = "
r2

2 " r1
2 "b2

2b
therefore it is possible to calculate the x, y subgoal which provides movement exactly in line 
with the mtc

Robot 

Forward semi-circle 

Goal 

Obstacle 

Infeasible subgoal 

Feasible subgoal 

Projection of the 
minimum turning circle 

r1 r2 (a,b) 

(x,y) 

MTC 

MTC 

x 

y 

Co-ordinates 
relative to the 
robot 



Chapter 4 – A Non-Holonomic BUG Algorithm (NH-BUG) 

 Page 86 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 58  The placement of a subgoal if the goal is behind the robot 

4.6.4 Checking Subgoal Safety 
Once a free-space mode subgoal has been calculated, a safety check is performed.  This check 
consists of calculating the closest obstacle point to the subgoal, if this is too close to an 
obstacle, then the subgoal is unsafe, and approach mode is entered.  Otherwise controls are 
calculated to move towards the subgoal.  Too close to an obstacle is deemed as 0.5r + 
max(2.5r, MTC), where r is the robot radius, and MTC is the minimum turning circle.  This 
distance is the distance at which approach and engaged mode subgoals are placed (explained 
later 4.7), plus a 0.5r tolerance to ensure that approach mode is entered before the robot is on 
the borderline of safety. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 59  Calculation of subgoal safety for two example subgoals. 

4.6.5 Calculating Controls 
Controls for movement towards a subgoal are achieved by gradient descent for a single 
transition (i.e. a single value for each control input as described in 3.7.1) using a forward 
kinematics model of the robot (assumed available 4.3, 10).  This use of the forward 
kinematics removes the need for the inverse kinematics to be known.  The use of gradient 
descent allows the calculation of the required controls in less than 25ms (for the computer 
used here, 1.87 GHz Intel Core Duo, Java 7). 
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The initial controls used are random (first move only, beyond this they are the last controls as 
the difference is small), and the cost metric used is the current Euclidean distance from the 
end of the transition to the subgoal.  A single transition may be used due to the assumption 
that the robot moves in an arc, and the geometric fact that an arc exists that can connect any 
pose (x, y, orientation) to any point (x, y).   
 
The produced controls will be executed until new obstacle or goal data is available.  When 
new data is received a new subgoal is produced and the environment is re-assessed, free-
space mode will be continued if it is safe to do so, otherwise engaged mode is entered. 

4.6.6 Free-space Mode Summary 
The goal location may be sensed by the robot via angle and distance to goal sensors.  Data 
from these sensors may be used to create a projection of the goal’s location for use with NH-
BUG’s modes of operation. 
 
The obstacles that are present in the environment may be sensed by the robot via sensor rays 
as a number of obstacle points.  These points are then used by NH-BUG in calculating 
distances from subgoals to obstacles. 
 
The forward semi-circle that is bounded by obstacles, sensor range, and the goal is used to 
describe an area of free-space in front of the robot. 
 
Subgoals are set on this forward semi-circle as close to the direction to the goal as is possible 
whilst accommodating the minimum turning circle of the robot. 
 
A subgoal’s safety is determined by its closest obstacle.  If this closest obstacle is within a 
safety tolerance, then the subgoal is unsafe. 
 
Controls to move the robot towards the subgoal are calculated by use of gradient descent of 
controls over a forward kinematics model of the robot using a cost the distance from the end 
of the currently projected move to the subgoal. 
 
Gradient descent is able to calculate the required controls in less than 25ms. 
 
The result of the above points is that during free-space mode subgoals may be set in a safe 
area of space towards the goal, and that these subgoals may be moved towards. 

4.7 Approach Mode 
Approach mode moves the robot close and parallel to the nearest obstacle.  In doing so it 
serves as a smooth bridge between the free-space (motion to goal) and engaged (obstacle edge 
following) modes.  Approach mode is entered once an obstacle is detected as rendering a free-
space subgoal unsafe (i.e. subgoal is within a given tolerance of an obstacle), and left once the 
robot is sufficiently close (<0.5r + max(2.5r, MTC)) to the nearest obstacle.  Where MTC = 
minimum turning circle, and r = robot radius.  An illustration giving a visual overview of 
approach mode is given below (Figure 60 ). 
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Figure 60  Approach mode 
 
Approach mode sets a subgoal on the forward semi-circle at a point that is the maximum of  
2.5r or the MTC from the nearest obstacle.  Max(2.5r, MTC) is used as it is a safe distance 
from obstacles to prevent collisions and allow for the MTC, but close enough to allow 
minimal deviation from a straight line to the goal and entry into most areas of the 
environment (see Figure 61 ).   
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 61  The importance of using a small collision tolerance.  The left figure shows how being over cautious extends the path.  

The right figure shows how the goal may be blocked entirely by an over cautious collision tolerance. 
 
The use of the 2.5r value is supported by POTBUG [118] which travels between 2 and 3r 
from the nearest obstacle (Figure 62 ) to allow a buffer zone against collisions of at least r.  
Unlike POTBUG, engaged travel in NH-BUG is better defined as at a fixed distance from the 
obstacle and 2.5r was chosen as a middle ground.  The use of 2.5r allows a buffer zone 
against collisions of 1.5r, and the MTC is used as a lower bound to ensure that sufficient 
space is allowed for the robot to turn around a point obstacle (see Figure 62 ). 
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Figure 62  Safety provided by the distance kept from obstacles both in the form of adherence to the minimum turning circle and 

in prevention of collision. 
 
In order to set a subgoal, a series of 60 sample points are created on the forward semi-circle, 
and the closest obstacle to each of these points is calculated.  The 60 sample points are set at 
an equal spacing and deemed sufficient to allow correct placement of a subgoal the required 
distance from the obstacle.  The reasoning behind this sufficiency is that this spacing equates 
to a sample point every 0.13r when engaged on the obstacle, therefore the inaccuracy 
produced by this resolution is likely to be less than that given by sensor error in determining 
the obstacles location. 
 
Potential subgoals are identified by pairs of consecutive sample points that are above and 
below the SGPD threshold of max(2.5r, MTC), the point that is above the threshold is chosen 
as a potential subgoal.  If there is more than one potential subgoal, then the one the furthest in 
front of the robot is chosen as this requires the least curvature to move towards. The process 
is illustrated in Figure 63 (below).  [Note that the equation of the SGPD contour is unknown 
as it is defined by each individual obstacle, therefore it is not possible to find the candidate 
subgoals via solving of simultaneous equations.] 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 63  The process of choosing a subgoal whilst in approach mode. 
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Once the subgoal has been set, the controls to move towards the subgoal are calculated using 
gradient descent over forward kinematics as for free-space subgoals (4.6.5), and executed 
until new obstacle data is available.  Note that goal data is irrelevant whilst in approach mode.  
Once new obstacle data is available the environment is re-assessed.  If the robot is less than 
the engaged mode tolerance of 0.5r + max(2.5r, MTC) from the nearest obstacle then engaged 
mode is entered. On entering engaged mode the current distance to goal is logged as a hit-
point distance, otherwise approach mode is continued.   

4.7.1 Approach Mode Summary 
Approach mode is entered when a free-space subgoal is deemed unsafe (less than engaged 
mode tolerance of max(2.5r, MTC) +0.5r from an obstacle.  Such an obstacle is referred to as 
an obstructing obstacle. 
 
As with free-space subgoals are set on the forward semi-circle which describes the limit of 
known obstacle free space. 
 
In contrast to free-space mode where subgoals are set in the direction of the goal, approach 
mode sets subgoals a safe distance (SGPD - max (2.5r,MTC)) from the obstructing obstacle. 
 
This safe distance is sufficient to ensure that collisions are avoided and that a subgoal will not 
be set that violates the MTC.  It also allows relatively tight tracking of the obstacle to ensure 
that areas of space are not unduly obstructed. 
 
Approach mode is exited once the robot is less than the engaged mode tolerance of 
max(2.5r,MTC)+0.5r from the obstructing obstacle, and engaged mode is entered. 
 
The result of the above steps is that an obstacle may be safely and smoothly approached 
whilst aligning the robot body with the obstacle edge that is to be followed in engaged mode. 

4.8 Engaged Mode 
Engaged mode serves to navigate the robot around obstacles whilst moving parallel to the 
obstacle edge.  Engaged mode is entered from approach mode when the robot is within the 
tolerance of 0.5r + max(2.5r, MTC) of an obstacle, and is left once the robot is safe to leave. 
 
Engaged mode sets and moves towards subgoals in the same manner as approach mode.  
However, unlike approach mode, engaged mode may at times set a subgoal that is not on the 
usual forward semi-circle. This is done in order to prevent the entering of an area which it 
may not be possible to return from without the violation of the minimum turning circle 
(MTC), or reversing.  The entrance to such an area may be detected via monitoring of nearby 
subgoal placement distance (SGPD) contours other than that which is being followed.  Before 
each move is made, a semi-circle arc is projected at the MTC, if this arc is within obstacle 
tolerance of another SGPD contour, then that contour will be moved towards.  Once the new 
SGPD contour has been reached, then movement continues as normal, and the unsafe area is 
avoided.  The process is illustrated in Figure 64 (below). 
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Figure 64  Detection and avoidance of an unsafe area during engaged mode. 
 
A subgoal is set on the newly found contour via the sample points normally used in engaged 
mode, however, as none of these are on the obstacle side of the contour, the point closest to 
the newly discovered SGPD contour is taken. 
 
As for the approach and free-space modes, motion towards an obstacle continues until new 
goal or obstacle data is available, following which the environment is re-assessed.  If the safe 
to leave criteria (detailed in 4.5) are met, then free-space mode is smoothly re-entered.  
Otherwise engaged mode continues. 

4.8.1 Engaged Mode Summary 
Engaged mode is entered when the robot is less than the tolerance of max(2.5r, MTC)+0.5r 
from the nearest obstacle. 
 
Engaged mode sets a sequence of subgoals on the forward semi-circle arc at the SGPD of 
max(2.5r,MTC) from the engaged obstacle. 
 
Dangerous areas are not entered as nearby SGPD contours are monitored to allow the 
detection of the entrance to such an area.  If such an area is detected a u-turn is performed, 
and the area is moved away from. 
 
Engaged mode is left once the safe to leave criteria are met. 
 
The result of the above statements is that engaged mode is able to safely navigate the robot 
around obstacles until it is safe to return to free-space mode. 

4.9 Non-holonomic Robots 
Many robots that are non-holonomic with respect to x, y space have a minimum turning circle 
(MTC) for example a car-like robot, or a differential drive robot travelling at speed.  In order 
to allow NH-BUG to control these, it must accommodate MTC’s.  A MTC is a non-
holonomic constraint as it is a non-positional constraint on the robot’s travel through x, y 
space.  In order to accommodate this constraint it is sufficient to ensure that subgoals are not 
placed so that a single arc from the robot’s current position and orientation to the subgoal x, y 
location violates the MTC constraint.  This is sufficient as NH-BUG assumes that robots will 
travel in arcs (4.3, 11), and only a single arc move is created to move towards each subgoal.  
The following statements outline how setting of the subgoal so that the MTC is not violated is 
achieved for each mode of operation. 
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Whilst in free-space mode, if the default setting of a subgoal would lead to violation of the 
MTC constraint, then a subgoal is set on the limit of the MTC, thus ensuring that it is adhered 
to.  This process has been described in (4.6.3). 
 
Whilst in approach mode, the MTC required to achieve any created subgoal with a single arc 
is reliant on the sensor rang of the robot relative to the SGPD.  As the sensor range is at least 
the MTC more than the distance the subgoals are set from the obstacle (assumption 4), then a 
subgoal will not be created that requires an arc whose radius is less than that of the MTC (see 
Figure 65 ). 
 
 
 
 
 
 
 
 
 
 
Figure 65  Adherence to MTC is ensured by minimum sensor range, and distance at which subgoals are set from obstacles 

(SGPD) 
 
Whilst in engaged mode, the smallest turning circle that can be required is equal to the MTC.  
Whilst following an SGPD contour this is ensured, as the SGPD is greater than or equal to the 
MTC.  This means that whilst travelling on an outside bend the curvature of the contour 
cannot exceed the MTC, and whilst travelling on an inside bend, any upcoming turn is 
detected within enough time to allow the turn to be made at the MTC (see Figure 66 ). 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 66  Adherence to the MTC for inside and outside bends during engaged mode. 
 
In addition other nearby SGPD contours are monitored, and if the passage is detected as 
narrowed to the point whereby continuing forwards within this passage precludes a u-turn, 
then a u-turn is made (see 4.8).  This process ensures that the robot cannot enter an area 
during engaged mode that requires either violation of the MTC, or reversing in order to return 
from. 
 
As described previously (above and 4.8), entering of an area that cannot be returned from 
without either reversing or violation of the MTC is protected against in engaged mode via the 
observation of nearby SGPD contours.  However, no such protection is provided during 
approach or free-space modes, therefore it is possible that such an area could be entered 

Obstacle 

SGPD 

MTC 

robot 

Minimum sensor range > = SGPD + MTC 

Inside bend 

Obstacle 

SGPD > = MTC 

MTC 

robot 

As SGPD >= MTC the turn 
must be detected whilst it is 
at least MTC ahead of the 
robot, and can therefore be 
made. 

Obstacle 

SGPD > = MTC 

As SGPD >= MTC a turn 
cannot be made that has a 
radius of less than the MTC 

Outside bend 



Chapter 4 – A Non-Holonomic BUG Algorithm (NH-BUG) 

 Page 93 

during these modes.  To avoid this it is therefore necessary to ensure that the areas entered 
always have a gap between the subgoal placement contours of opposing walls that is greater 
than 2!MTC.  This means that the tightest possible turn required will equal that possible by 
the MTC, and therefore the area may be returned from without reversing or violation of the 
MTC.  The resulting passage width is 2!max(2.5r, MTC) + 2!MTC and is illustrated in 
Figure 67 . 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 67  Illustration of minimum passage width for safe traversal for a robot with a finite minimum turning circle.  SGPD = 

SubGoal Placement Distance = max(2.5r, MTC). 
 
Virtual walls are placed to ensure areas narrower than that shown above are not entered, and 
the process for this is detailed in the following sub-section (4.9.1). 
 
It is the passage width shown above, combined with the SGPD and the robots MTC, which 
defines the required minimum sensor range assumed available in 4.3, (4).  The sensor range 
needs to be sufficient for the robot to sense an unsafe passage, and execute a turn violating 
neither the SGPD nor the MTC of the robot.  As the robot may approach the passage both 
head on and from the side, a triangle is formed, the hypotenuse of which is the minimum 
required sensor range.  This triangle is illustrated below (Figure 68 ). 

 
 
 
 
 
 
 

 
 

 
 
 
 
 
Figure 68  Calculating the minimum sensor range. 
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Blocking gaps is required to ensure that the MTC of the robot is never violated when in 
engaged mode, it also ensures that no passage may be entered that the robot is unable to 
safely perform a u-turn inside of in order to exit. 
 
As described previously, the minimum passage width required in order to allow u-turns is the 
distance at which subgoals are set from obstacles whilst in approach or engaged modes 
(SGPD) + 2 ! MTC.  Therefore if two obstacle points are found which are closer than this, a 
“virtual wall” will be erected between them.  This virtual wall will be treated as an obstacle 
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whenever the method performs any calculations relating to obstacles, and therefore the robot 
will not be allowed to enter unsafe areas.  Virtual walls are used by calculating the line of the 
virtual wall, and then calculating the distance to this wall for each of the obstacle sensors, this 
distance then is compared with that recorded to actual obstacles, and the shorter distance is 
used. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 69  Fake wall placement to prevent the robot from entering unsafe passages that are not bridged by the subgoal 

placement distance contour.  SGPD = subgoal placement distance = max(2.5r, MTC). 
 
Erecting walls based on distance between obstacle points alone is an inefficient as many 
thousands of walls may be erected.  To be more efficient a wall will only be added if: 
 
1. A significant void (at least r in depth) is detected behind the two points thus proving that 

there is an area to be blocked (Figure 70 middle) 
2. At least one end of the wall is not behind existing walls (Figure 70 right) 
3. At least one end of the wall is within the maximum passage distance of the robot and 

therefore sufficiently close to affect the robot’s movement 
4. The gap is greater than that covered by the subgoal placement contour (2!SGPD) and 

therefore worth bridging (Figure 70 left) 
 
Conditions 1,2&4 are illustrated in Figure 70 (below). 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 70  The various conditions on which a fake wall will not be introduced. 
 
Once a wall is added it will be kept as long as it is affecting the sensor readings, and as long 
as some part of it is in front of the robot.  Whether or not sensor readings are being affected 
may be checked by calculating the distance to the virtual wall, and comparing this with the 
distance currently set for each sensor, if the distances are equal then the wall is in use and is 
kept, otherwise it is discarded.  Walls are discarded in order to save memory and processing 
time iterating through every wall in order to update the sensor readings. 
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Walls are calculated using co-ordinates that are relative to the robot as they are calculated 
using sensor readings that are by their nature relative to the robot, because of this, wall co-
ordinates must be updated each time the robot moves.  Before the robot moves, the walls will 
be converted into co-ordinates that are relative to the goal location, then before they are used 
again they will be converted back into relative co-ordinates.  This ensures that the virtual 
walls remain fixed in relation to the actual obstacles in the space (see Figure 71 ), and that 
they are in the correct co-ordinate system when used in combination with actual obstacle 
readings.   
 
 
 
 
 
 
 
 
 
 
 
 
Figure 71  The virtual walls are stored in co-ordinates relative to the goal whilst the robot moves to ensure that the walls remain 

in their correct locations. 
 
The perceived location of the goal may contain errors, however the virtual walls are only 
temporary and therefore this is deemed acceptable.  In addition steps are taken to remove 
error from the perceived goal location, and translation between co-ordinates is a more 
accurate method of updating the walls then simply by odometry readings of how much the 
robot has moved.  The process by which error is removed from the perceived goal location is 
detailed in a later section (4.10.1). 
 
In the presence of obstacle sensor error it is possible that a virtual wall may be detected as 
required close to the robot.  However, if a wall is placed too close to the robot then the 
safeguards against violation of the MTC will not hold.  As it is not acceptable to simply 
discard such walls as they may be necessary, such a wall is still placed, but it is moved away 
from the robot to a safe distance of the SGPD + 2MTC (allowing space to turn).  As the wall 
is still placed it will still affect the robot’s movement, but it will do so in a way which does 
not violate the MTC.  The process is illustrated below (Figure 72 ): 
 

 
Figure 72  Placement of wall under sensor error conditions to ensure MTC not violated. 
 

4.9.2 Non-holonomic Robots Summary 
Many robots are non-holonomic in x,y space due to a limited turning circle, therefore it is 
desirable for NH-BUG to be capable of controlling these robots. 
 
The MTC is respected in free-space due to specific checks for violation, followed by re-
setting of the subgoal in accordance with the MTC if required. 
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The MTC is respected in approach mode as the assumed sensor range and the distance at 
which subgoals are placed from obstacles, coupled with immediate action on detection of a 
blocking obstacle means that the MTC is upheld. 
 
The MTC is respected in engaged mode as the subgoal placement contour is at least MTC 
away from obstacles.  For travel on an outside bend this means that the curvature of the 
followed contour cannot violate the MTC.  For travel on an inside bend it ensures that any 
required turn is detected at least the MTC in advance. 
 
In addition, areas of a width that is less than 2!MTC + (SGPD) 2!max(2.5r, MTC) that 
would cause  violation of the MTC are prevented from being entered.  In engaged mode this 
is achieved by monitoring current passage width, and performing a u-turn when the passage 
width limit is detected.  In approach and free-space modes this is achieved by the placement 
of virtual walls across the entrance to any such area.  
 
The result of the above steps is that it is guaranteed that the MTC will be respected in all 
modes of operation, therefore NH-BUG can safely control a robot with a finite MTC. 

4.10 Drift  
Drift is defined here as the robot’s expected course not being achieved.  There are many 
causes for drift.  These may be roughly divided into sensor error causes, and execution 
causes.  Sensor errors cause the robot to steer off course due to incorrectly perceiving the 
location of its goal, or obstacles.  Execution causes include a faulty forward kinematic model, 
side winds, or poor performance of robot actuators.  NH-BUG aims to deal not only with 
sensor error but also with errors in the execution of controls.   
 
Compensation for goal sensor error is achieved by averaging the perceived location of the 
goal.  This averaging provides a resistance to sensor error because if the error is random and 
uniformly distributed (assumption 6), then the averaged location is the true location of the 
goal.  If sensor error is not random, and instead is a steady offset, then error correction is 
impossible, hence assumption 6.  Large jumps in the perceived location of the goal due to 
large swings in sensor error cannot occur due to the effect of averaging, which means that no 
single value can have a large effect on the perceived location of the goal.   
 
Error in obstacle sensors is ignored, this is due to the fact that no meaningful averaging can be 
applied, as (unlike goal sensing) there is no single point on which to base averaging.  In 
addition, the effects of obstacle sensor errors are less than those of goal sensor errors due to 
both the (relatively) close proximity of obstacles, and the fact that obstacle sensor is likely to 
be a percentage of the distance to the obstacle. 
 
Error in control execution is countered by observing the error which is present, and 
incorporating this into the forward kinematic (FK) model.  Observation is conducted by 
comparing the expected movement predicted by the forward kinematic model, with that 
recorded by the odometer sensors.  As controls are produced by use of this FK model, they 
will account for execution errors as long as these errors vary at a frequency that is less than 
the cycle rate of the algorithm (20hz for the current implementation on an Intel Core Duo 
1.87GHz, 2GB ram, Java 7). 

4.10.1 Goal Location Averaging 
Resistance to random goal sensor error is achieved is by averaging the perceived location of 
the goal each time a new goal estimate is received.  In order to provide a good initial value for 
the goal location 100 readings are gathered (and averaged) before the robot begins to move.  
This has the added benefit of creating a robust estimate as any new error will not be able to 
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drastically change the existing average.  The number of readings taken was chosen as 100, as 
this is an arbitrarily high number.  In addition, it has been found to be sufficient during 
testing. 
 
The complete process is described below: 
 
1. A move is made and odometers record the amount that the robot has moved 
2. The existing estimated goal location that is stored in co-ordinates relative to the robot, is 

updated to account for the robot’s movement. 
3. A new projection of the goal location is made using the robot’s angle and distance to goal 

sensors 
4. The new projection is incorporated into the existing average.  
 
Odometer readings are in themselves subject to error, but one that is subject to far less 
absolute error than the sensing of the goal, as only small distances are moved at any one time 
(also wheel-slip is not present, and the odometers are not used in a cumulative manner over 
many moves).  As the error is over such a small movement, it has little effect on the accuracy 
of the estimated goal location.   
 
An accurate estimate of the goal location means that, in a scenario where the actual robot 
movement may be more to the left than that predicted, the goal will show a gradual drift to 
the right, and NH-BUG is able to correct the robots course.  
 
Figure 73 shows goal projections averaging out to approximate the actual goal location for 
cases where there is error in goal sensing only (left), and where error is present in both goal 
sensing and predicted movement (middle).  Also shown is a robot’s eye view in robot relative 
co-ordinates (right).  In this view, the robot does not move, and instead the goal moves 
towards it. 
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Figure 73  Diagrams to illustrate the process of averaging out goal projections in order to remove sensor error and provide a 

reasonable estimation of the goal location.  Also shown is the case whereby the robot experiences drift due to error 
in the execution of controls. 

4.10.1.1 Limitations of the Averaging Method 
There are some limitations of the averaging method for compensation of goal localisation 
error.  These limitations result from the fact that the averaging is conducted in x,y space, and 
the error experienced may not be evenly spread in x,y space.  The distance and angle to goal 
sensors used in this chapter provide an example of such error.  This is due to the nature in 
which they function. As the sensors sense in distance and angle, this is the space in which the 
error may be expected to exist evenly (for uniformly distributed error).  Figure 74 (below) 
shows that error in distance and angle produces an area of error in x,y space that is not square.   
 
 
 
 
 
 
 
 
 
 
Figure 74  The effects of error space on the success of x,y averaging.  The left example shows error from distance and angle 

space, the right example shows error in x,y space. 
 
As the shape is not square averaging over these values in x,y space will not provide the true 
location of the goal.  This is due to the fact that the goal is not in the centre of the error area in 
x,y space, only in distance angle space.  The error present will increase with the amount of 
error found in the angle to goal sensor as this increases the unevenness of error spread in x,y 
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space.  It is possible to average error in distance and heading space, however this requires 
knowledge that these types of sensor are used, and is therefore not used here in the interests of 
remaining generic.  The effects of the remaining error will be revealed in the testing phase 
later (4.11.5.1). 

4.10.2 Compensation of Execution Error 
In addition to goal sensor error, the robot may also be subject to execution error, 
compensation of this is discussed here. 
 
As the subgoal is updated after each move is made, the robot is resistant to execution drift.  
This is because, regardless of whether or not the robot is directly aware that it has drifted 
from its path, it will be aware that the new subgoal is off to one side as a result of this.  In 
free-space mode this is due to the fact that the estimated goal state is reasonably accurate due 
to the previously described averaging process, and therefore will be seen to drift to the left if 
the robot is drifting to the right (see Figure 73 middle and right).  In engaged and approach 
modes the same applies to the SGPD contour from the self averaging (random and uniform 
error over a large number of sensors) of obstacle sensor error. 
 
In addition to this passive resistance to error, drift is calculated by comparing the forward 
movement and orientation change recorded via odometry, with those predicted by the forward 
kinematics.  Any discrepancy is recorded and added to the forward kinematics in the same 
manner as used in chapter 3. 

4.10.3 Drift Summary 
A controlled robot is likely to suffer from two forms of error.  These are sensor error and 
execution error.  Sensor error is error in the readings gathered from sensors, and execution 
error is error in the execution of the robot’s controls, which may be due to errors in forward 
kinematics model, side winds, or tolerances on the robot’s components. 
 
Goal sensor error is corrected here by projecting the goal location relative to the robot, and 
incorporating this into an existing average of previously perceived locations.   
 
As the projections are made in co-ordinates that are relative to the robot, then the existing 
average is updated every time the robot moves.  This updating is performed based on 
odometry readings of the forward movement and orientation change of the robot. 
 
Execution error may be passively counteracted by the regular updating of subgoals.  The 
subgoals are accurately placed due to either being based on random error from obstacles, 
which passively averages out, or due to the active error compensation applied to the goal 
state.  
 
Execution error is also actively counteracted by comparing the expected movement of the 
robot as predicted by the forward kinematics with that recorded by the odometry sensors.  
Any discrepancy is drift, which may be added to the forward kinematics model allowing this 
drift to be catered for the next time that the robot moves. 
 
The result of the above statements is that NH-BUG may successfully control a robot in the 
presence of sensor and execution errors whilst minimising the drift experienced. 

4.10.4 Limits of Error Compensation 
This section details the limits beyond which the error compensation described above (4.10.1 
& 4.10.2) cannot cope, and completeness (ability to reach the goal) is lost.  Failing to 
compensate for error in different areas will cause the algorithm to become incomplete for 
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differing reasons.  Due to this each area will be detailed separately.  However Table XI 
(below) provides an overview and introduction. 
 

Table XI– Ways in Which Completeness is Lost for Each Type of Error 

Area of Error Way in which completeness is lost 

Obstacle Sensors 

Robot cannot reach the goal as access is block due to incorrect placement of fake walls 
across gaps between obstacles. 
 
Or 
 
Robot becomes trapped in an area of the map due to poor placement of fake walls across the 
exit to that area 

Goal Sensors 

Goal location is not correctly known, therefore distance to goal is not correctly known and 
either: 
 
The robot becomes trapped orbiting an obstacle as it never believes that the hitpoint 
distance to goal has been reduced and therefore never deems the obstacle safe to leave. 
 
Or 
 
The robot believes that it has reached the goal when it has not. 

Execution or Odometry If the error in control execution or odometry is sufficiently erratic  then it cannot be 
countered effectively, therefore the robot may not be able to reach the goal. 

4.10.4.1 Obstacle Sensors 
There are two ways in which obstacle sensor error can cause completeness to be lost.  The 
first of these is due to access to the goal being blocked, and the second is due to the robot 
becoming trapped in a small area of the environment. 

4.10.4.1.1 Way 1 – Goal Access Blocked 
For the robot to lose access to the goal, the obstacle sensor error needs to be large enough for 
a false wall to be placed where it should not be (i.e. across the entrance to the goal area of the 
environment).  When the robot is engaged on an obstacle this may be summarised as: 
 
If D < Minimum Passable Passage Width then an unnecessary wall is placed. 
 
Where D is the length of the perceived gap in obstacles (see Figure 75 below).  
 
 
 
 
 
 
 
 
Figure 75  Breakdown of completeness due to unnecessary fake wall placement, SGPD = Subgoal Placement Distance (from 

obstacles). 
 
It is possible to estimate the amount of error (E) at which unnecessary wall placement occurs 
using the following formula.  The derivation of the formula is achieved by simple geometry, 
the full working for which may be found in Appendix D. 
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b = 2!SGPD!cos(') Tol = 2 ( SGPD + 2 ( MTC  
 
S = Sensor ray as shown in Figure 75.  MTC = Minimum Turning Circle 
 
r = robot radius 
 
This is an estimate only as it assumes that the robot is placed as seen in Figure 75 , which 
may not be the case due to sensor error leading to incorrect placement of subgoals and the 
robot travelling outwith the SGPD contour.  In addition the right angle triangle formed by S, 
SGPD and G will not be formed if S does not coincide with the edge of an obstacle in the 
relevant position.  More detail and illustrations of these scenarios is given in Appendix D. 
 
Using the above formula it is possible to give an estimate of the maximum error that may be 
tolerated before unnecessary fake walls are placed.  Figure 76 & Figure 77 (below) provide a 
summary of this information. Figure 76 shows that the magnitude of tolerable error quickly 
increases with the size of the gap in the obstacles. Figure 77 shows that the MTC and robot 
radius have little effect on the tolerable error.   
 

 
 
Figure 76  Tolerable Error vs. Size of Gap in Obstacles for a robot of radius 0.5m and a Minimum Turning Circle of 1m  
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Figure 77  Tolerable error vs. size of gap in obstacles for various robots.  Each robot’s minimum turning circle and radius are 

given in the legend (MTC,r) 
 
It is possible for the gap in obstacles to be incorrectly blocked for lower magnitude 
percentage sensor error than that seen in the figures above when the robot is further from the 
obstacles (Figure 78 (a)).  However, this wall will be removed as the robot circumnavigates 
the obstacle when it ceases to affect sensor readings (Figure 78 (b)).  Therefore when the 
robot returns to the gap between obstacles (which assumes there are no other gaps in the 
obstacle by which the robot may gain access to the goal) it will be engaged on the obstacle 
(Figure 78 (c)), and the above formula will hold. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 78  Inevitability of robot engaging close to the correct distance from the obstacle, even if fake walls are initially placed 

far from the actual obstacle 
 
It is important to note that for the robot to be permanently prevented from reaching the goal it 
is necessary for the wall to be re-instated on each pass of the opening, as the robot endlessly 
performs a circuit of the area.  Without this the wall will be removed and the robot will be 
continue towards the goal.  Therefore as sensor error is random it seems unlikely that a robot 
would ever be permanently unable to reach the goal. 
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A variant on the above is if the robot is inside the enclosed space. In this case the robot may 
become trapped in a small area of the environment as a false wall is placed over a gap that is 
in fact safe to travel through, thus trapping the robot. For this variant all formulae and 
descriptions apply in exactly the same fashion.  The only exception to this is that in (Figure 
78 (b) the wall may only be removed due to being behind the robot as there may be no 
obstructing obstacles within the entrapping space. 

4.10.4.1.2 Way 2 – Trapped 
The second way in which obstacle sensor error may prevent the robot from reaching the goal 
is for the robot to become trapped in a small area of the environment.  This occurs when a gap 
is incorrectly sensed as large enough for the robot to enter, then correctly sensed as too small, 
preventing it from exiting. 
 
For this to occur, the sensor error must be sufficiently large for the sensed width of the gap to 
exceed that of the minimum tolerance.  This is illustrated in Figure 79 (below) the left 
diagram shows the full view of the robot approaching a gap in obstacles, with the right hand 
diagram providing a close up. 
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Figure 79  Illustration of obstacle sensor error resulting in the gap between two obstacles being perceived as passable when it is 

not. 
 
It is important to note that in most cases incorrect perception of the obstacle gap will require 
more than two sensors to experience error (as shown in Figure 79 ).  However Figure 80 
(below) shows the worst case whereby the obstacles are of negligible width therefore even if 
only a single sensor experiences significant error a wall can fail to be placed. 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 80  Worst-case scenario for the detection of an impassable gap in obstacles. 
 
It is important to note when considering the above trapping case, that the sensor error would 
need to meet the above conditions not just for an instance in time but for the entirety of the 
time that the robot spent approaching the unsafe area, and that both sides of the passage are 
visible see Figure 81 (below).  This coupled with the high cycle rate of the algorithm and 
randomness of error vastly decreases the chances of the robot entering an unsafe area  
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Figure 81  Sequence of diagrams showing the number of sensors that would require to have errors resulting in larger than 

reality distances perceived as the robot approaches an impassable gap in obstacles. 
 
As the robot approaches the gap in the obstacles, the minimum error that is required (for all 
sensors) in order for a false wall not to be placed, may be expressed as: 
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The number of sensors that need be affected varies in accordance with the distance to the 
obstacles, as well as their size and shape, as well as the size and shape of the gap.  A general 
description is that the smaller the gap, the thicker the obstacles, and the more enclosed the 
space beyond the gap, the more sensors will be involved (see Figure 82 ).  
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Figure 82  How thickness, gap size and enclosure affect the number of sensors able to aid in perceiving an impassable gap 

between obstacles. 

4.10.4.2 Goal Localisation Error 
Goal localisation error stems from both goal and odometer sensors as these are used in 
combination to estimate the location of the goal (as described in 4.10.1). 
 
There are two ways in which a fault in the sensed location of the goal can result in 
completeness being lost.  Both of these relate to the calculated distance to the perceived 
location of the goal. 
 
The first of these is to become trapped on an obstacle due to the safe to leave condition 
apparently not being met.  The second way is for it to appear that the goal has been reached 
when it has not.  More detail on both of these cases is included in the subsections below. 

4.10.4.2.1 Trapped on Obstacle 
Part of the safe to leave condition used by NH-BUG is that the distance to the goal (DTG) 
must decrease between joining and leaving an obstacle.  This means that if the distance to the 
goal is incorrectly sensed as lower than the real distance when joining the obstacle, and 
refined as the robot navigates the obstacle, then it can become trapped (Figure 83 ).  This is 
most likely to occur when: 
 
• The obstacle is joined at a point that is close to the closest point to the goal restricting the 

number of locations at which the obstacle may be left, and minimising the amount by 
which the DTG can be reduced. 

• The obstacle is large allowing refinement of the DTG whilst the obstacle is navigated 
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• The obstacle is a large distance from the goal whereby a small percentage error on this 
distance can exceed the amount by which the DTG may be reduced whilst navigating the 
obstacle. 

• The obstacle is found early on in the experiment meaning that the location of the goal has 
the largest amount of error due to a smaller number of readings being averaged in order to 
locate it. 

 
Worst-case conditions are shown in Figure 83 (below). 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 83  Worst-case scenario for error in goal location resulting in robot becoming permanently engaged on an obstacle. 
 
The tolerable percentage error on the distance to goal reading at the hit-point is: 
 

! 

Maximum Tolerable Percentage Error =
Hit point distance
Minimum distance
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It is clear to see that for some circumstances the maximum percentage tolerable error could be 
a negligible amount therefore a small error could result in the robot becoming trapped for this 
type of obstacle. 

4.10.4.2.2 Premature Cease 
This cause of loss of completeness consists of an error in the perceived goal location leading 
to the robot ceasing to move before it has reached the actual goal and is the most likely to 
occur. 
 
The error required to guarantee that this case will occur may be expressed as: 
 
Error > 2 ( Tolerance for goal achievement 
 
Figure 84 shows that for any amount of error of less than double the tolerance for goal 
achievement it is still possible for the robot to achieve the goal.  However, the down side to 
this is that it is possible that the goal may not be achieved for any level of error.  The 
circumstances in which an incorrect cease occur (or do not) may be seen in Figure 84 
(below). 
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Figure 84  How error on goal localization affects goal achievement.  On the left is a case whereby there is error, but the robot 

may still achieve the goal.  On the right is a case whereby it is impossible for the robot to achieve the goal. 
 
Premature cease is the most likely cause of failure due to the high precision required for 
success (robot radius) in relation to the total distance travelled in reaching the goal and the 
error remaining following the goal localisation correction averaging (4.10.1.1). 

4.10.4.3 Execution Error 
A significant change in execution error could lead to the goal being missed.  A change is 
required due to the fact that if a large error is present, but has already been observed, then it 
will be countered by NH-BUG. 
 
It is important to note that the change in error would have to occur near the goal, for the goal 
to be missed.  In addition, as NH-BUG will keep attempting to bring the robot back to the 
goal this significant change in error would need to continue to occur each time the robot was 
near the goal (tolerance) for the goal to never be reached.  See Figure 85 (below) for 
illustration. 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 85  Changing drift resulting in goal never being reached 
 
If the error giving rise to the drift seen in Figure 85 (above) did not keep changing, then any 
one of the attempts on the goal would be able to penetrate the tolerance boundary, thus 
successfully completing the navigation task. 
 
It is important to note that it is unlikely that the drift portrayed in Figure 85 would occur in 
reality, and that it is therefore unlikely that execution error would result in the robot failing to 
achieve the goal.  However it must also be noted that this is only the case due to NH-BUG’s 
ability to quickly both recognise drift and adjust the robot’s controls accordingly, as this 
means that there is little to no cumulative effect of drift.   
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4.11 Testing and Results 
It is necessary to conduct testing in order to prove the validity of the claims made in the 
introduction to this chapter.  This section contains the testing of these claims.  The section is 
laid out as follows.  First the robot architectures used will be detailed; secondly the obstacle 
courses used will be described as well as why each one was chosen.  Thirdly the perturbation 
applied will be described, and the fourth section details the data gathered as well as how it is 
related to each of the claims.  Finally the results themselves are presented in both tabular and 
visual formats. 

4.11.1 Architectures 
NH-BUG claims to be generic in that it may control a variety of robots, with a variety of 
minimum turning circles (MTC’s) and sizes.  In order to test this, more than one robot must 
be used during the course of testing.  Three robots have been chosen here as it is believed that 
this is sufficient to demonstrate NH-BUG’s ability.  It is important to note that NH-BUG’s 
ability to control different robots stems from its use of a forward kinematic model, and that 
chapter 3 has already shown that this allows a method to control a wide variety of robots.  
Therefore the focus here is on differing robot sizes and MTCs.  The three robots chosen are 
summarised below (Table XII).  The varying MTCs and radii will affect the tolerances for 
safety and the robot’s ability to turn.  The larger the values, the larger the tolerances, and 
therefore the more challenging finding a viable path through the environment becomes.  The 
sensor range is increased in line with the robot’s MTC and radius as is required to allow the 
smallest passable area (as defined in 4.9) to be adequately detected.  The sensor range for 
each robot is set to be 1.5 times the minimum acceptable as defined in 4.9. 
 

Table XII – Robot Configurations 
Robot Radius Minimum turning circle Smallest passable area Sensor Range 
Car-like - 1 $ meter $ meter 3 metres 5.9 metres 
Car-like - 2 $ meter 1 meter 4$ metres 7.55 metres 
Differential drive 1 meter $ meter 6 metres 10.05 metres 

 
For diagrams and forward kinematic models of car-like and differential drive robots see 
3.12.4. 

4.11.2 Courses 
The main strength of a BUG algorithm is that (for the driftless case) it is complete, this means 
that a BUG algorithm will guarantee to navigate a robot from an initial (x,y) state to a goal 
(x,y) state if this is possible for the given environment.  It is therefore important to check that 
NH-BUG has maintained this guarantee.  In order to do this, a number of obstacle courses, 
and initial-goal state pairings were required.  These courses must be representative of the 
challenges faced in navigation, and the initial-goal pairings within these courses should be 
efficiently placed in order to allow testing of the whole of each environment in a reasonable 
time frame.  Three obstacle courses each with 4 initial and goal pairings have been chosen in 
order to test the completeness of NH-BUG.  Success on an obstacle course is defined as 
arriving within the robot radius of the goal with less than 10 minutes of computation time.  
Ten minutes has been chosen as a timeout as this is roughly ten times the amount of time 
required by NH-BUG in driftless conditions. 
 
The results of tests run on these courses will be displayed in table form due to their large 
number.  In addition to testing for completeness, two obstacle courses have also been chosen 
to illustrate the effects of the bridging of unsafe areas of the configuration space described in 
4.9.1, and the handling of minimum turning circles, and finite robot widths.  The following 
sub-section detail the courses chosen, and why. 
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4.11.2.1 Completeness 
As mentioned previously (4.11), 3 obstacle courses have been chosen in order to test the 
completeness of NH-BUG.  These courses and their justifications will be described in this 
section. 
 
In order to test for completeness, the courses need to be representative of the challenges 
faced, these challenges relate to the size, shape, and spacing of obstacles.  The shapes covered 
will be both regular (squares, circles, triangles), and irregular (random curving and spiked 
obstacles).  In addition to this both “V” and “C” shaped obstacles will be present as these 
force the robot to move away from the goal in order to reach it, and this has been known to 
confuse some algorithms (e.g. static potential fields as pictured in Figure 46 ).  All shapes of 
obstacle will be present in every course.  In the first course, all obstacles will be small, and 
the spacing will be low.  The second course will introduce medium sized obstacles, and create 
areas of larger obstacle spacing.  Finally the third course will introduce large obstacles, and 
large gaps between obstacles.  An area of low obstacle spacing will include obstacles that are 
too close together for the robot to safely pass through, and high obstacle spacing will include 
areas whereby the robot will not be able to sense any obstacles.  The small and medium 
courses are 66m!66m and the largest course is 100m*100m.  Small obstacles are around the 
size of the robot, and large obstacles will be up to 20 times the size of the robot (larger than 
may be entirely sensed from any one location.  Each course will be tested with four distinct 
initial and goal state pairings.  These pairings serve to ensure that all areas of the 
environments are covered.  In order to do this they will encourage the robot to travel from top 
to bottom, left to right, and on both diagonals of the environments.  The courses and initial 
goal pairings used are displayed below, the one metre radius robot depicted in each course is 
shown to scale with the rest of the course, and this scale is maintained between courses.  Also 
included is a summary table (Table XIII) of the obstacle features present in each course.  
Example paths for each robot and course are presented later in 4.11.5.4. 
 

 
Figure 86  Small test map, all obstacles and robot width are shown to scale. 
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Figure 87  Medium test map, all obstacles and robot width are shown to scale. 
 

 
Figure 88  Large test map, all obstacles and robot width are shown to scale. 
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Table XIII – Summary of obstacle courses 

Course Feature 
Small Medium Large 

Size 66m x 66m 66m x 66m 100m x 100m 
Small Obstacles ! ! ! 

Medium Obstacles  ! ! 
Large Obstacles   ! 

Small Gaps ! ! ! 
Medium Gaps  ! ! 

Large Gaps   ! 

4.11.2.2 Bridging, Minimum Turning Circles, Finite Robot Widths, and Drift 
Completeness is tested with a large number of test runs, and may be displayed in table form. 
However, there are aspects of NH-BUG that cannot be easily conveyed in this format, and 
due to this, 2 figures will also be included.  These figures will show the effects of NH-BUG 
bridging unsafe areas and drift respectively.  As the definition of an unsafe area is related to 
robot size and minimum turning circle (MTC), a series of robots will be tested for which 
these variables are different.  The variables will be tailored to show the full range of paths that 
can result from changing only these variables for the single course and initial-goal pairing 
used.  To show the effects of drift, two paths will be shown, one with full perturbation 
applied, and one with no perturbation applied. 
 
The first obstacle course is shown below, this course will be used to demonstrate the effects 
of blocking access to areas that are deemed to narrow for safety.  The environment is 
cluttered in the middle, and more spacious towards the edges.  As the initial and goal 
locations are in the (vertical) middle of the environment, the most straightforward route is 
straight through the most cluttered area.  A robot that has a small enough width and MTC will 
therefore travel through the middle.  If the robot size or turning circle is increased, then the 
robot will be forced to travel further out of its way in order to reach the goal. 
 

 
Figure 89  MTC path comparison course, all obstacles and robot width are shown to scale. 
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The second obstacle course is shown below (Figure 90 ), this course will be used to illustrate 
the effect of drift upon the robot.  Whilst the effect of drift may be described by a change in 
path length or smoothness, this does not allow the reader to fully appreciate the changes 
forced upon the robot.  This course will allow this visualisation.  The course has both open 
and cluttered areas, this is to illustrate the differences in the amount that drift is able to affect 
the robot’s motion in free-space and engaged modes. 

 
 
Figure 90  Drift comparison course, all obstacles and robot width are shown to scale. 

4.11.3 Applied Perturbation 
As NH-BUG has been designed to cope with a wide variety of sources of perturbation a wide 
range of artificial errors have been introduced to test its resistance.  Error in each source has 
been set at 4 different levels. When testing the NH-BUG’s resistance to perturbation these 
levels will be simultaneously applied.  This is to reduce the number of tests that need to be 
run as it is probatively time consuming to run every combination of the error sources and 
levels for each algorithm, robot, and obstacle course.  The calculations used to determine this 
are given below: 
 
Tests = combinations of error ( random seeds ( number of robots ( number of environments 
 
For all possible combinations of error: 
 
45(3(12(10 = 368,640 ) 36.5 weeks solid running at 1 minute per test. 
 
As opposed to: 
 
4(3(12(10 = 1440 ) 1 day solid running at 1 minute per test. 
 
For testing at 4 simultaneous levels. 
 
The levels set aim to thoroughly test NH-BUG’s limits of operation, therefore it is not 
expected that every course will be passable for every level of error.  Table XIV (below) 
summarises the error applied at each level.   

Initial 

Goal 
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Table XIV - Error Table 

Error Level Error Type Error Level 
Change Bounds 

Execution 0 
Odometry 0 

Goal Distance 0 
Goal Angle 0 

0 

Obstacle Distance 0 
Execution ±10% 
Odometry ±3% 

Goal Distance ±10% 
Goal Angle ±0.03 radians 

1 

Obstacle Distance ±10% 
Execution ±20% 
Odometry ±6% 

Goal Distance ±20% 
Goal Angle ±0.06 radians 

2 

Obstacle Distance ±20% 
Execution ±40% 
Odometry ±9% 

Goal Distance ±40% 
Goal Angle ±0.12 radians 

3 

Obstacle Distance ±40% 

 
The error is applied in a variety of ways in order to best simulate the variety of sources.  The 
ways in which each error is applied are summarised in Table XV below. 
 

Table XV - Error Application Methods 

Error Applied To Method Of Application Representation 
Goal distance 

Obstacle distance 
Odometry 

Value += value ! random{-1->1} ! limit% 
A random percentage within the given 
percentage limits and changes every time a 
value is generated 

Angle to goal 
Compass Value += random{-1->1} ! limit A random value in radians within limits and 

changes every time a value is generated 

Execution 
Value += value ! (distance+(random{-1->1}!limit)) 
Value = min(value, limit) 
Value = max(value, -limit) 

A random percentage value in proportion to the 
distance travelled that incorporates a limited 
trend.  This drift value is updated every time the 
robot moves 1m to form a slowly changing 
value. 

4.11.4 Data Gathered 
As mentioned previously in this section (4.11) 1440 tests will be run, and data will be 
gathered, processed, and presented in Table XVI.  Each entry in the table represents an 
average over the total number of successful runs (max 10) for that particular course, drift, and 
robot configuration.  This average is taken in order to give a result that is representative of the 
performance of the robot and even out any effects of the random aspect of the drift applied.  
The data gathered will be: 
 
• The normalised approximate curvature of the executed path 
• The XY path length as a percentage of the straight-line distance from the initial state to 

the goal 
• The pass rate for the particular configuration.   
 
The gathered data will serve two purposes, firstly it will allow comparison in the paths 
between the three robots tested, and secondly it will allow quantification of the degree to 
which drift and sensor error affect the robot’s movement. Two values are given for the 
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success rate of NH-BUG these represent the use of two different values for tolerance of goal 
achievement: 

 
• That defined for the algorithm previously (robot radius)  
• A more relaxed tolerance of 10% of the initial distance to goal. 

 
Comparison between these two values will provide a valuable insight into the effectiveness of 
the goal localisation error compensation that is applied. 

4.11.5 Results 
The previous sub-sections have detailed the tests that are performed, this sub-section contains 
the presentation of the results themselves.  Firstly a summary is given of trends in the results 
found, and what these demonstrate regarding the abilities of NH-BUG.  Secondly a table 
containing data gathered during testing is given. The penultimate sub-section contains the 
visual examples (detailed 4.11.2.2) relating to the effects of robot radius and minimum 
turning circle on the path taken, as well as the effects of perturbation.  Finally an example 
path is given for each robot in each environment. 

4.11.5.1 Summary 
As the values within Table XVI are averaged values, an examination has been conducted on 
the range and standard deviations of the underlying data populations.  This examination has 
concluded that the standard deviations and ranges are sufficiently low in relation to the 
averages given as to show that the averages are representative of the underlying data.  The 
full examination may be seen in Appendix E. 
 
The results gathered and displayed in Table XVI show strong support for the claims of 
genericity, resistance to sensor and control execution error, and completeness in the absence 
of drift. 
 
When no perturbation is present NH-BUG has shown a 100% success rate for each of the 
three robots tested, on all of the maps tested.  This shows that the completeness present in 
existing BUG algorithms has been maintained (for all environments tested and as these cover 
a wide range this strongly indicates completeness in general), and that NH-BUG can 
effectively control robots of varying width and minimum turning circle.  This alone represents 
a significant contribution to the BUG community. 
 
The normalised approximation to curvature (NC) and XY distance travelled as a percentage 
of the straight line distance, values do not reveal any consistent trends in NAC as the MTC or 
radius of a robot is increased, or as the size of an environment is increased.  However 
significant variation is seen in NC and XY% values for any given map, initial goal pairing or 
robot.  This is because the path that the robot takes around the environment is strongly 
affected by the particular angle at which it approaches an obstacle, in relation to its radius and 
MTC.  A small change in any of these factors can lead the robot to move to the left instead of 
the right of the obstacle, and in doing so a completely different path maybe taken through the 
environment.  As the path may be completely different, the corresponding NC and XY% will 
also change.   
 
Whilst no trends may be observed for perturbation-less cases, the introduction of perturbation 
does introduce trends in the XY%, NC, and success rates recorded.  These trends are, a 
decrease in the success rate, and an increase in both the length and NC of the path taken.  
These trends are to be expected as perturbation introduces error into the path executed and the 
perceived location of both the goal and obstacles.  The larger the robot radius, and MTC, the 
larger the effects of increased perturbation, this is because the smallest passable area increases 
with these variables, meaning that areas of the map are rendered inaccessible quicker the 
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larger the MTC and/or radius of a robot.  However, an important result is that the drift which 
may be resisted by NH-BUG is much larger than that resisted by GSPACC (generally higher 
success rate for 10% drift than seen for the 9% applied to GSPACC).  This highlights the 
usefulness of the high frequency single step form of planning used here.  It is also important 
to note that GSPACC had perturbation applied only to execution, and not to localisation. 
 
As MTC and robot radius affect the level of perturbation that may be catered for within a 
particular environment, it is impossible to provide a general level of drift that may be 
accommodated for all robots.  For the robots and environments used here, the algorithm may 
be considered reliable for the first level of drift, and unreliable for the third, in almost all 
cases. 
 
It is important to remember that a failed test does not mean that the robot circled obstacles 
endlessly, or that a collision occurred.  The success criterion of arriving within the robot 
radius of the goal, over a 200m course is a harsh one.  The criterion corresponds to arriving 
between 1.4% of the initial distance to goal for the largest robot on the largest course, and 
0.5% for the smallest robot on the smallest course.  If this criterion were to be relaxed to 
arriving within 10% of the initial distance to the goal, then all robots achieved a 100% 
success rate in all environments for drift levels 0,1, and 2.  For drift level 3, the failure rate 
was only 7.2%.  This is an impressive feat in the presence of the large quantities of 
perturbation detailed in Table XIV. 
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4.11.5.2 Tabulated Results 
 

Table XVI– NH-BUG Results 

Normalised Approximation to 
Curvature 

XY Path Length as % of 
Straight Line Pass Rate (rr/10%) 

Task 

Drift Level Drift Level Drift Level 
Map & 
Initial- 
Goal 

Pairing 

Robot 0 1 2 3 0 1 2 3 0 1 2 3 

Car 1 1810 4969 3623 16793 112 393 328 230 10/10 9/10 4/10 1/10 
Car 2 1933 398 260 239003 235 123 117 601 10/10 9/10 8/10 1/6 Small 

1 
DD 11691 12680 3565 fail 592 527 293 fail 10/10 4/10 1/10 0/7 

Car 1 5249 4196 3886 23322 388 376 369 497 10/10 7/10 4/10 2/9 
Car 2 4712 3442 3172 fail 383 312 322 fail 10/10 8/10 5/10 0/8 Small 

2 
DD 3412 76911 7935 fail 273 1540 400 fail 10/10 3/10 4/10 0/6 

Car 1 432 363 584 2712 114 113 119 132 10/10 10/10 3/10 2/10 
Car 2 359 280 499 fail 113 112 120 fail 10/10 10/10 8/10 0/9 Small 

3 
DD 3539 24528 347 2021 158 459 155 150 10/10 6/10 1/10 3/10 

Car 1 715 681 597 601 132 131 129 129 10/10 9/10 6/10 5/10 
Car 2 674 616 515 6364 133 130 128 244 10/10 10/10 8/10 2/9 Small 

4 
DD 782 4966 2713 fail 148 288 212 fail 10/10 8/10 2/10 0/7 

Car 1 43 197 183 fail 101 110 108 fail 10/10 10/10 9/10 0/10 
Car 2 110 243 231 1534 104 114 113 166 10/10 10/10 8/10 2/9 Medium 

1 
DD 935 1728 4156 1341 200 164 318 193 10/10 3/10 4/10 1/10 

Car 1 57 243 302 891 101 109 117 115 10/10 9/10 7/10 4/10 
Car 2 709 1038 813 1240 142 164 158 151 10/10 10/10 3/10 3/10 Medium 

2 
DD 1659 1143 388 1346 238 179 127 188 10/10 5/10 5/10 2/9 

Car 1 1238 471 583 534 115 113 105 110 10/10 10/10 5/10 1/10 
Car 2 478 349 486 698 105 110 117 115 10/10 10/10 9/10 1/10 Medium 

3 
DD 443 550 14788 2851 117 120 247 158 10/10 9/10 1/10 2/9 

Car 1 2766 2564 492 568 124 124 113 114 10/10 7/10 9/10 6/10 
Car 2 292 366 291 1374 108 111 110 134 10/10 10/10 8/10 6/10 Medium 

4 
DD 436 1068 14615 4420 112 152 404 158 10/10 4/10 5/10 2/10 

Car 1 650 500 608 596 131 129 135 128 10/10 10/10 10/10 4/10 
Car 2 566 395 2490 fail 131 128 175 fail 10/10 10/10 8/10 0/10 Large 

1 
DD 1204 6609 6566 8410 191 248 277 243 10/10 9/10 5/10 2/10 

Car 1 761 591 524 1318 132 132 132 149 10/10 8/10 6/10 4/10 
Car 2 807 611 571 1565 146 144 143 180 10/10 10/10 9/10 2/8 Large 

2 
DD 615 558 3003 fail 163 161 215 fail 10/10 8/10 7/10 0/10 

Car 1 1473 1108 1051 4458 136 131 134 190 10/10 8/10 2/10 2/10 
Car 2 4452 2747 1221 7118 199 175 145 207 10/10 9/10 8/10 2/10 Large 

3 
DD 3128 4590 17947 6965 185 159 297 163 10/10 9/10 4/10 3/10 

Car 1 1926 1871 1713 2332 151 150 148 144 10/10 10/10 6/10 4/10 
Car 2 4076 2200 1913 1403 188 166 160 139 10/10 10/10 8/10 6/10 Large 

4 
DD 997 1162 2799 10902 151 148 157 202 10/10 10/10 6/10 2/9 
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4.11.5.3 Visual Results 
This section contains visual aids to understanding the results given in Table XVI.  As 
described previously (4.11.2.2) two courses are given, the first demonstrates how a robot’s 
MTC, and/or radius affects the path taken, and the second illustrates the effects of 
perturbation. 
 
The diagram below (Figure 91 ) shows the effects of the robot radius and MTC on the path 
taken through an environment, the paths are colour coded and a key is given.  Five paths are 
shown, the first of these uses the smallest MTC and robot radius, and is shown in purple, this 
robot is able to navigate to the goal in a reasonably straight line as the tolerance for set for 
safe areas of the map allows it to do so.  The green and blue paths are diverted around the 
small gaps between obstacles in the centre of the diagram to the relatively larger gaps at the 
top.  The cause for this diversion is the increase in the robot’s radius and turning circle 
respectively which causes the smaller gaps to be declared unsafe.  The red path  is further 
diverted as both the MTC and the radius are increased, and finally the black path is diverted 
further still by an additional increase in the robot’s MTC.  In addition to the diversions caused 
it may also be observed that the distance kept from obstacles is increased with radius and 
MTC.  Finally, as the sensor range required is increased by an increasing MTC or robot radius 
it can be seen that in order to avoid the first obstacle (bottom left) the black and red paths are 
able to turn earlier than the blue and green paths, which turn earlier than the purple path.  This 
is a demonstration that NH-BUG will turn as soon as a blocking obstacle is detected, which 
results in more gradual turns being made, the larger the sensor range. 
 

 
 
Figure 91  The effects of a changing minimum turning circle and / or radius of robot 

Initial Goal 

Key: 
r,      MTC 
0.15, 0.15 
0.3,   0.15 
0.15, 0.5 
0.5,   0.5 
0.5,   1 
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The diagram below (Figure 92 ) shows the effect of error on the path taken for an example 
course.  The error applied is at level 3, and it can be seen that the effect is to cause a different 
path to be taken.   
 
The first reason for this is that the goal is detected more towards the bottom of the diagram 
than its actual location.  Due to this, the robot turns to the right instead of the left in order to 
avoid the first obstacle encountered producing the fork in the paths seen top left.  The second 
difference is caused by obstacle sensor error, and occurs later in the path where a u-turn is 
seen.  This u-turn is performed as the area towards the goal is detected as unsafe, and 
therefore the robot is not allowed to proceed between the obstacles.  The final difference is 
subtler, and also caused by error in the sensed distance to obstacles.  This difference is that a 
larger distance is kept from obstacles in the presence of this error than without, and results 
from obstacles appearing closer than they really are.  
 
A similarity between the two paths that is both notable and significant is that the path in the 
presence of error remains smooth.  That is to say that whilst more bends are introduced, and 
the normalised approximation of the curvature of the path with error is larger than that 
without, no sharp kinks or weaving are introduced.  This is desirable as it indicates that NH-
BUG has maintained a good level of control over the robots movement despite a 40% control 
execution error. 
 
 

 
 
Figure 92  Drift comparison 
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4.11.5.4 Example Paths 
This section contains example paths for each of the three robots on each of the three courses.  
Small medium and large refer to the obstacle courses, whiles Car1, Car2, and DD refer to the 
robots controlled when creating the paths, all examples shown have no perturbation present. 
 

 Car1 Car2 DD 
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4.12 Limitation to 2D Space and Conclusions 

4.12.1 Limitation to 2D Space 
This chapter has dealt with 2D obstacle navigation, it is however theoretically possible for 
NH-BUG to be extended to 3D navigation.  There are however there are three significant 
considerations to be made, and this work is therefore considered beyond the scope of this 
thesis. 
 
1. As mentioned in chapter 3, forward kinematics models take longer to evaluate when they 

are concerned with more complex vehicles, this would slow down the operation of this 
algorithm.  It is not possible to say here the amount of slowdown that would occur, as this 
would depend on the forward kinematics used. 

2. More sensors would be required to detect 3D obstacles, to gain the equivalent 3D sensing 
that is currently used in 2D would require 7,200 individual sensors compared with the 
current 120 (or a laser scanner with a resolution equivalent to this number).  Management 
of this many sensors will slow down the existing algorithm. 

3. The slow down would result in reduced path tracking abilities, as it is the rapid updating 
of both the subgoal and the averaging of the goal state that allows the algorithm to 
succeed. [Slower updates would mean that the robot continued on a given course for 
longer which could lead to collisions.  Less frequent goal updates mean less data used in 
averaging which in turn means less accuracy.] 
 

Once these considerations had been accounted for the algorithm would, in all other respects, 
function as it does now.  Whilst the obstacles would become 3D travel around them would 
still occur in a plane as it does now.  This would not be an issue with regard to the guarantee 
that the goal will be reached, and is therefore not considered a problem.  An illustration of an 
example path taken in 3D space is given below (Figure 93 ). 
 
 
 
 
 
 
 
 
 
Figure 93  3D travel around obstacles achieved whilst remaining within a plane 
 
However it may be possible to develop a method, which would achieve obstacle navigation in 
a more efficient manner than this.  This is considered future work and not discussed further in 
this thesis. 

4.12.2 Conclusions 
This chapter has detailed the development of NH-BUG.  Testing has shown the NH-BUG is 
able improve on existing BUG algorithms by providing controls in a generic manner, which 
allow a non-holonomic robot (in respect to x,y) with a finite minimum turning circle to 
navigate from one point to another around obstacles. Resistance has also been shown to 
various forms and levels of perturbation (although other types exist and would not be 
countered).   
 
It is important to note that only a resistance to perturbation is claimed, this is to say that 
introducing perturbation does not guarantee failure, but that success is not guaranteed for 
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perturbed cases either.  NH-BUG can provide a guarantee of completeness for 
perturbationless cases, and the chance of success is gradually lost as perturbation is increased. 
 
Testing conducted in this chapter has made a number of assumptions regarding the robot and 
the information available (as stated in 4.3).  It is important to take note of these assumptions 
when considering the achievements and applicability NH-BUG.  The main assumptions and 
their implications are given below. 
 
The robots used here are equipped with laser sensors.  Equipping provides detailed and 
accurate knowledge of the environment (subject to sensor error).  Such knowledge may not be 
available with certain other sensor types such as ultrasound that may suffer from reflection 
issues.  These issues may mean that obstacles can remain undetected altogether as opposed to 
the ±%Error that has been applied here.  Increased inaccuracy in obstacle detection would 
degrade NH-BUG’s performance.  Another advantage of laser sensors is that they provide 
near instantaneous readings.  This is used in NH-Bug to allow an algorithm cycle rate of 
20Hz, should slower sensors be used, then this would affect NH-BUG’s ability to quickly 
sense and respond to obstacles that threaten the controlled robot. 
 
Another factor in relation to obstacles is that all obstacles are required to be of a height that 
allows their detection with a robot’s sensors.  It is possible that sufficiently low obstacles 
could go permanently undetected.  This would have drastic effects on NH-BUG’s 
performance. 
 
The robots tested here are both wheeled vehicles, and NH-BUG has been designed with 
wheeled or tracked ground vehicles in mind.  It is possible that NH-BUG’s performance may 
be decreased if present with a snake like robot that moves in a different manner (e.g. is unable 
to approximate arcs).  This is the reason for specifying MTC constraints when claiming 
applicability to non-holonomic robots.  
 
NH-BUG has been tested here on a laptop with a 1.87GHz Intel Core Duo processor and 2GB 
of RAM.  This means that NH-BUG is only capable of functioning with robots that are either 
able to carry this level of processing power, or have a fast link to a computer that possesses 
this power.  
 
In line with the processing power constraints given above, NH-BUG is able to operate at a 
cycle rate of 20Hz.  This value is deemed sufficient as it has allowed the performance 
observed in the results section to occur.  A higher cycle rate would increase performance, as 
drift detection and counteraction would occur more frequently. 
 
The next chapter will describe the creation of a hybrid method, which combines NH-BUG 
with GSPACC.  The aims of this are to provide pose-to-pose navigation around obstacles, 
with smoother travel in free-space than that found in this chapter. 
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Chapter 5 – A Hybrid System For Obstacle Navigation 
(SPAC-BUG) 

5.1 Chapter Overview 
Chapters 3&4 have described algorithms for smooth free-space travel (GSPACC) and 
obstacle navigation (NH-BUG) respectively, and both have shown resistance to drift.  This 
chapter details the combination of the two methods to produce a hybrid algorithm which 
contains the strengths of each method and removes their weaknesses.  The strengths retained 
are the obstacle rounding, sensor error and spatial drift resistance of NH-BUG and the smooth 
free-space travel to goals other than x,y of GSPACC.  The weaknesses removed are the lack 
of these features in the appropriate algorithms. 
 
The result is a method that is capable of smoothly and generically navigating a non-
holonomic robot from one pose to another around obstacles, and in the face of sensor and 
execution error.  The method developed here will be referred to as SPAC-BUG, which stands 
for Smooth Paths And Control, combined with a BUG algorithm. 
 
The main challenge for this chapter is combining the two methods in a way that allows both 
methods to function without compromising either.  The particular difficulty is the difference 
in the algorithm’s cycle rates.  Specifically, GSPACC can re-plan once a second, whereas 
NH-BUG can re-plan 20 times a second.  This means that the free-space planner cannot 
simply replace the free-space mode in NH-BUG as it requires more time to react (re-plan). 
 
The approach here uses GSPACC for free-space travel, and the approach and engaged modes 
from NH-BUG.  Whilst in engaged mode GSPACC continues to re-plan the free-space path.  
This re-planning ensures that a free-space path is constantly available that is reasonably up to 
date (within 1s GSPACC re-plan time lag).  An up to date path is advantageous as it will 
allow for the most recently recorded drift, and remain close to the current state of the robot 
therefore allowing an easier return to free-space mode when leaving an obstacle.  A fourth 
component is developed to handle this return from engaged mode to free-space mode.  This is 
called leave mode and is required to bridge the gap created by the 1s lag time in creating a 
new free-space plan.  Leave mode provides a path joining the robot’s current state when safe 
to leave an obstacle, towards a pre-established free-space plan.  The leave mode path is 
provided by a cubic spline where this does not violate the MTC, and a geometric method 
consisting of 2 arcs and a straight line where it does.  The leave mode path is of a length that 
requires 1s to execute at the robot’s current speed, this allows sufficient time for GSPACC to 
create a new path to take over once the robot has completed leave mode.  The hybrid model 
maintains both the completeness guarantee given by NH-BUG (for the driftless case), and the 
genericity and smoothness capabilities of the free-space planner. 
 
The contributions made by SPAC-BUG over existing obstacle navigation methods are the 
presence of 4 key qualities in a single method.  These qualities are: genericity, completeness, 
low curvature paths, and quick re-planning.  Whilst individually available, these qualities 
have not been found (by the author) to all be present in any one method.  The overall result of 
these qualities is the ability to smoothly navigate a robot from one state to another in an 
environment that may contain 2D obstacles, whilst catering for drift and sensor error. 
 
This chapter is arranged as follows, firstly a review of the most closely related existing work 
is given, followed by the assumptions made by the hybrid method, and flow charts of the 
algorithm’s operation.  Next an overview of NH-BUG is given, followed by the adaptations 
made to GSPACC are detailed, followed by a description of the new leave mode. Then 
documentation of testing on car-like and differential drive robots is provided. Testing 
includes comparison with a rapidly exploring random tree algorithm in order to benchmark 
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SPAC-BUG’s performance.  Finally conclusions are drawn as to the effectiveness of SPAC-
BUG and remaining limitations are discussed. 

5.2 Relevant Work 
Obstacle navigation is a well-established field of research, and as such a variety of methods 
are available to achieve it.  There are many approaches and due to space constraints, 
categories of planners will be discussed here (rather than individual examples) along with 
their disadvantages that prevent them from achieving our 4 key qualities in one system. 
 
Neural network approaches are relatively new to the field of obstacle navigation.  Despite 
this, approaches have been developed that are capable of handling robots that are non-
holonomic in x,y space [53, 95] (although [53] allows stop and spin manoeuvres), and are 
capable of navigation without an a priori map of the environment [53, 95, 130].  Neural 
networks have also been shown to be capable of real-time operation, which requires quick re-
planning [53, 95, 130] of the path to be travelled.  Finally x, y, and orientation goals have 
been reached [95], and v/c-shaped obstacles have been traversed [53, 95, 130].  However, to 
date neural network approaches are unsmooth due to the use of discretisation of the 
configuration space.  Discrete areas of the configuration space are represented by individual 
neurons in a neural net, therefore some level of discretisation is necessary as it is not feasible 
to use an infinite number of neurons.  As discretisation is inherent in a neural network for 
navigation, and discretisation prevents smooth travel, neural network approaches cannot 
achieve the aims of the hybrid method described here. 
 
Genetic algorithms function by encoding a path as a gene sequence, where each gene 
represents a path segment, and the whole sequence represents the planned path.  A variety of 
operations may then be performed such as mutation whereby a gene is changed, and 
crossover, whereby a gene is swapped for another candidate.  Operations are performed 
randomly on randomly chosen sections of the gene sequence.  On each iteration, a cost is 
calculated for each path formed, if an operation results in a decreased cost, then it is retained, 
otherwise it is discarded.  The cost used must relate to all attributes that are required by the 
final path as cost is the only controlling influence on the creation of the path.  Genetic 
algorithms have been shown to be capable of creating paths in static but unknown a priori 
[28], or changing environments [63, 91, 114].  Algorithms have been created that are capable 
of creating smooth paths [63, 115], and operating sufficiently fast for use in a real-time robot 
football tournament [63].  A genetic algorithm has also been created that is capable of 
providing a smooth path to a goal location and orientation [115].  Another genetic algorithm 
has also been created which accounts for the minimum turning circle of a robot [28].  
However, a genetic algorithm has yet to be created that is capable of fast and smooth re-
planning that achieves a goal orientation and accounts for a robot’s minimum turning circle.  
The reason that all of these capabilities have not yet been simultaneously achieved is that the 
more complex a cost function is the more time is required to minimise it due to the random 
mutation nature of genetic algorithms.  Genetic algorithms also use inverse kinematics in 
order to the create controls necessary to follow each segment in a created path, and inverse 
kinematics may not always be available [25].  Finally it should be noted that many genetic 
algorithms use global [63, 115] or perfect line of sight [91] knowledge of the environment or 
a combination of these [114].  As with inverse kinematics, this knowledge may not be 
available. 
 
A* algorithms are well established having been created in 1968 [81], and are still in use today 
[6, 123].  A* algorithms construct a path segment by segment, using a past and future cost.  
The past cost relates to the cost of the path constructed so far, and the future cost relates to a 
predicted future cost from the end of the currently constructed path to the goal state.  The use 
of a past and future cost as opposed to just a one cost (e.g. remaining distance to the goal or 
current path length) means that contours of equal cost that would ordinarily be concentric on 
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the goal or current state are instead egg shaped originating from the current state.  As states of 
least cost are evaluated first, these egg shaped contours mean that A* algorithms are more 
efficient than depth first or breadth first searches and are able to find a successful path faster.  
In some environments, an A* based algorithm is capable of quickly calculating a path that 
may be applied to non-holonomic robots [72], and can achieve a goal location.  If a secondary 
smoothing process is applied, then an A* based algorithm can also produce a smooth path 
[123].  The drawback of A* algorithms is that they can be slow to plan for obstacle 
configurations which contain dead ends near the goal or for high dimensional search spaces 
[32].  The reasons for these drawbacks are the same as the reasons for its strengths, whether 
or not A* is efficient for a particular environment depends on how far a theoretically optimal 
path (e.g. obstacle free), the feasible path (e.g. in the presence of obstacles) lies.  This is 
because the evaluation of contours will take a long time to explore an area that is theoretically 
highly sub optimal (but in fact optimal).   
 
Rapidly exploring Random Trees (RRT’s) were created to provide an improvement on A* 
algorithms in high dimensional search spaces by LaValle in 1998 [59].  As such the aim of 
RRT’s is to explore the entire search space more quickly than A* algorithms.  This aim is 
achieved by the random nature of an RRT that directs the search towards a random area of 
configuration space on each iteration of the algorithm until the goal is reached (within a given 
tolerance).  This is fundamentally different to the approach taken by A* as areas of low cost 
are not moved towards, i.e. the search is not directed by cost.  RRT’s either piece together a 
path from a set number of feasible path segments [16, 32, 34, 51, 54, 59, 82, 104] or create a 
path from straight lines that may be smoothed as a second process [52, 125, 131].  Feasible 
path segments are created a priori using knowledge of a robots inverse kinematics.  RRT’s 
have been proven to be capable of real-time path generation [32, 54], can reach a range of 
goals, and control a range of robots [52, 54, 104].  The drawback of RRT’s is that they are 
capable of either quick re-planning, or the creation of smooth paths.  Due to the random 
nature of their path production, it is not possible for an RRT to achieve both of these aims.  
This is particularly relevant here as SPAC-BUG is capable of both smooth path planning and 
reacting very quickly to obstacles due to the use of both the NH-BUG & GSPACC 
algorithms. 
 
BUG algorithms have been reviewed in the previous chapter.  BUG algorithms are capable of 
smooth travel [117], they are also quick to re-plan as only the next step in the path is planned 
at any one time.  The key drawback of BUG algorithms is a lack of compatibility with non-
holonomic robots as the geometric path created may not be realisable. 
 
Path deformation techniques travel along a path until it is seen to be blocked by an obstacle.  
Once an obstacle is detected as blocking the path the path is iteratively deformed until it is no 
longer blocked by the obstacle.  Many different path deformation techniques have been 
developed by many researchers [11, 55, 65, 128], however the overview description above is 
common to all.  Deformation techniques are able to deform the path in a smooth manner, 
achieve a variety of goals, and control non-holonomic robots.  The drawback of path 
deformation techniques is that they can be slow to react to unforeseen obstacles due to the 
time taken iteratively re-shaping the path, and may require the robot to stop whilst the path is 
re-shaped [11, 55].  In addition, a global map must be maintained in order for a path 
deformation technique to avoid oscillation or the formation of never-ending loops.  Some 
methods such as [11, 55, 128] are also incomplete as they rely on a higher-level global path 
planner to supply the initial path and the controls required to execute it.  In the case of [11] 
this higher-level planner is also invoked when path deformation is insufficient to avoid an 
obstacle.   
 
Artificial potential fields have been attractive for use in navigation due to their inherent 
simplicity and provision of a good generalised response for a wide range of goals and robots 
in the presence of obstacles.  However, existing methods have either required global maps to 
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achieve completeness (Types B&C) [35, 40, 47, 66, 67, 80, 89], a given [57] or separately 
created path [66], or have been incomplete for c-shaped obstacles [68].  In addition, many 
methods have been unsmooth (Type B) [57, 67, 68, 80].  Methods that do not suffer these 
shortcomings have been used in relatively constrained environments (Type A) such as road 
travel [30, 31, 122].  In these constrained environments information may be extracted from 
the environment itself as to where the planned path should be, examples include lane 
markings [30, 31, 122], and the following of target vehicles [112]. 
 
This section has provided a brief summary of each of the main methods of obstacle 
navigation.  A table is provided below (Table XVII) as a summary of the strengths and 
weaknesses of each of the methods.   
 

Table XVII – Summary of Strengths And Weaknesses For Each Methodology 

Methodology Generic Low curvature Quick to plan Complete without global 
maps 

Neural network X X ! ! 
Genetic algorithm generic ! ! X ! 

Genetic Algorithm fast X ! ! X 
A* ! ! X ! 

BUG X ! ! ! 
Path Deformation ! ! X X 

Smooth RRT ! ! X X 
Quick RRT ! X ! X 

Existing Potential Fields A X ! ! ! 
Existing Potential Fields B ! X ! X 
Existing Potential Fields C ! ! ! X 

New Hybrid Dynamic Potential 
Field & BUG algorithm ! ! ! ! 

 
The summaries given here are by no means exhaustive accounts of each methodology, but 
include the most relevant material here regarding the combination of the key functionality 
provided by SPAC-BUG.  The author’s research has not found another method that is capable 
of combining the key characteristics of genericity, completeness, low curvature paths, and 
quick re-planning.  It is the combination of these qualities that marks the contribution made 
by SPAC-BUG. 
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5.3 SPAC-BUG Algorithm 
This section provides the full algorithm for SPAC-BUG.  The algorithm is provided in form 
of a flow chart on the next page.  Modes are outlined with dotted lines, and arrows in grey 
depict the transitions between the four modes. 
 
The flow charts below depict the sub-algorithms used to create free-space and leave mode 
plans.  The free-space planner is included here as the method used is sufficiently different to 
that described in chapter 3, the leave mode planner is included here to save space on the 
following page.  Note that the free-space mode planner runs constantly “in the background” 
of the algorithm to ensure that an up-to-date plan is constantly available.  
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5.4 Methodology Overview 
A basic overview of the hybridisation is that free-space travel is conducted by GSPACC 
(chapter 3), and approaching and travelling around obstacles is conducted by NH-BUG 
(chapter 4), and a new method is used to leave an obstacle and re-connect with a free-space 
path (chapter 3).  This is illustrated in the flow diagram below (Figure 94 ).  Termination 
occurs when the goal state is reached within a given tolerance. 
 

 
 
Figure 94  Basic flow diagram giving an overview of the hybrid system. 
 
An example path with the travel modes labelled for each section is shown below (Figure 95 ) 
the triggers for entering and leaving each mode are broadly the same as seen in chapter 4, 
however minor alterations will be discussed in 5.6.4 and 5.7.1. 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 95  An example travel path with the modes for each stage labeled. 
 
The guarantee that the goal will be reached will be shown to remain intact as leave mode and 
free-space travel are incorporated in such a way as to not disrupt the guarantees given by NH-
BUG. 
 
The GSPACC algorithm detailed in chapter 3 is adapted for use in SPAC-BUG.  The changes 
made are: 
  
• Removal of the assumption that a 1s re-plan time is negligible,  
• Enhanced drift compensation.  
• Variable re-plan locations.   
 
The removal of the assumption that 1s is a negligible replan time is achieved by creating plan 
‘n’ whilst the first transition of plan ‘n-1’ is being executed.  [An assumption is made that the 
robot speed may be modulated so that the first transition of each plan takes more than 1s to 
execute]  As planning occurs during execution of the previous plan, a new plan is available 
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before the first transition of the previous plan is completed.  Enhanced drift compensation is 
achieved by the use of a low-level path tracker.  This tracker is based on the method used to 
track obstacle edges in NH-BUG, and has the same fast update rate of 20Hz that allows the 
free-space path to be followed more closely.  The closer path tracking achieved is a direct 
result of faster updates to the executed controls which allows drift to be detected when less 
has occurred, and therefore less compensation is required.  Variable re-plan locations are 
required in order to ensure that the free-space plan is kept up to date.  When the robot is in 
free-space mode, SPAC-BUG re-plans as normal from the end of the first transition of the last 
plan.  However when in engaged mode SPAC-BUG re-plans from the robot’s current location 
when a plan has finished, and when in leave mode SPAC-BUG re-plans from the end of the 
leave mode path. 
 
The addition of leave mode is key as it bridges the gap between the engaged and free-space 
modes.  The leave mode provides a path that is (x, y) undulatory smooth where possible (and 
a less smooth path where not), and requires 1s to execute at the robot’s speed on entry to 
leave mode.  A smooth path is created using splines in x and y parameterised by distance 
from the current state to the re-plan state at the beginning of the next free-space path.  
However, splines do not allow control of the largest curvature used on the path, therefore the 
spline path created may or may not violate the minimum turning circle (MTC) constraint of 
the robot.  If this constraint is violated, or the planned path collides with obstacles then the 
(straight line and 2 arcs) geometric method invented by Dubins [24]  is used as this is quick to 
plan and guarantees not to violate the MTC constraint.   
 
The chance of violation or collision depends on the manoeuvre required, and the MTC of the 
robot.  If the manoeuvre required is close to an obstacle, i.e. can only be completed by 
adhering exactly to the MTC, then the spline is unlikely to form this path and a collision or 
violation is likely (Figure 96 , a).  In addition, as the curvature of the spline is both finite and 
independent of MTC, a larger MTC is more likely to be violated by the given largest 
curvature of the spline than a smaller MTC (Figure 96 , b).    
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 96  Two cases whereby the use of a spline in forming a leave mode path may result in an unusable path.  Case (a) is due 

to obstacles; case (b) is due to independence between the spline curvature and the robot’s MTC. 
 
An initial leave path is produced that connects the robot’s current location to a desirable 
merge point on the existing free-space plan. The desirable point to be merged with is selected 
based on the amount of orientation change required to reach it, and the orientation change 
required to reach the goal from this point.  The initial path is then shortened to a length that 
allows execution in 1s at the robots current speed.  The shortening of the path is done in order 
to maximise the amount of time that the robot is controlled by the free-space planner 
developed in chapter 3.  This is because the free-space planner is the only part of SPAC-BUG 
which can achieve goals in spaces other than x,y, and provide undulatory smoothness.   
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5.5 Assumptions 
SPAC-BUG makes a number of assumptions (listed below).  These stem from the underlying 
methods due to the fact that SPAC-BUG inherits the assumptions of its component 
algorithms.  The reasons for these assumptions have been explained in the relevant previous 
chapters and the relevant chapter is included in brackets after each assumption.  In the list 
given below, “known” may be taken to mean “known to the algorithm” at all times.   
 
1. The goal orientation relative to the robot’s current orientation is given at the initial state 

(this stems from the requirement that the goal state be known at all times (3)) 
2. The robot is equipped with a compass indicating the robot’s current orientation (as with 1 

this is required to meet the assumption that the goal state is always known in (3)) 
3. The areas of control space to be avoided are given (3) 
4. Forward kinematics of the robot are known (or an estimate to these) (3&4) 
5. The goal may be sensed at all times (3&4) 
6. The robot only suffers from spatial drift, for which the correct response is always to push 

harder as detailed in 2.8 (3&4) 
7. The robots minimum turning circle (MTC) is known (3&4) 
8. Sensor error is random (4) 
9. The robot is equipped with a distance to goal sensor (4) 
10. The robot is equipped with an angle to goal sensor (4) 
11. The robot radius is known (4) 
12. The robot is equipped with obstacle sensors with a range of at least 2!max(2.5r, 

2MTC)+2MTC (the definition of a safe passage width as given in 4.9) 
13. The task is possible – the robot is capable of achieving the given task, and a path exists 

which does not require travel through passages with a width of less than: 
2!max(2.5r, 2MTC)+2MTC (4) 

14. The only obstacles encountered are 2D (x,y) (4) 
15. The robot travel approximates to arcs over short distances (4) 
16. The robot is speed limited so that it is unable to move beyond its robot radius whilst 

calculating a new move (50ms) (ensures that walls may not be collided with whilst 
planning) (4) 

17. Sensor updates are sufficiently frequent that new data may be assumed available after the 
robot has travelled its radius (4) 

 
Some assumptions present in GSPACC & NH-BUG have been removed and are given in a 
second list below (as above numbers in brackets depict chapters).  Assumptions 1, 2 and 3 
from GSPACC are removed by the hybridisation as obstacles and sensor error are handled by 
NH-BUG, and the free-space planner can handle travel in N-D space.  Assumption 4 from 
NH-BUG is handled by adjusting the free-space planner to plan whilst executing transitions. 
 
The assumptions removed from the algorithms in chapters 3 and 4 are: 
 
1. Travel is in free-space (3) 
2. The robot has a precise knowledge of its location at all times (3) 
3. 1s is a negligible re-plan time (3) 
4. Travel is in 2D (x,y) space (4) 
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5.6 Adaptation Of The Free-space Method 
The free-space mode of operation is largely the same as GSPACC.  However, some additions 
have been made, and will be discussed over the course of the following sub-sections.  The 
additions are as follows: 
 
1, Applicability to faster robots – this consists of removing the assumption that a 1s re-

plan time is negligible.  GSPACC was designed for 
abstract models where robots were an example.  The 
algorithm here is real world centred, and therefore 
accounts for more real-world problems. 

2, Enhanced drift compensation – the rate at which drift is recorded and compensated 
for has been increased.  This is now required as 
perfect localisation of the robot is no longer assumed 
therefore error is harder to “keep on top of” and 
therefore more effort is made to do so. 

3, Variable re-plan locations – Due to the presence of obstacles, the new plan is no 
longer always created from the end point of the 
previous plan’s 1st transition as this may be far from 
the robot’s actually state following re-planning. 

4, Collision detection – collision detection is now required due to the 
presence of obstacles 

 
The net result of these additions is a more capable method that is better adapted for sensor 
error, fast robots, and environments containing obstacles. 

5.6.1 Application To Faster Robots 
The original algorithm for free-space travel assumes that the 1s required for re-planning is a 
negligible amount of time, i.e. that all data used to create the new plan may still be considered 
up-to-date once planning is finished (3.4, 1).  However, if a robot travels at a sufficiently high 
speed, it will cover a significant distance in 1s, and this assumption does not hold.  In order to 
remove this assumption, the new plan is created whilst the first transition of the last plan is 
being executed.  
 
Figure 97 shows two methods, the top half depicts the new method while the lower half 
depicts GSPACC.  The old method creates a plan once the end of the first transition of the 
previous plan has been executed and T1 is reached.  However the robot will move along the 
current plans 2nd transition whilst planning takes place, and because of this the beginning of 
the re-planned path will not be the robot’s current state once re-planning has completed.  This 
discrepancy means that, when the robot executes the controls proposed by the new plan, it 
will not reach the required tolerance of the goal (process shown dashed bottom Figure 97 ). 
 
In contrast, the new method performs re-planning during the execution of the previous plans 
first transition. [An assumption is made that the robot speed may be modulated so that the 
first transition of each plan takes more than 1s to execute].  This change means that the new 
plan is available when the robot reaches T1, and as the re-planned path is executed from its 
intended start position, execution of the new plan’s controls will move the robot to the goal 
(shown dashed top). 
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Figure 97  Diagrams to illustrate the old and new re-plan schedules. 
 
The disadvantage of re-planning earlier is that drift information is less up to date.  This 
disadvantage will be overcome by use of a low-level single step path tracker.  This tracker 
will be able to update once every 50ms and therefore out of date drift will not be an issue.  All 
known drift will be countered by the tracker therefore the free-space planner is not required to 
account for drift.  The operation of this tracker will be detailed shortly (5.6.2.1). 

5.6.2 Enhanced Drift Compensation 
This section details the enhancement of the drift compensation abilities of the free-space 
method.  Drift abilities are enhanced to allow better countering of spatial drift, and to provide 
compensation for error in goal sensors.  These are both clearly desirable characteristics for 
navigation, the reason that they were not included in GSPACC is that they are specific to x,y 
space, and therefore could not be introduced to the more generic method capable of 
functioning in entirely arbitrary and abstract spaces.  The genericity present here relates to 
real world situations i.e. a wide variety of real world robots in 2D may be controlled, however 
an extension to 3D is proposed at the end of this chapter. 
 
The enhancement of drift capabilities is achieved via two main changes.  An overview of each 
change is given below, followed by a sub-section detailing the operation of each. 
 
The first of these is the use of a low-level “pure pursuit” path tracker that uses a Euclidean 
metric (x,y distance) and rapid updates (20Hz) to improve the tracking of the path created by 
the free-space planner. Subgoals are generated (in x,y) a given distance ahead of the robot on 
the free-space path and moved towards in turn.  Path tracking via x,y targeting is sufficient 
here as the travel space for this chapter is x,y and orientation.  It is a geometric fact that any 
x,y state may be achieved from any x,y and orientation state with a single arc. In the driftless 
case both the current (x,y orientation) state and the subgoal (x,y) will lie on the arc produced 
by the free-space planner, therefore the arc produced by the tracker will match that produced 
by the planner hence the path executed is exactly that planned (see Figure 98 below).  
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Figure 98  Following the x,y orientation path using x,y subgoals only. 
 
In the drifted case, the current state will not lie on the planned path, however, due to the 50ms 
update time of the tracker it will lie close to this path, and therefore the desired orientation of 
the subgoal state will be maintained within a reasonable tolerance even though it is not 
explicitly targeted.  Hence the path executed will closely match that planned (see Figure 99 ). 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 99  Diagram to illustrate the advantages of countering drift via a low-level path tracker. 
 
The second change is to add a compass to the robot, this allows the robot orientation to be 
known (in absolute terms), which, combined with knowledge of the goal orientation (in 
absolute terms) allows the remaining orientation change required to be known.  Whilst the 
orientation has been assumed known in 3.4, the method by which it is known has not been 
described.  The method was not described, as it was not part of the GSPACC algorithm, 
instead this information was assumed provided by the robot architecture.  The method by 
which goal orientation is known is described here as it is subject to error that must be 
compensated for.  Once the goal orientation is known, error in the robots orientation may be 
countered using a method similar to that used in 4.10.1. 

5.6.2.1 Free-space Path Tracking 
In order to allow a more rapid countering of drift, a low-level path tracker was developed 
using a Euclidean metric.  This aims to build on the success described in 4.11.5.1.  Just as 
subgoal targets are placed a fixed distance around the obstacle, a fixed path of subgoal targets 
may be created from the planned free-space path.  This means that, instead of drift only being 
countered after each free-space plan is created, drift may be countered during the execution of 
a free-space transition, at the much more rapid rate of once every 50ms (vs. 1s required for a 
free-space plan).  As less drift has occurred, less alteration of the controls is required in order 
to keep the robot on course (see Figure 99 below).  It is assumed that during the 50ms 
required in order to produce the controls, the robot will have moved a negligible distance.  
The process of Euclidean minimisation itself is identical to that described in 4.6.5.  The 
subgoal targets are set at regular intervals along the path of the robot’s radius or double the 
maximum distance that the robot is capable of moving in 50ms, whichever is larger.  This is a 
suitable distance as it ensures that the subgoal is sufficiently far ahead that overly tight curves 
will not be produced. 
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Due to the use of a path tracker, it is only in the case of extreme amounts of drift that the 
robot is physically incapable of moving against, that the free-space re-planning process has 
cause to counter drift at all.  Such drift is deemed to extreme for consideration here. 
 
As mentioned previously, subgoal targets for the Euclidean minimisation process are created 
at set distances along the planned transition.  In addition to this, the Euclidean minimiser 
begins descent from a scaled version of the control suggested by the free-space planner which 
produces exactly the required control under driftless conditions.  As a result, if no drift has 
occurred, then the Euclidean process will not affect the path produced at all, therefore the 
process will require almost no computation.  The scaling is produced using the method used 
in re-partitioning the transitions in (3.9.2).  The difference is that, instead of splitting the 
control into 2 even halves, a section of the control is produced that will move the robot 
exactly the subgoal distance, the fraction describing this section may be calculated as. 

! 

subgoal distance
distance covered by original control

. As the subgoal targets are set along a path that has been 

established through the forward kinematics, the (x,y,orientation) path guarantees remain 
intact, even though they are followed using an x, y sub planner.  This is because the (x,y) 
planner at each stage connects an (x,y,orientation) pose at the robot’s current state to an     
(x,y) subgoal state.  This in combination with the assumption that the robot travels in arcs 
(5.5, 15) means that there is only 1 path which allows the (x,y) target to be reached, therefore 
the path taken must be the original path planned.  In the case of drift, the                                
(x,y,orientation) path is more likely to remain intact with the low level path tracker, as less 
drift is allowed to occur, therefore the orientation is unlikely to be affected. 

5.6.2.2 Additional Sensing Requirement 
The goal location method described in 4.10.1 does not allow the goal orientation to be 
detected as it only averages x,y locations of the goal.  The lack of goal orientation information 
was not important in 4.10.1 as NH-BUG does not attempt to achieve a goal orientation. 
However, the free-space planner requires the goal orientation to be known in order for the 
goal orientation to be reached.  In order for the goal orientation to be known, an on-board 
compass is required, as is the orientation of the goal in absolute co-ordinates.  As the robot 
moves, the compass will keep a record of the robot’s current orientation, and therefore goal 
orientation relative to the robot’s orientation may always be calculated.  However, the 
compass cannot be assumed to be error free, therefore error compensation is applied in the 
form of averaging as has been seen for the (x,y) location of the goal in 4.10.1. 
 
The (x,y) goal location averaging in 4.10.1 uses projections of the goal location relative to the 
robot based on sensor readings, and dead reckoning of the distance moved and angle turned 
through over the last transition, in order to keep a running average.  The same can be done 
here using the compass reading to create a projection of the goal orientation relative to the 
robot and dead reckoning of the angle turned through on each move to update this projection 
as the robot moves.  Finally each time a relative orientation is calculated it can be averaged 
with existing estimates in order to remove random error.  The five-step process by which this 
is achieved is detailed below; this colour-coded text is accompanied by Figure 105 . 
 
The following 5 points describe the process used to maintain an error resistant estimate of the 
goal orientation.  It is important to note that the orientations shown in each figure are given in 
absolute co-ordinates to aid reader understanding.  The orientation estimates present in the 
system are all relative to the robot’s orientation.  These values are denoted !E1 & !E2.  It is 
also important to note that all odometry and compass readings are subject to error. 
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1. The relative goal orientation !E1 is the difference between the perceived current state 
orientation pre-move given by the compass direction !R1, and the known goal orientation 
!G.  Under error free conditions !R1 will equal !C1 the actual current orientation of the 
robot.  

 
 
 
 
 
 

 
 
 
 
 

Figure 100  Goal orientation error correction step 1. 
 

2. After the robot has moved through the angle !Moved, the relative goal orientation !E1 
projected in (1) will no longer be accurate.  The inaccuracy results from the use of a 
relative orientation and the inaccuracy will equal !Moved. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 101  Goal orientation error correction step 2. 
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3. The relative goal orientation !E1 calculated in (1), and displayed relative to the robot’s 
updated current state as (2) is updated to account for the robot’s movement (!Moved ) 
giving (3).  This movement is gained from odometry readings !Odo.  Under error free 
conditions !Odo = !Moved. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 102  Goal orientation error correction step 3. 
 
4. A new goal orientation is calculated based on the compass reading post-move !R2 from 

the current state orientation !C2 using the same process as in (1) 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 103  Goal orientation error correction step 4. 
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5. An averaged goal orientation !AV is gained by averaging the orientation projected in (4) 
and the updated previous projection calculated in (3). 

 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 104  Goal orientation error correction step 5. 
 
The entire process is shown as one figure below. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
Figure 105  Diagram showing the averaging (5) of perceived goal orientations (3)&(4) to reveal a value that is close the actual 

goal orientation !G. 
 
The averaged goal orientation is that which is used when calculating a new free-space move.  
This average will be maintained and updated each time the robot moves becoming a better 
estimate each time as more random error is removed.  

5.6.3 Variable Re-plan locations 
GSPACC re-plans from the state achieved following the execution of a transition.  However, 
this is no longer a reasonable course of action because obstacles may interrupt the planned 
path, and therefore the robots location may differ greatly from that projected by a planned 
transition.  SPAC-BUG will re-plan from one of three categories of location, depending on its 
current mode of operation.  These locations are detailed below. 
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1, When in free-space mode – The end of the transition currently being executed, this 

ensures that an updated plan is always available as soon 
as the transition is completed. 

2, When in engaged mode – The current location and orientation of the robot when 
the re-plan begins, this ensures that the plan is kept as up 
to date and therefore relevant (close to the robot’s current 
state and free of obstacles) as possible.  This increased 
relevance means that it is more likely that it will be 
possible to leave the obstacle for the newly re-planned 
path than the original path. Figure 106 shows an example 
whereby this is the case, and the path taken as a result is 
significantly shorter and smoother. 
 

3, When in leave mode – The end of the leave mode path, as the purpose of the 
leave mode path is to lead the robot from an obstacle to a 
free-space plan. 
 

 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 106  Diagram to illustrate the merits of re-planning from the current state when in engaged mode.  Plans are created at 1-
second intervals from the current state of the robot at that time, and are available 1s later (due to time taken to plan). 

5.6.4 Collision Detection 
Once obstacles are detected as invalidating the currently planned path, approach mode is 
entered in order to begin navigation of the obstacle.  In order to enter approach mode from 
free-space it is necessary to anticipate that a collision will occur if the free-space path 
continues to be executed.  In NH-BUG a collision is anticipated by calculating the distance 
between the planned subgoal and the nearest obstacle.  However, the subgoals used here are 
set on the path planned by free-space mode at frequent intervals as opposed to on the forward 
semi-circle.  As the forward semi-circle is not used to create subgoals, a temporary test point 
must be established on the forward semi-circle that is equivalent to an NH-BUG subgoal.  
This temporary test point is calculated at the point where the free-space path crosses the 
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forward semi-circle.  This calculation is easily done as subgoals have already been calculated 
along the free-space path.  Each subgoal is tested until one is found outside of the forward 
circle (i.e. x, y distance from robot > radius of semi-circle), and this is used as the temporary 
test point.  Once this point has been calculated, it may be tested for a collision.  This is 
achieved as in NH-BUG by calculating the distance to the nearest obstacle from the subgoal, 
and if this distance is less than 0.5r + max(2.5r, MTC), then approach mode is entered (see 
Figure 107 for illustration and chapter 4 for explanation of values used). 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 107  Collision detection on the free-space path 

5.6.5 Section Summary 
This section has detailed the changes made to GSPACC.    
 
Application to faster robots has been achieved by re-planning during the execution of the 
previous plan’s first transition.  This means that a new plan is ready immediately on finishing 
the previous plans 1st transition and it is not necessary to assume that the re-plan time is 
negligible. 
 
Introducing a path tracker that is able to update both the controls for execution of the planned 
free-space path, and the current drift estimate every 50ms has increased resistance to spatial 
drift.  Use of the path tracker means that the free-space planner no longer needs to account for 
drift. 
 
Resistance to sensor error has been provided by the averaging system as seen in use for NH-
BUG (4.10.1).  This system has been extended to allow for averaging of the perceived goal 
orientation. 
 
Variable re-plan locations have been introduced to allow the free-space plan to be kept up to 
date whilst obstacles are navigated.  This is a change from GSPACC where the re-plan 
location was always the end of the first transition of the last plan.  The introduction of 
obstacles has rendered this insufficient, as the robot can no longer be guaranteed to arrive 
close to the end of the first transition of a previous plan due to the presence of obstacles. 
 
Collision detection while travelling on planned paths has been added to allow the exiting of 
free-space mode and the entering of the obstacle navigating approach mode.  This has 
required a small update to the trigger used in NH-BUG as NH-BUG subgoals are set the limit 
of known free-space, whereas new subgoals are set on the planned free-space path.  
 
The result of the above changes is that the free-space portion of SPAC-BUG is prepared for 
use in a more realistic environment than GSPACC. 
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5.7 Leave Mode 
Free-space travel is now performed by GSPACC with the alterations detailed in 5.6.  
However as this method is unable to calculate paths as quickly as NH-BUG (1s vs. 50ms), a 
new mode is required to bridge the gap between engaged and free-space travel. 
 
This new mode is called leave mode as it refers to leaving an obstacle.  The mode needs to be 
capable of calculating a path, which allows the free-space path to be joined with the correct 
orientation.  It also needs to require a negligible plan time so that the engaged obstacle could 
be left as soon as it is safe to do so (as is done in NH-BUG).  Finally, once established the 
leave mode path is modified to a length that requires only 1s to execute.  This modification is 
almost always shortening the path, although there may be cases whereby the speed of the 
robot need be reduced, as at current speed the path will be completed in under 1s. If limitation 
of the speed is required then this is conducted by a lower level process than this algorithm and 
will not be discussed further here.  It is desirable for the leave mode path to require only 1s to 
execute, as this is the amount of time required to re-plan using the free-space mode planner, 
which produces smoother paths.   
 
Two candidate methods were chosen, the first uses a cubic spline, and allows for smooth 
travel, but is not guaranteed to be feasible at all times as it cannot be guaranteed that the 
minimum turning circle constraint will be met.  The second is a less smooth geometric 2 arc + 
straight-line path which is guaranteed feasible.   These methods will be detailed over the 
following two sub-sections. 

5.7.1 Creating The Path 
The first method for constructing a leave mode path consists of calculating x,y splines 
(parameterised by distance) from the robots current location, to the desired merge point on the 
path. These x,y splines form the path that is tracked to the merge point.   
 
As a single cubic spline is used for each path component the path produced will be C2 
smooth, and it can be followed in roughly the same manner as the free-space path.  Subgoals 
are placed on the path in x and y a set distance (the largest of the robot radius r or double 
distance moved in 50ms at max speed) ahead of the robot and moved towards using controls 
gained from gradient descent using a Euclidean cost metric over the robot’s forward 
kinematics until the free-space path is reached.   
 
The disadvantage of this method for leave path creation is that as the spline independent of 
the robot’s minimum turning circle (MTC). Therefore the spline is not guaranteed to 
accommodate the robots MTC.  In this case the second method is used, this method is detailed 
in [24] and uses 2 arcs and a straight line in order to connect the two poses.  As this is a 
geometric method it is very quick to calculate.  Example paths given by each method are 
illustrated below (Figure 108 ): 
 
 
 
 
 
 
 
Figure 108  Diagram showing the difference between the paths produced by the arc path, and spline based methods. 
 
Once created, the path is checked for a collision using the same process as used on the free-
space path.  If a collision is found, then engaged mode is continued, as there is insufficient 
time to create another path.  A collision free path is guaranteed to be found at some point 
during navigation as the geometric path makes use of the robot’s MTC, and the passages in 
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which the robot travels are guaranteed to be at least double this, therefore any point in the 
passage may be achieved.  A point must exist in the passage for the robot to head towards as 
at some point the robot will be on the “goal side” of the obstacle, and the (continually 
updated) free-space path leads to the goal. 
 
When constructing the splines, end gradients are applied to ensure that they reflect the 
orientation of the robot at its current location, and the orientation of the merge point. The 
spline is parameterised by the Euclidean distance between the robots current location, and the 
merge point on the free-space path. The end gradients are calculated by trigonometry to be the 
gradient of x and y in regard to Euclidean distance travelled along a tangent to the path at the 
merge point.  The measurements taken and calculations performed in the creation of the 
spline are shown in Figure 109 (below). 
 
 
 

 

 
 
  
 
 
 
 
 
 

  
 

Figure 109  Diagram showing the measurements made and calculations performed to initialise a spline. 

5.7.2 Selecting a Merge Point 
In order for the above methods to be used, a desired merge point must first be selected on the 
free-space path.  This point is selected in order to provide the smoothest possible path overall.  
The point is selected from a number of suitable candidate values on the free-space path.  
These candidate points are selected as those that are in a direction from the robot that leads it 
away from the engaged obstacle.  The selection of a point from the viable candidates is 
achieved by a four-step process.  At each step in the process a cost function is used to allocate 
a cost to each of the points, if there is a single point of minimum cost, then this point is the 
chosen merge point.  If a single point is not found then the points of equal minimum cost are 
selected and passed to the next step in the selection process.  Each step uses a different cost 
function to further reduce the number of points of minimum cost.  The final step in the 
process is to take the closest point, therefore the process as a whole is guaranteed to find a 
single merge point for selection. 

5.7.2.1 Candidate Merge Points 
The first stage in choosing the most desirable merge point is to rule out those points in the 
initial list that are unacceptably close to obstacles.  The initial list is a series of points on the 
existing merge path at an appropriate spacing to provide a suitable number of candidates that 
approximate the whole path.  The initial list of points is created by iterating through the free-
space path controls, and for each control creating a scaled version that equates to a movement 
of 1/3 of the robot radius.  These scaled controls may then be used in combination with the 
forward kinematics in order to create a set of points that are spaced at 1/3 of the robot radius 
along the path.  This is deemed a sufficiently high resolution to ensure that a reasonable 
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coverage of the path is given, but not too high the computational load induced is unacceptable 
(5ms is deemed the limit allowed to produce a candidate). 
 
Determining if a point is sufficiently far from obstacles, and therefore an acceptable candidate 
is achieved by calculating the distance to the nearest obstacle from a point on the forward 
semi-circle in the direction of the candidate merge point (see Figure 110 ).  If the distance is 
greater than the tolerance for entering engaged mode (max(2.5r, MTC) + 0.5r) then the point 
is deemed an acceptable candidate, otherwise it is discarded.  The tolerance for entering 
engaged mode is used to define “sufficiently far” from obstacles as any distance less than this 
will result in a an instantaneous re-engagement, therefore is of no use. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 110  Detection of a valid candidate for merging with the free-space path. 
 
Note that the merge points themselves need not be in free-space, it is only necessary that 
moving towards this point is moving away from the engaged obstacle.  This is to allow 
progress to be made towards the path (and therefore the goal) at the earliest possible 
opportunity. The alternative would be to wait until a point on the free-space path is confirmed 
as clear of obstacles, this can lead to remaining engaged longer, (or forever see Figure 111 ) 
and also more strained leave paths as the only acceptable merge points would need to be 
within the robot’s sensor range. This process for a “soon as possible” leave is the same 
process as is used in NH-BUG (4.5). 
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Figure 111  The advantage of accepting candidate points that are blocked by obstacles. 

5.7.2.2 Calculation Of Angles For 4 Step costing 
The selection of the merge point from the list of candidates is conducted via a multi-step 
process using the ! values shown in Figure 112 .  The four ! values are angles of a travel 
orientation with a line between a pair of consecutive points in a 3-point sequence.  This 
sequence is the current state, the candidate merge state, and finally the goal state. 
 
Each step uses a different cost function to select all points of a minimum cost.  Following 
each step, if there is only one candidate point remaining, then this point is chosen as the 
merge point.  If there are multiple candidates remaining, then the next step in the process is 
taken.  After at most 4 steps it is guaranteed that only one candidate will remain, as the fourth 
step is to find the closest point. 

Robot 

Acceptable 
merge point 

Path taken 

Subgoal placement 
distance contour 

Subgoal 
placement 
distance 
contour 

Original path 

Initial state 

Goal state 

Test point on forward semi-circle is clear of obstacle therefore 
merge point is acceptable, regardless of the fact that the merge 
point itself would be detected as within an obstacle.  Without this 
system in place the robot may never leave the engaged obstacle. 

Circle centred on goal 
defining the area within 
the hit-point distance 
robot must be within this 
distance in order to enter 
leave mode 



Chapter 5 - A Hybrid System For Obstacle Navigation (SPAC-BUG) 

 Page 145 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 112  Calculation of the cost values used in deciding the best point to merge with on the free-space path. 
 
The cost functions used at each step in the process are detailed in the following 4 sub-
sections, along with their respective justifications. 

5.7.2.3 Step 1 
Step 1 uses the sum of the ! values as a cost and will therefore select points that require the 
least total turn in order to reach the goal state.  This is desirable as removing unnecessary turn 
gives an improvement in the smoothness of the path. 
 
This step is unlikely to result in a merge point being chosen, as it is unlikely that only a single 
point will not introduce unnecessary turn en-route to the goal.  The path points remaining 
following this step are highlighted for an example path below (Figure 113 ): 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 113  A merge point found on an example path using steps 1 & 2.  The path points identified by step 1 to be of equally low 

cost are highlighted in grey. 
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The first step is included as whilst it is unlikely to result in a merge point being found, it is 
possible.  In addition, the second step is unable to find the correct candidate without this step.  
An example of this is included in the sub-section relating to step 2 (next). 

5.7.2.4 Step 2 
The second step focuses on the angle turned through in reaching the candidate merge state 
alone (i.e. !1 + !2).  As with step 1 this is because a merge point that involves the smallest 
possible amount of turn is easiest to achieve in a smooth low curvature manner.  It also means 
that the spline path is less likely to violate the robot’s minimum turning circle, as the amount 
of turn required to be planned by the leave path is minimised.  This minimisation leaves the 
majority of the remaining turn to be tackled by the relatively sophisticated free-space method.   
 
Examples of the second step successfully identifying a single merge point are shown in 
Figure 113 , and Figure 114 which also highlights the need for step 1 in order to ensure that 
step 2 chooses the best points. 
 
 
 
 
 
 
 
 
 
Figure 114  Diagram to illustrate the importance of the ordering of steps 1 & 2. 

5.7.2.5 Step 3 
A merge point will be found for the majority of paths following the second step.  The third 
step covers a relatively special case scenario whereby the merge path contains a segment of 
straight line to the goal (Figure 115 ).  As a straight line is to be merged with, the second step 
will be unable to find a single point of minimum cost (in the example shown all costs are 
90O).  The best merge point for this case is a circle arc (if possible) as this is the undulatory 
smoothest possible path between two states. The cost used in the 3rd step is therefore designed 
to select states which correspond to a circle arc.  Such states may be identified by !1 = !2, and 
the cost functions used is:  
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Note that the formula may only be used following the first 2 steps, otherwise it will identify 
poor merge points as shown in Figure 115 (below, right). 

Points of equal cost 
using step 2 alone 

Point chosen using step 1 
to first eliminate all points 
outside of grey area 

Goal state 

Current State 



Chapter 5 - A Hybrid System For Obstacle Navigation (SPAC-BUG) 

 Page 147 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 115  Diagram showing both a success case whereby the 3rd step is able to successfully identify a single point as having 

lowest cost, and a fail case to illustrate the importance of the ordering of steps 1-3. 

5.7.2.6 Step 4 
As with step 3, step 4 covers a relatively special case, this is the case where the goal is 
directly in line with the current state (shown Figure 116 ) on this line all ! values are 0, 
therefore steps 1-3 will all give costs of 0, and be unable to choose between these points.  As 
all ! values are 0, step 4 must choose a point via a different method.  Step 4 uses the 
Euclidean distance to the remaining candidate points the cost, with the closest point being 
chosen.  The closest point is chosen as it gives the quickest return to free-space mode.  
Remember that only the points on the section of the path that is directly in line with both the 
goal and the current state remain for consideration following steps 1-3. 
 
 
 
 
 
 
 
 
Figure 116  Diagram showing the success of stage 4, the final stage that can be applied in finding a merge point.  Also 

highlighted are the remaining candidate points pre step 4 due to steps 1-3. 

5.7.2.7 Minimising The Time Spent In Leave Mode 
Once established, the leave mode path is adjusted to a length which equates to 1s travel at the 
robot’s current speed.  A point is calculated along this path at a distance that corresponds to 1 
seconds worth of travel at the robot’s current speed (see Figure 117 ).  This allows for the 
fastest possible return to free-space mode, and the smoothest possible movement. 
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Figure 117  The initial full length and final shortened merge paths 

5.7.3 Section Summary 
This section has described the operation of the leave mode. 
 
The leave mode exists to connect the faster planning engaged mode with the slower planning 
free-space mode. 
 
The leave mode uses a smooth spline path unless this violates the MTC, in which case a less 
smooth geometric path is used that is guaranteed to meet the minimum turning circle 
constraint. 
 
A leave mode path is created which connects the robots current state to a merge point on the 
most recent free-space planned path. 
 
The point with which to merge with the existing free-space plan is chosen from a list of viable 
candidates.  This list of viable candidates is in turn chosen from a series of points that are 
created at 1/3 of the robot’s radius along the free-space path. 
 
Candidates are chosen as those which a move towards would move the robot away from 
obstacles. 
 
A single merge point is chosen form the candidates via a four-step process.  Each step applies 
a cost function, and then selects the points of minimum cost.  If there is a single point of 
minimum cost, then this is the merge state; otherwise the points of minimum cost are passed 
to the next step. 
 
The final step in creating the leave mode path is to shorten it to a length that is achievable in 
1s at the robots current speed.  This ensures that free-space mode is returned to as fast as is 
possible (as 1s is required to re-plan the free-space path). 
 
Once created the leave mode path is checked for collisions with obstacles.  If a collision is 
found on a path gained using the smooth method, the less smooth method will be tried, if the 
less smooth method’s path has collisions, then engaged mode is continued. 
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The result of the above process is that the robot is able to move between the fast planning 
engaged mode, and the slower planning free-space mode in a smooth manner wherever this is 
possible, and a less smooth manner where it is not. 

5.8 Approach Mode 
The approach mode described in the NH-BUG algorithm allows the robot to align itself with 
the nearest obstacle.  This mode is used for the same purpose as part of SPAC-BUG.  An 
important difference between SPAC-BUG and NH-BUG is that NH-BUG travels almost 
directly towards the goal when in free-space mode, whereas SPAC-BUG follows a GSPACC 
free-space path which may move away from the goal in x,y in order to achieve a desired goal 
orientation.  This means that, on entering approach mode (due to blockage of the GSPACC 
path), a straight line in the direction of the goal may be free of obstacles.  This obstacle free 
direction to the goal means that approaching the obstacle may not be necessary as it may be 
possible for the robot to turn and move directly towards the goal (see Figure 118 ).   
 
In order to test if approaching and engaging the obstacle may be avoided, the goal direction is 
tested for proximity to obstacles in the same manner as is used for NH-BUG.  This process 
consists of placing a point on the forward semi-circle in the direction of the goal, if this point 
is sufficiently far from obstacles then it may be possible to form a path heading directly to the 
goal (see Figure 118 ). 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 118  The process for entering leave mode instead of approach mode. 
 
If the goal direction is detected as obstacle free by the above process then an attempt is made 
to create a leave mode path.  The process is the same as that detailed in 5.7.1, and the ‘merge 
point’ used is the goal.  The created path will be checked for collision with obstacles in the 
usual manner as detailed in 5.6.4.  If a collision is found, then approach mode is maintained, 
otherwise leave mode will be entered.  This check for the chance to enter leave mode will be 
performed on each iteration of approach mode to ensure that engaging an obstacle is avoided 
wherever possible. 
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5.9 Completeness Guarantee 
A completeness guarantee is a guarantee that any given goal state may be reached from any 
given initial state as long as this is possible within a given set of safety guidelines.  A 
completeness guarantee is only given here for the drift free case.  For this chapter the safety 
guidelines are that the goal state must be at least max(2.5r + MTC)+MTC from the nearest 
obstacle, and it is possible to form a path that does not required the robot to move through a 
passage of width less than 2!max(2.5r + MTC) + 2!MTC (as in NH-BUG).  Where MTC is 
the minimum turning circle of the robot and r is the robots radius.  The criterion relating to 
the goal is to ensure that the goal is reachable without causing the robot to reverse, or move 
closer than max(2.5r + MTC) to an obstacle (Figure 119 ).  The criterion relating to passage 
width ensures that the robot need not explore a passage that it cannot guarantee to turn around 
within, this is because forwards movement is maintained by SPAC-BUG at all times. 
 
 
 
 
 
 
 
Figure 119  Goal positioning for completeness guarantee. 
 
This section details the basis on which a completeness guarantee is given for the algorithm 
described in this chapter. 
 
During free-space travel (GSPACC as described chapter 3), the goal is always reached, as a 
path is always formed which connects to the goal, and progress is always made along this 
path.  In NH-BUG the guarantee results from the robot always progressing towards the goal 
in free-space, and always leaving an obstacle closer to the goal than it was joined.  The NH-
BUG guarantee is maintained for SPAC-BUG.  However, as GSPACC will not always move 
towards the goal the reasons for it are different.  Whilst GSPACC is able to move away from 
the goal in x,y space it maintains a reasonably tight path to the goal  (detailed in 3.9 and 
shown in 3.12.6.4).  The robot will only leave an obstacle when the goal is in front of it, 
therefore the tightness of the path guarantees that the free-space path to the goal will remain 
within a circle centred on the goal, with a radius of the hit-point distance.  Therefore, in 
leaving an obstacle the robot must make progress towards the goal before another obstacle 
can be encountered.  This is illustrated below (Figure 120 ): 

Goal MTC 

max(2.5r,MTC) 

Obstacle 
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Figure 120  Diagrams illustrating the free-space path always remaining inside the circle centered on the goal.  The diagram on 

the left is a full example depicting an actual simulation run.  The diagram on the right depicts several different leave 
locations around a goal, and their associated paths, all of which remain inside a goal centered circle. 

 
In summary, the goal achievement guarantee is made up of the 3 following statements: 
 
1. In free-space the path will always lead the robot to the goal 
2. If an obstacle is encountered it will only be left once the robot has made progress towards 

the goal 
3. When leaving an obstacle, all points on the leave mode and free-space paths will remain 

within the hit-point distance of the goal.  Therefore due to (1) the robot will reach either 
the goal, or another obstacle edge that is closer to the goal than the edge being left. 

 
These three statements combined give a guarantee that the goal will always be reached as all 
three statements result in finite progress being made towards the goal, and there are only a 
finite number of obstacles, each of finite size.  The only caveat is that a path exists that does 
not pass through any areas that are deemed unsafe (as per description in 5.5). 

5.10 Testing and Results 
This section details the conducted simulations, and why they were deemed suitable, and the 
results of the testing and why the system was deemed a success. 

5.10.1 Algorithms 
The testing will be conducted on both the hybrid system itself, and a Rapidly exploring 
Random Tree (RRT) algorithm.  This aims to provide a comparison in order to benchmark the 
SPAC-BUG.  The RRT algorithm is not tested under drift conditions as it is not equipped to 
perform in the presence of drift.  In addition, SPAC-BUG is shown to often function better 
with drift, than the RRT is able to without.  The RRT used here is similar to that used in the 
testing of GSPACC in chapter 3.  There are however some differences as the algorithm used 
here must be able to accommodate obstacles.  The RRT used is detailed in full in the sub-
section below. 

5.10.1.1 RRT 

5.10.1.1.1 Overview 
The RRT used here is similar to that described in [104], a tree composed of arc segments is 
built whose root is the robot’s initial state.  A number of candidate arcs are available that are 
feasible for the robot to execute.  The tree is built by selecting a point at random within the 
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configuration space and expanding the closest tree node to this point towards it using the 
candidate arc that decreases the distance from the tree to this point by the largest amount.  
This process continues until the goal state is reached within a given tolerance.  Following this 
the path will be executed until an obstacle is encountered which blocks the planned path.   A 
blocking obstacle will trigger the robot to stop and create a new plan from its current state.  
This process of plan and execute until plan proved infeasible continues until the goal is 
reached.  There are a number of design decisions to be taken when producing an RRT and 
these will be detailed in the remainder of this section. 

5.10.1.1.2 Algorithm 
The algorithm for the RRT is given below: 
 
1. Pick a point at random in the configuration space 
2. Pick the node from the existing tree that is closest to this point 
3. Pick one of the candidate arc moves that moves the tree closest to the goal  
4. Test for collision 

a. If collision, remove candidate move for this node and go to 3 
b. Else go to 5 

5. Add to tree 
6. Repeat until the goal is reached 
7. Prune tree to reveal path to goal 
8. Execute path until blocking obstacle is detected or goal is reached 

a. If obstacle is present - re-create tree (go to 1) 
b. If goal reached – terminate 

5.10.1.1.3 Candidate Moves 
The candidate arc moves used for this algorithm are largely the same as those used for the 
RRT in 2D  (x,y) space in chapter 3 (Table IV).  The only change is that the base unit of turn 
is one 8th of a circle instead of one 16th, this is due to the larger distances travelled by SPAC-
BUG in comparison with GSPACC.  As a reminder the candidate moves are shown below 
(Figure 40 ). 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 121  Candidate arc moves, shown to scale. 

5.10.1.1.4 Configuration Space 
As mentioned previously, the RRT tree is grown by extending towards a randomly chosen 
point in the configuration space.  It is therefore necessary to define the dimensions of this 
space.  The axes of the space are defined by the problem, in this case x and y form a ground 
plane and a vertical axis is given by orientation.  The extent of this space should be limited in 

MTC 

MTC 

MTC 
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order to minimise the extension of the tree into unhelpful areas.  Limiting the space is 
necessary as the RRT will naturally expand into the whole of the space, therefore minimising 
the space to that which is useful increases the exploration which is conducted in useful areas.  
An example is if the task takes place between an initial state of x,y co-ordinates 1,1 and 
10,10, then allowing expansion of the tree in an infinite space means that a large proportion of 
space will be explored which is not useful in terms of finding a path to the goal.   
 
The space within which random points are chosen is defined here as a cylinder centred on the 
goal state in x,y and with a height of 4" which represents the orientation aspect of the space.  
The radius of the cylinder is set as the distance from the initial state to the goal state + the 
robot’s sensor range + the robot’s minimum turning circle + the obstacle tolerance.  This 
radius ensures that it is always possible to create a path to the goal whilst avoiding any 
detected obstacles.  This is shown in Figure 122 , which also includes a representation of the 
total search space and the location of the goal and the initial state within this.  The space 
boundary is dynamically increased if the robot moves away from the goal, or if new obstacles 
are discovered further from the goal than those previously known.  Note that the boundary is 
never decreased. 
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Figure 122  The boundaries on the searchable configuration space.  Shown left from x,y perspective boundary is set to allow path 

to be formed.  Shown right the space as x,y and orientation space centered on the goal. 
 
Centring the space (within which points to expand the tree towards are randomly chosen) on 
the goal ensures that points are chosen which encourage movement on average towards the 
goal.  It also ensures that the potential exploration space is minimised whilst still guaranteeing 
the presence of a path to the goal. 

5.10.1.1.5 Global Mapping 
The RRT is provided with a map of the obstacles which is built from perfect sensor data 
(robot location and distance to obstacles) as it moves around the environment.  This map is 
used to ensure that infinite loops do not form.  These loops could occur without the use of a 
built global map as unlike SPAC-BUG, the RRT algorithm has no obstacle following 
behaviour, nor does it possess an equivalent of the safe to leave condition.  A result of this is 
that oscillation could occur as a blocking obstacle is perceived, moved away from until it can 
no-longer be detected, and then returned to as a result of moving away from another blocking 
obstacle.  This is illustrated in Figure 123 (below); a solid square depicts a detected obstacle, 
whereas a dashed square depicts an obstacle that is unseen. 
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Figure 123  Oscillation in an RRT without global mapping 

5.10.1.1.6 Nearest Neighbour Searching 
The RRT uses a grid-based division of the configuration space as in chapter 3.  This grid-
based structure allows for faster nearest neighbour searching than is otherwise available.  The 
grid is established at the beginning of the algorithm, and fixed for the duration.  The speed up 
is achieved by only searching within a given area of the tree for a potential nearest neighbour.  
This is quicker than searching over the entire tree as fewer nodes are considered, and 
therefore fewer calculations are performed.   

5.10.2 Obstacle Courses 
SPAC-BUG claims to be complete.  In order for this to be tested, SPAC-BUG must be tested 
on a variety of obstacle courses, including obstacle configurations that are known to cause 
problems for navigation algorithms.  Four obstacle courses have been selected which between 
them cover all main categories of obstacle shapes and difficult scenarios.  The courses 
chosen, and the justification for each are given in the following four sub-sections.  Following 
this, a table is given summarising the attributes of each of the courses. 

5.10.2.1 Course 1 - The Maze 
The first course chosen is a maze, this course tests SPAC-BUG’s ability to find the goal when 
only a single path through the maze exists.  As no a priori knowledge of the maze is available, 
it is likely that the system will need to negotiate dead ends in order to successfully find the 
goal.  Therefore the maze course represents a complex path finding challenge.  Only a single 
initial and goal state pairing is required to test a methods performance in the maze as this 
pairing will be shown to ensure that a large amount of the maze is navigated.  The maze 
course is shown below. 

Stage 1 – an obstacle is 
detected as blocking the 
path 

Stage 2 – a re-plan is produced, the second 
obstacle is not within sensor range and is 
therefore not avoided 

Stage 3 – The second obstacle 
is detected as blocking the 
path. 

Stage 4 – A new re-plan is 
created that avoids the second 
obstacle but not the 1st as this is 
no longer within sensor range 

Stage 5 – Proceeding along the latest path the robot finds 
that the path is again blocked by the first obstacle.  Stage 
2 has now been returned to and there is nothing to prevent 
an endless loop of stages 2 through 5 (although there is 
also no guarantee it will due to the random element). 
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Figure 124  Maze Course, robot width shown to scale. 

5.10.2.2 Course 2 – The Passages 
The second course chosen is a largely empty space containing a narrow passage that must be 
traversed in order to reach the goal.  As with the maze course, only a single initial and goal 
state pairing is required here in order to test an algorithms ability to navigate the course.  In 
this case using different pairings will not change the challenge of the course as most of the 
course consists of empty space.  The passages course is shown below. 
 

 
 
Figure 125  Passages course, robot width shown to scale 
 
This course is challenging for an RRT algorithm as in order to find the entrance to the 
passage, and explore it sufficiently to reach the goal, a large number of alternative (but 
blocked) options may first be exhausted.  The illustration below (Figure 126 ) shows 

Initial State Goal State 

Initial State 

Goal State 
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examples indicative of the paths available, note that many more (and irregular) paths will 
exist than are shown on the figure.   
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 126  Illustration indicating a number of available paths that do and do not lead to the area exit (top) 
 
In addition it is difficult to make progress in the passage as the passage is a straight line and 
the RRT is unlikely to follow this course.  As the RRT generated path is unlikely to expand 
the tree in a straight line, it is likely to collide with the unseen walls.  These collisions will 
result in a large number of re-plans being required.  An example of an RRT making slow 
progress on this course is given below (Figure 127 ). 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 127  RRT making slow progress in passage 
 
SPAC-BUG cannot experience these difficulties due to its obstacle following behaviour, 
which will lead it quickly and easily through the passage and into the second half of the 
course that contains the goal. 

5.10.2.3 Course 3 – Cs and Vs 
The third course used is comprised exclusively of ‘C’ and ‘V’ shaped obstacles.  These 
obstacles have traditionally been the source of local minima and caused problems for methods 
that rely on gradient descent for path generation. Success on this course will provide evidence 
that the dynamic field used by SPAC-BUG does not suffer from the traditional local minima 
of static field methods.  The spacing between the obstacles is in between the large expanse 
found on the passages course, and the cramped conditions found in the maze.   
 
The C&V shapes course is shown below.  As there are 2 different obstacle formations and a 
fair amount of free-space, 3 different initial and goal state pairings are used to fully cover the 
course (C#C, V#V, and C#V). 
 

Goal 

Plan 1 Plan 2 Plan 3 



Chapter 5 - A Hybrid System For Obstacle Navigation (SPAC-BUG) 

 Page 158 

 
 
Figure 128  C and V shapes course, robot width shown to scale. 

5.10.2.4 Course 4 – Random Shapes 
The fourth and final course is populated with obstacles of a variety of sizes, and shapes.  This 
is to ensure that there are no shapes or sizes of obstacles, which form a problem for SPAC-
BUG.  This is the only course with a large number of obstacles, and is the medium course 
seen in chapter 4 (note that the initial and goal states are not the same and therefore 
performance of SPAC-Bug and NH-BUG may not be directly compared using this course).   
 
As with the C&V course, there are a variety of challenges present, and therefore 3 different 
initial and goal pairs are used.  The course is shown below. 
 

 
 
Figure 129  Random shapes course, robot width shown to scale. 

5.10.2.5 Courses Summary 
The above diagrams have shown each of the obstacle courses and highlighted their specific 
features; a summary table of the features and maps is given in Table XVIII (below).  It is due 
to the fact that all of the environment features described below are present, and that the initial 
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and goal locations chosen cause interaction with these features, that the testing here may be 
declared comprehensive and valid in defining the completeness of SPAC-BUG. 
 

Table XVIII - Summary of Obstacle Course Features 
Course Feature 

Maze Passages C&V Assorted 
Square Obstacles    ! 

Circular Obstacles    ! 
Spiked Obstacles    ! 

C-Shapes   !  
V-Shapes   !  

Traditional Local Minima ! ! ! ! 
Narrow Passages ! !   

Maze !    
Sparsely Populated  !   
Medium Population   ! ! 

Cluttered !    

5.10.3 Applied Perturbation 
As the system has been designed to cope with a wide variety of sources of perturbation a wide 
range of artificial errors are necessary for testing purposes.  The errors used are largely the 
same as those used in the testing of NH-BUG the exception being that compass error has been 
added.  The compass was not necessary and therefore not included in the NH-BUG algorithm 
as only x,y goals were attempted.  The error in each source has been set at the same four 
levels as used in the testing of NH-BUG.  Each level will be applied for all error sources 
simultaneously when testing the system’s resistance to perturbation.  The reason for this is (as 
with NH-BUG) to reduce the number of tests that need to be run as it is probatively time 
consuming to run every combination of the error sources and levels for each algorithm, robot, 
and obstacle course.  The table below (Table XIX) summarises the error applied at each level. 
 

Table XIX– Error Types and Levels 

Error Level Error Type Error Level Change 
Bounds 

Execution 0 
Odometry 0 
Compass 0 

Goal Distance 0 
Goal Angle 0 

0 

Obstacle Distance 0 
Execution ±10% 
Odometry ±3% 
Compass ±0.03 radians 

Goal Distance ±10% 
Goal Angle ±0.03 radians 

1 

Obstacle Distance ±10% 
Execution ±20% 
Odometry ±6% 
Compass ±0.06 radians 

Goal Distance ±20% 
Goal Angle ±0.06 radians 

2 

Obstacle Distance ±20% 
Execution ±40% 
Odometry ±9% 
Compass ±0.12 radians 

Goal Distance ±40% 
Goal Angle ±0.12 radians 

3 

Obstacle Distance ±40% 
 
The error is applied in a variety of ways in order to best simulate the variety of sources (as in 
NH-BUG).  The ways in which each error is applied are summarised in the table below 
(Table XX). 
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Table XX- Error Application Methods 

Error Applied To Method Of Application Representation 
Goal distance 

Obstacle distance 
Odometry 

Value += value ! random{-1->1} ! limit% 
A random percentage within the given 
percentage limits and changes every time a 
value is generated 

Angle to goal 
Compass Value += random{-1->1} ! limit A random value in radians within limits and 

changes every time a value is generated 

Execution 
Value += value ! (distance+(random{-1->1}!limit)) 

Value = min(value, limit) 
Value = max(value, -limit) 

A random percentage value in proportion to the 
distance travelled that incorporates a limited 
trend.  This drift value is updated every time the 
robot moves 1m to form a slowly changing 
value. 

5.10.4 Architectures 
It has been claimed previously that SPAC-BUG is generic.  In this chapter generic is defined 
as applicable to a range of robots without major changes to the algorithm.  In order to test 
this, all tests will be run on two robot architectures.  Two architectures are deemed sufficient 
as the components of this algorithm have already been proven on a wider variety of robots.  
The architectures chosen are a differential drive robot, and a car-like robot.  These two 
architectures have been chosen as they are significantly different in their control inputs, and 
they are commonly used by the research community.  The diagrams and the forward 
kinematics for each robot have been given previously in 3.12.4.  The robot radii chosen are 
0.15m and the turning circles are also 0.15m. 

5.10.5 Data Gathered 
In order that the tests are relevant to the claims made about the algorithm developed, it is 
important that the relevant data to support these claims is collected.  The claims made were: 
 
1. Completeness 
2. Low Curvature 
3. Quick Re-planning 
4. Genericity 
 
Completeness is tested by the variety of obstacle courses used.  For each obstacle course and 
initial goal pairing, 10 tests will be run, a figure will then be given as to the success rate for 
this environment configuration.  Success is defined as the achievement of the goal state 
within an x,y tolerance of the robot radius (1m), and an orientation tolerance of 0.5 radians 
within 1 hour.  The timeout is set at 1 hour in order to give the RRT a chance at succeeding, 
without causing testing to become overly time consuming.  A more relaxed success tolerance 
of 10% is also included in order to indicate whether goal sensor error caused the failure, as 
opposed to being prevented from accessing the goal area due to obstacle sensor error.  The 
use of 10 repeated runs per test will also allow the averaging of values used in the table (aside 
from success).  This averaging is necessary due to the use of random unpredictable drift. 
 
Genericity is tested by the 2 robot architectures controlled. 
 
In order to test quick re-planning, the consistent re-plan times exhibited by the components of 
SPAC-BUG will be compared with the total computation time taken over the course of an 
experiment and the average computation time taken for each plan produced by the RRT.  This 
is a relevant comparison as SPAC-BUG has different re-planning times for the free-space, 
approach/engaged, and leave modes.  For SPAC-BUG to be deemed to have better 
performance for speed of re-planning, all of these re-plan times must be less than the average 
re-planning time of the RRT. 
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To test if SPAC-BUG shows an improvement in the curvature of the paths produced, the 
normalised approximation to the curvature of each path taken will be recorded for each test 
run. 

5.10.6 Results 
This section contains the results of the tests described in 5.10.2 conducted on the robot 
architectures described in 5.10.4.  The results are divided into two sections, the first of these 
is a series of tables that provide full data regarding the tests run.  The second section contains 
example paths for a visual insight into a selection of the tests conducted.  The second section 
aims to show the qualitative differences between the three algorithms, as well as the effects of 
drift. 

5.10.6.1 Results Overview 
As the values within Table XXII and Table XXIII are averaged values, an examination has 
been conducted on the range and standard deviations of the underlying data populations.  This 
examination has concluded that the standard deviations and ranges are sufficiently low as to 
show that the averages are representative of the underlying data.  The extent of this 
representation is that separation between the average values given is representative of 
separation of the underlying data populations.  As it is the difference between the values that 
is concentrated on when drawing conclusions here, the averages are deemed sufficiently 
accurate.  The full examination may be seen in Appendix F. 
 
The broad result is that SPAC-BUG produces smoother paths, faster than the RRT method. In 
fact for half of the tests run the SPAC-BUG paths are smoother with the full amount of drift 
applied than the RRT equivalent without any drift.   
 
The only map for which RRT results are smoother than those produced by SPAC-BUG is the 
maze.  This anomaly occurs as SPAC-BUG may travel almost the entire maze more than once 
in order to achieve the goal.  SPAC-BUG exhibits this behaviour as it is unable to leave an 
obstacle until it has reduced its distance to goal.  If, as in the case of a maze, there is one 
continuous obstacle, and the robot happens to engage this obstacle moving away from the 
goal, then a large section of wall is traversed.  This kind of obstacle engagement can repeat, 
hence traversing much of the maze can repeat.  It is important to note that on each pass of the 
maze the robot moves closer to the goal due to the safe to leave condition, which only allows 
an obstacle to be left once progress, has been made.  Therefore this repeated engagement 
behaviour cannot continue indefinitely.  It is however important to note that the RRT failed to 
find a solution for 3 out the 10 test runs in the maze, whereas SPAC-BUG always found a 
solution. 
 
The only map for which the RRT achieved a comparable re-plan time was the random map, 
using the 3rd initial and goal pairing.  This anomaly is down to luck with the obstacle 
configuration.  It is still worth noting that more time would be required in order to smooth the 
path, and that the RRT was not tested in the face of sensor error or perturbation sources.  At 
the other end of the scale the RRT achieved a 0% success rate for the passages map (even 
when extra testing was conducted with a 5 hour timeout!).  This is for the reasons outlined 
previously in 5.10.2.2. 
 
A general trend for the SPAC-BUG results is that increasing drift causes the success rate to 
decrease, the normalised approximation of curvature to increase, and the path length to 
increase.  There are some exceptions to this, which are due to luck with the obstacle 
placement. 
 
It is an important result that none of the test runs has a 0% success rate even under large 
amounts of perturbation and that generally, SPAC-BUG may be relied upon for up to and 
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including the 2nd level of drift using the defined tolerance of the robots radius (rr).  The results 
are slightly improved for the 10% of the initial distance to goal tolerance, however the 
difference is not as large as that seen when testing NH-BUG.  This stems from the fact that 
the task undertaken here is more difficult due to the extra constraint of arriving at the goal 
with a desired heading.  In addition, the maze and passages environments represent a more 
difficult challenge than that undertaken by NH-BUG as they are more susceptible to obstacle 
sensor error. 
 
When comparing the performance of NH-BUG and SPAC-BUG on the ‘random’ 
environment (medium under NH-BUG tests) it can be seen that SPAC-BUG’s performance is 
a great improvement upon NH-BUG’s in terms of reliability.  Whist this is not a truly direct 
comparison (due to orientation being included as a goal variable for SPAC-BUG and not for 
NH-BUG) the improvement in reliability is sufficiently large as to be declared relevant.  The 
improvement is an indication that the smoother paths followed by SPAC-BUG in free-space 
have been more easily followed and maintained than the simpler goal homing behaviour used 
by NH-BUG.  [As this is the only change between the two algorithms.] 
 
It is also important to note the generally higher success rates seen here for the 10% drift level 
compared to those seen for GSPACC under a 9% drift level. As with the improved success 
seen in NH-BUG (vs. GSPACC) this indicates that the use of a path tracker provides 
increased reliability.  It is also important to once again note that GSPACC had perturbation 
applied only to execution, and not to localisation.  
  
In relation to genericity, there are no major differences seen between SPAC-BUG’s 
performance whilst controlling a differential drive robot and whilst controlling a car-like 
robot.  There are some differences in the results, but these are down to the way in which a 
given percentage of execution error affects these different vehicles.  In essence a 40% error 
on the steering input to a car-like robot has a different effect on movement than a 40% error 
on the input to one of a differential drive robot’s driving wheels. 

5.10.6.2 Tables 
The following two pages show tables (Table XXII & Table XXIII) of results for the tests 
described in 5.10.2 conducted on the robot architectures described in 5.10.4.  Table XXI 
(below) provides a summary of the re-plan times for the four modes of SPAC-BUG, these 
may be compared with the RRT’s re-plan times which are given in Table XXII & Table 
XXIII in order to assess the improvement given. 
 

Table XXI – Summary of Re-plan Times 

Mode Plan Consists of Time Taken 
Free-space M control / config transitions giving a smooth path to an x, y, orientation state <1s 

Leave Arc or spline giving path, setting of subgoals on path and creation of single 
control vector 

<0.025s 

Approach/Engaged Setting of x,y subgoal, creation of single control vector <0.02s 
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Table XXII – SPAC-BUG Results Part 1 

Task 
Normalised 

Approximation 
to Curvature 

XY Path 
Length as % of 
Straight Line 

Pass Rate 
(rr/10%) 

Course Image Robot Error 
Level Hybrid RRT Hybrid RRT Hybrid RRT 

RRT 
Average 

Plan time 
(Seconds) 

0 57350 55468 1240 437 10/10 7/7 7 

1 88872 N/A 1530 N/A 9/9 N/A N/A 

2 264295 N/A 2572 N/A 6/6 N/A N/A 
DD 

3 575644 N/A 2963 N/A 2/2 N/A N/A 

0 164126 55468 2119 437 10/10 7/7 7 

1 113377 N/A 1660 N/A 8/8 N/A N/A 

2 146679 N/A 2092 N/A 4/4 N/A N/A 
 

Car-
like 

3 375119 N/A 2489 N/A 3/3 N/A N/A 

0 2575 Failed 631 Failed 10/10 0/0 Failed 

1 4490 N/A 1023 N/A 8/8 N/A N/A 

2 8324 N/A 1166 N/A 10/10 N/A N/A 
DD 

3 12179 N/A 1314 N/A 8/8 N/A N/A 

0 2244 Failed 534 Failed 10/10 0/0 Failed 

1 2484 N/A 660 N/A 10/10 N/A N/A 

2 2798 N/A 698 N/A 7/8 N/A N/A  

Car-
like 

3 2102 N/A 534 N/A 6/8 N/A N/A 

0 787 12192 197 360 10/10 10/10 9 

1 839 N/A 195 N/A 8/8 N/A N/A 

2 1508 N/A 233 N/A 9/9 N/A N/A 
DD 

3 18338 N/A 827 N/A 4/4 N/A N/A 

0 1177 12192 257 360 10/10 10/10 9 

1 2784 N/A 281 N/A 10/10 N/A N/A 

2 3609 N/A 323 N/A 10/10 N/A N/A  

Car-
like 

3 55272 N/A 1022 N/A 6/6 N/A N/A 

0 1653 11477 231 349 10/10 10/10 7 

1 1868 N/A 238 N/A 10/10 N/A N/A 

2 2556 N/A 250 N/A 9/9 N/A N/A 
DD 

3 59725 11477 1343 N/A 2/2 10/10 N/A 

0 3226 N/A 212 349 10/10 N/A 7 

1 1230 N/A 214 N/A 10/10 N/A N/A 

2 2177 N/A 216 N/A 10/10 N/A N/A 
 

Car-
like 

3 8930 N/A 380 N/A 3/3 N/A N/A 
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Table XXIII - SPAC-BUG Results Part 2 

Task 
Normalised 

Approximation to 
Curvature 

XY Path Length 
as % of Straight 

Line 

Pass Rate 
(rr/10%) 

Course Image Robot Error 
Level Hybrid RRT Hybrid RRT Hybrid RRT 

RRT 
Average 

Plan time 
(Seconds) 

0 1144 10380 243 380 10/10 10/10 15 

1 2605 N/A 341 N/A 9/9 N/A N/A 

2 901 N/A 211 N/A 7/7 N/A N/A 
DD 

3 5290 N/A 540 N/A 3/3 N/A N/A 

0 1023 10380 219 380 10/10 10/10 15 

1 801 N/A 248 N/A 10/10 N/A N/A 

2 775 N/A 236 N/A 8/10 N/A N/A 
 

Car-like 

3 162255 N/A 2679 N/A 1/4 N/A N/A 

0 1833 25801 168 267 10/10 10/10 2 

1 5319 N/A 247 N/A 10/10 N/A N/A 

2 6853 N/A 245 N/A 7/7 N/A N/A 
DD 

3 10203 N/A 313 N/A 3/3 N/A N/A 

0 1679 25801 168 267 10/10 10/10 2 

1 3284 N/A 231 N/A 10/10 N/A N/A 

2 1413 N/A 176 N/A 8/9 N/A N/A 

 

Car-like 

3 23960 N/A 489 N/A 5/6 N/A N/A 

0 458 23410 167 135 10/10 10/10 6 

1 584 N/A 151 N/A 10/10 N/A N/A 

2 476 N/A 142 N/A 6/8 N/A N/A 
DD 

3 677 N/A 136 N/A 4/5 N/A N/A 

0 313 23410 121 135 10/10 10/10 6 

1 2129 N/A 285 N/A 10/10 N/A N/A 

2 309 N/A 135 N/A 10/10 N/A N/A 

 

Car-like 

3 678 N/A 344 N/A 9/10 N/A N/A 

0 719 6206 133 193 10/10 10/10 1 

1 1055 N/A 135 N/A 9/9 N/A N/A 

2 1448 N/A 143 N/A 6/8 N/A N/A 
DD 

3 3502 N/A 194 N/A 2/5 N/A N/A 

0 261 6206 133 193 10/10 10/10 1 

1 454 N/A 172 N/A 9/9 N/A N/A 

2 1346 N/A 195 N/A 8/10 N/A N/A 

 

Car-like 

3 2410 N/A 196 N/A 7/10 N/A N/A 
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5.10.7 Example paths 
There are some aspects of the differences between the hybrid and RRT algorithms tested that 
are not immediately obvious from the tables in 5.10.6.2 alone i.e. the general difference in the 
shapes of the paths and the reason why the RRT paths have higher normalised approximation 
of curvature values.  For this reason example paths are given for each of the 4 courses.  These 
images are shown below, the images in the left column depict SPAC-BUG paths, and the 
right column depicts the RRT paths.  It can be seen from these images that the paths 
generated by the RRT algorithm contain kinks and loops (highlighted) that the paths 
generated by SPAC-BUG do not.  
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5.11 Conclusions And Remaining Limitations 

5.11.1 Conclusions 
This chapter has combined the methods for free-space travel (GSPACC) and obstacle 
navigation (NH-BUG) described in chapters 3 and 4 with new elements of methodology.  The 
result has been proven to provide smooth travel for car-like and differential drive non-
holonomic robots with a minimum turning circle from one pose to another, avoiding 2D 
obstacles.  SPAC-BUG has been proven to function under the influence of a range of 
perturbation sources, both internal and external to the robot (although success is only 
guaranteed under perturbationless scenarios).  Finally SPAC-BUG has been proven to out 
perform an example RRT algorithm in terms of success rate, path smoothness, and time to 
plan a path. 
 
The new elements of methodology introduced (compared to chapters 3&4) are: 
 
1. Path planning during execution so that a newly planned path is ready once the previous 

plans execution has completed. 
2. Path tracking for free-space paths to increase drift resistance. 
3. Sensor error resistance including goal orientation error. 
4. Variable re-plan locations for free-space paths dependant on the current travel mode to 

ensure that the free-space path is kept up to date and close to the robot. 
5. Collision detection for free-space paths. 
6. Leave mode to bridge the gap between the faster planning engaged mode (20Hz), and the 

slower planning free-space mode (1Hz) 
7. A method for choosing a free-space path point to merge with that is supportive of a 

smooth leave mode path 
8. The use of splines in order to produce a smooth leave mode path but one that may not 

meet the minimum turning circle constraint of the robot. 
9. The use of a geometric method to create a leave mode path that guarantees to meet the 

minimum turning circle constraint of the robot. 
10. The ability to enter leave mode from approach mode minimising the number of obstacles 

engaged (not applicable to NH-BUG as NH-BUG only enters approach mode when the 
direct route is blocked). 

 
As SPAC-BUG combines previous methodologies, its use requires that the user take note of 
the robot, processing power, and drift type considerations of these component algorithms (see 
3.13.1, 4.12.2, & 5.5).  However only 2D considerations must be made as SPAC-BUG only 
operates in (x,y) space. 

Initial State 
Goal State 

No successful 
paths found by 
RRT method 
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5.11.2 Limitations 

5.11.2.1 An Extension To 3D 
SPAC-BUG is theoretically capable of navigating 3D obstacles, and providing smooth travel 
in 3D space.  However this travel is subject to the limitations detailed in 3.13.2 and 4.12.1.  
Due to this, as with the methods described in chapters 4&5, real-time 3D travel is beyond the 
scope of this document. 

5.11.2.2 Limitations Remaining From Chapter 3 
This chapter has removed three out of five of the key limitations, which were present in the 
free-space algorithm produced by chapter 3, these are: 
 
1. The assumption that precise knowledge of the robots current location is available 
2. The need for free-space at all times.   
3. The assumption that a 1s re-plan time is negligible 
 
The remaining limitations are: 
1. The robot has unlimited speed and acceleration in all of its actuators.   
2. The robot will encounter power through drift only. 
 
The first of these remaining limitations is the subject of the next chapter, an introduction to 
which is given in the following section. 

5.11.3 A Proposal For Improvements 
A key limitation that remains with all of the algorithms developed in this thesis so far are that 
the do not attempt to allow for limited accelerations or top speeds in the robots that they 
control.  This is unrealistic for use in the real world, and removing this will be the subject of 
the next chapter.  As well as accounting for these factors, the next chapter will also aim to 
provide a different form of optimality.  SPAC-BUG provides smooth travel in free-space 
mode, and this is the only optimisation applied.  The following chapter will provide time-
optimality for path tracking.  This could therefore be applied to the free-space mode in this 
chapter to allow a robot to move at a time optimal rate along the planned path.  A final 
improvement provided by the following chapter is that of wheel-slip avoidance.  This is 
another factor that has been assumed not to be present by all algorithms developed thus far in 
this thesis.  The following chapter will make the first step towards avoiding wheel-slip drift.  
Wheel-slip will be avoided for a given travel surface, but not for a varying surface, this is the 
equivalent of an entirely predictable wheel-slip drift. 
 
The method will function by means of lookup tables; these will define the limits in the robots 
acceleration and speed if wheel-slip is to be avoided for a given surface.  By ensuring that 
these limits are adhered to, wheel slip will be avoided for the given travel surface.  These 
lookup tables will be used to construct a construct a step-by-step feasible time optimal speed 
profile for the given path.  This speed profile may then be followed in combination with the 
2D (x,y) spatial path.  The method will continue to account for non-holonomic robots with a 
minimum turning circle and spatial drift.  Sensor error will not be considered as this has 
already been covered in both this chapter and chapter 4, however it is to be noted that the 
techniques used here may be applied to the algorithm detailed in chapter 6. 
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Chapter 6 – Near Time-Optimal 2D Path Tracking 
(TOPTrack) 

6.1 Chapter Overview 
This chapter addresses the problem of generic, online, near time-optimal, path tracking for 
non-holonomic robots in 2D on a fixed friction travel surface.  The name given to the 
algorithm is TOPTrack.  Time optimality for a given path may be defined as travelling along 
the whole of the path at the maximum speed at which the robot can physically travel whilst 
still being able to follow the desired path.  Near time-optimal may be defined as the above, 
but with a certain tolerance applied.  It is important to note that in contrast to the algorithms 
described in the previous chapters, TOPTrack does not plan paths, it only plans the nature in 
which a given path is followed. 
 
The motivation for this chapter is to allow the transportation of time sensitive packages, for 
use in racing, or, military applications where the execution of a path in the shortest possible 
time can reduce the risk of damage to the robot.  Whilst a variety of time-optimal path 
planners exist, there does not currently exist an algorithm that allows the following of a pre-
planned path without the use of a complex model whilst allowing for the full dynamics of the 
robot, and countering drift. 
 
The path is presented in a geometric manner without the associated controls to execute it. In 
addition, the robot may suffer from unpredictable spatial drift as it travels along the path.   
The problem raises the challenge of calculating an optimal speed for the robot to travel at for 
each instant in time, which accounts for the robot’s dynamics.  Dynamics may be split into 
forward and steering dynamics.  The forward dynamics are acceleration and speed limits for 
the forward speed of the robot.  Steering dynamics refer both to the rate of change of the 
steering actuators and the increase in the minimum turning circle of the robot to with 
increasing forward speed due to the limited grip between the robot’s tyres and the travel 
surface.  The second challenge is the creation of the robot’s controls to allow both the path 
and the time-optimal profile to be followed, even in the face of unpredictable drift. 
 
The approach uses interpolation of data attained from lookup tables to quicken the creation of 
a maximum safe speed vs. distance profile, which accounts for the steering dynamics of the 
robot for the desired path.  The use of lookup tables also removes the need for a model of the 
robot dynamics as these dynamics may be encapsulated by the data stored in the tables.  This 
encapsulation is possible as the tables are populated with data regarding the acceleration, 
deceleration and steering capabilities of the robot that are gained from human controlled runs 
of the robot to be controlled. 
 
The tables are used to create maximum achievable speed and braking vs. distance profiles that 
incorporate the robot’s forward dynamics.  The steering and forward dynamics profiles are 
then combined to produce a profile that is both safe for the whole of its length, and time-
optimal for the next time step.  Time optimality is only necessary for the following time step 
as this profile is re-created following each movement made by the robot.  In addition, re-
creation of the profile at each stage is beneficial as it will incorporate the robot’s actual 
current speed rather than relying on a prediction made by an old profile. 
 
A subgoal location in x,y may be calculated a given distance ahead of the robot on the path 
using an x,y location vs. path distance lookup table.  Using the speed vs. distance profile 
created above, an optimal speed may be calculated for travel during the next time step.  
Controls to move the robot towards the subgoal are then calculated via gradient descent using 
a forward kinematics model of the robot.  TOPTrack assumes that this move will be an arc 
(per move) as most robots are capable of moving in an arc.  Finally, any drift that has 
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occurred during this movement is recorded and added to the existing model of the forward 
kinematics, this ensures that the next calculated move will counter the latest drift.   
 
The process of creating subgoals and controls is repeated at a rate of 20Hz, this means that the 
robot is not seen to move in arcs.  Instead, due to the rapidly changing control commands the 
robot appears to move in a smooth fashion.  Rapid updates also ensure that the drift data is 
always reasonably up to date (<50ms old). 
 
The specific contributions made by TOPTrack are, the use of lookup tables in quick 
calculation of a time-optimal speed for the robot to travel at which accounts for the robot 
dynamics, and the updating of the calculated speed to maintain feasibility in the face of drift.  
 
An additional benefit (although not a unique contribution) is that TOPTrack does not use a 
torque-based model, and as such requires less data regarding the specific robot in order to 
function.  A torque-based model requires information regarding the mass of each component 
within the robot, and how each actuator is linked to each part of the robot, as well as the 
forces that the actuators are able to exert on these linkages.  It is also seen as advantageous 
that TOPTrack is able to calculate both the time-optimal profile, and the controls required to 
execute it, removing the need for a separate path tracker.  Note that TOPTrack claims only 
near time optimality whereas other methods have claimed time optimality.  This is because 
TOPTrack deals with unpredictable drift, which (as far as is known) has not been dealt with 
in existing methods.  In the face of this unpredictable drift, it is impossible for any method to 
retain full time optimality.  In addition, true time optimality would require constantly 
updating controls, whereas TOPTrack applies set controls for 50ms at a time and is therefore 
an approximation to the truly optimal controls. 
 
TOPTrack has been tested on a variety of paths, for both differential drive, and car-like robots 
and been found to function as expected providing near-time optimal travel with resistance to 
perturbation (without wheel slip). 
 
The chapter is organised as follows, firstly a review of relevant work in the area of time-
optimal travel is provided.  Next a detailed list of the assumptions made is given, followed by 
a more detailed introduction to the TOPTrack itself.  Following this, detail is provided for 
each aspect of TOPTrack before the algorithm and the results of testing.  Finally, conclusions 
are drawn as to TOPTrack’s effectiveness and weaknesses and a proposal is made to further 
enhance TOPTrack and remove its chief weakness of only being able to function for a fixed 
travel surface.  This proposal is developed in chapter 7. 

6.2 Relevant Work 
Time-optimal travel is a worthy goal because it represents a maximisation of efficiency [44] 
for unmanned vehicles.  As such time-optimal travel has been the chosen subject of numerous 
researchers since 1957. 
 
Time-optimal travel began as a path planning task, where the path to be followed is planned 
by the algorithm, and was initially attempted by shortest path algorithms.  This began with 
Dubins in 1957 [24] and is still an active research area today [100].  The logic here is that the 
shorter a path is, the less time required in order to execute it. 
 
However, the shortest path alone does not account for the robot’s dynamics, and these can in 
fact mean that a longer path may be executed faster than a shorter path.  For example, a short 
path constructed from spin on the spot and straight-line moves is likely to take longer to 
execute than a smoother, but longer path.  This is because the robot will need to come to a 
complete stop at the spin points on the shorter path, whereas the smoother path allows for 
continuous movement, and therefore a higher speed may be reached.  Work on path planning 



Chapter 6 – Near Time-Optimal 2D Path Tracking (TOPTrack) 

 Page 170 

for time optimality accounting for robot dynamics has been conducted by numerous authors 
[9, 17, 22, 29, 42, 44, 101].  A variant on path planning is path deformation [41], this consists 
of deforming an existing path in order to allow for unforeseen constraints, which can include 
robot dynamics.  
 
In some circumstances, the path to be travelled is fixed in space.  Examples include racing 
circuits whereby there is only a single path available [108], and factory based robot arms [92, 
96, 110, 111] whereby the task is defined as repeating a specific path in order to construct a 
product.  Another example may be a highly dangerous environment, for instance a war zone, 
whereby straying from the determined path will cause the robot’s destruction.  Planning 
motion along such paths is known as path tracking.  In addition, war zones contain a temporal 
hazard due to being out in the open, therefore time optimality that reduces the amount of time 
spent executing a path is important. 
 
As a result of these circumstances, methods have been developed which cater for fixed paths, 
these are time-optimal path trackers [10, 18, 62, 92, 96, 108, 110, 111].  Time-optimal path 
tracking is a relatively un-touched area in relation to time-optimal path planning, and most 
work relates to factory robot manipulators [18, 92, 96, 110, 111].   
 
Factory robots are the easiest area to see applicability, in terms of path tracking, the path is 
defined in full by the construction task.  Any deviations cause flaws in the finished product, 
and will result in a loss of revenue for the owner.  Time optimality is desirable here as it 
increases the efficiency and throughput capacity of the factory, which carries financial 
incentives.  Initial work in this area focussed on maximum acceleration and maximum 
deceleration inputs to the robot arm [96].  However, it has been found more efficient to use 
variable input as this removes the need for rapid switching from one extreme to the other 
where an in-between input is sufficient [92].  Use of an in-between input also reduces the 
strain on the robot arm when compared with extreme inputs only.  Work outside of robot 
manipulators has been conducted on aircraft [10], differential drive robots [33, 62],  and F1 
cars [108].   However, [62] uses torque based models, and has not catered for varying 
acceleration rates, turning circle with speed, or drift.  For [108] a precise dynamic model is 
assumed available.  In the case of [33] an inverse kinematics model is used, the path tracked 
is assumed to be twice differentiable, and it is assumed that the maximum acceleration may 
be instantaneously achieved.  These are undesirable assumptions because:  inverse kinematic 
models may not be available, maximum acceleration is not instantly attainable for heavy 
robots, and finally, the arc-based paths tracked here are not twice differentiable. 
 
The most similar method to TOPTrack is the work conducted by Velanis and Panagiotas on 
F1 cars in [108].  This method produces a time-optimal profile accounting for the forward 
dynamics of the robot, and half of the steering dynamics.  The half accounted for is the 
varying minimum turning circle with speed.  The time-optimal profile is produced used a 
simple model of the vehicle.  However it does not tackle the path tracking aspect, and 
therefore does not have to account for drift. 
 
Existing work does not account for drift other than that due to inertia or tyre grip.  In the case 
of methods for robotic arms, this is because this drift can be assumed not to be present.  In the 
case of other methods the sole concern has been the production of a time-optimal profile, and 
as tracking is a geometric task issue, then this has not been considered.  Another disadvantage 
of the methods used on robotic arms, is that they use torque based forward dynamic models.  
Whilst relatively easy to produce for robot arms, torque models can be difficult to create for 
mobile robots.  This is as they require detailed information regarding the mass and 
connectivity of each component within the robot as well as the friction forces between the 
tyres and the travel surface [98].  The use of lookup tables in order to remove the need for the 
calculation of robot capabilities on-line is also a new feature (for autonomous robot control), 
one that allows the speed up of the process, and removes the need for rich robot models. This 
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improves on [108] which requires the least robot data of all existing methods.  Another factor 
un-accounted for in existing time-optimal path trackers is the time to steer aspect of steering 
dynamics, this refers to the rate at which a robot can adjust its steering.  In all bar [108] these 
have not been accounted for as they do not apply due to the nature of the robots used, and in 
[108] the time to steer is presumed negligible.  However other authors have shown that 
accounting for these dynamics can affect the feasibility of a created trajectory [83] as well as 
the tracking of an existing one [27].  Steering dynamics are also accounted for in relation to 
path tracking by [79, 85, 93].  Finally it should be noted that existing work on time-optimal 
path planning inseparably couples the dynamics of the robot and the path produced, therefore 
it is not possible to apply these methods to time-optimal path tracking. 
 
TOPTrack de-couples the geometric (path tracking) and temporal (time-optimal profile 
creation) aspects of the time-optimal path-tracking problem.  This is also the case with [108] 
however in contrast to TOPTrack the method in [108] does not consider geometric aspects at 
all. TOPTrack uses re-planning of the time-optimal profile and the required controls to 
execute the path.  This re-planning allows TOPTrack to remain realistic in the face of drift.  
De-coupling allows the re-use of established methods solely for the geometric aspect of path 
tracking. 
 
The oldest and most widely used form of path tracking is that of pure-pursuit (PP) [19, 74-76, 
79, 86, 98], this consists of setting an x,y,z (Cartesian co-ordinates) subgoal ahead of the 
robot on the prescribed path, creating a single arc to reach this subgoal, and executing it.  This 
process continues until the end of the path is reached.  A slight adjustment to this method was 
developed in [86], this consists of only moving a short distance towards each subgoal before 
the subgoal is re-evaluated.  This approach has been found to provide an increase in 
performance over other PP methods as the increase in the rate of change of controls provides 
greater flexibility in the path taken, which allows for better tracking. A drawback for PP 
methods is that a problem exists regarding the ideal distance to set a subgoal ahead of the 
robot.  A subgoal that is too close will produce oscillations in the executed path as the arcs 
produced to connect the robot to each subgoal are of high curvature.  A subgoal which is too 
far away on the other hand will induce poor tracking of the path due to the connecting arcs 
cutting corners of the desired path.  To overcome this, refinements of PP have used a varying 
look-ahead distance for the subgoal.  The distance has been varied with robot velocity e.g. 
[3], current tracking error e.g. [86] or both e.g. [2], all of which increase the performance of 
the method to varying extents.  A method which does not suffer from the look-ahead tuning 
problem is vector pursuit (VP) [49, 120, 121, 127].  VP uses the desired orientation on the 
path at the subgoal point, as well as the desired x,y,z location of the subgoal.  Tuning 
parameters for VP define the trade off between these two factors and produce an arc that 
meets a compromise between the two.  VP has itself been further developed to include a more 
sophisticated path to the subgoal point than an arc [106], this removes the need for a 
compromise as the new path is more flexible than a single arc, and can therefore achieve the 
required x,y,z location and the required orientation simultaneously.   
 
It is important to note that VP methods show the greatest improvement when the robot either 
does not start on the desired path, or strays too far from it [121].  During the use of 
TOPTrack, the robot will always start on the desired path, and invokes a special case Dubins 
method if cases of extreme drift cause it to stray too far from the desired path.  Due to this 
and the simplicity of PP, TOPTrack will use a PP method with a varying look-ahead distance 
based on the robot velocity and path curvature.  However, any of the previously described 
methods could be used without affecting TOPTrack’s time-optimal, or generic performance 
providing that they require less than 25ms to produce the required controls and they function 
in a generic manner. 
 
Once set, the controls required to move the robot towards the subgoal are created via gradient 
descent using an x,y Euclidean metric.  The process is the same as that used in 4.6.5, and 
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creates the required controls quickly and easily.  This process has been proven viable for path 
tracking both by its use in (chapters 4 and 5) and in path tracking work conducted by 
numerous other authors such as [15, 37, 98]. 
 
TOPTrack has a simplistic top-level view consisting of 5 main phases, a block diagram 
showing these is given below (Figure 130 ).   

 
Figure 130  High-level block diagram of TOPTrack. 
 
The next section gives the essential requirements of a time-optimal, generic, path tracker, 
with drift compensation.  After this are the assumptions made by TOPTrack, and following 
this, when the reader is better placed to receive it, is a more detailed view of the operation of 
TOPTrack. 

6.3 Requirements For Time-Optimal Path Tracking 
This section details the requirements for time-optimal path tracking.  These requirements 
apply to any method that seeks to address the time-optimal path-tracking problem. 
  
Time optimality for a given path may be defined as travelling along the whole of the path at 
the maximum speed at which the robot can physically travel whilst still being able to follow 
the desired path.  Near time-optimal may be defined as the above, but with a certain tolerance 
applied. 
 
The speed at which the robot can theoretically travel whilst still being physically capable of 
following the desired path is defined here as the constraints resulting form the steering 
dynamics of the robot.  The steering dynamics consist of the two factors, firstly the minimum 
turning circle (MTC) of the robot, and secondly the time required for the steering actuators to 
react.  The MTC increases with the speed of the robot and encapsulates all tyre friction and 
aerodynamic effects, which contribute to the MTC.  The time required for the steering 
actuators to react in order to cause the robot to steer is assumed to be the same regardless of 
the robot’s speed. 
 
The maximum speed at which the robot can realistically travel without regarding the steering 
dynamics, is defined here as the forward dynamics.  The forward dynamics consist of the 
limited acceleration and braking rates of the robot (i.e. the dynamic forward effects).  As for 
the steering dynamics these will also encapsulate any tyre friction and aerodynamic forces.  
The forward dynamics also vary with speed, as the acceleration achievable will initially 
increase as the robot builds up speed, and decay as the robot nears its top speed.  This 
behaviour is due to the inherent limitations of a physical engine or motor.  A typical 
acceleration profile demonstrating this is shown in Figure 131 (below). 
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Figure 131  Typical maximum acceleration profile over time  
 
Time-optimal travel is mathematically defined here as the best possible matching of speed 
achievable due to the forward dynamics to that achievable due to the steering dynamics.  This 
is achieved by taking the minimum of the two speeds at any one time: 

speed used = min (max speed due to forward dynamics , max speed due to steering dynamics) 
 
In order to achieve time-optimal travel, an algorithm will need to be capable of calculating the 
maximum speed that the robot can safely (steering dynamics) and physically (forward 
dynamics) travel at for each path segment.  The algorithm then needs to be capable of 
calculating the necessary controls to cause the robot to move at this speed along the path.  In 
addition to this, in order to fit in with the ideals of the other algorithms described previously 
in this document, the algorithm needs to be generic in that as little robot specific information 
as possible should be used in the generation of the controls.  The algorithm should be capable 
of controlling any non-holonomic robot which travels in the x,y plane, and does not suffer 
from temporal drift (as defined in 2.8). 
 
In order to calculate the time-optimal speed at which a robot can travel there are three factors 
that need to be accounted for: 
 
1. Maximum acc/deceleration of the robot forwards and for either orientation or curvature 

changes. 
2. Maximum speed of the robot forwards and for either orientation or curvature changes. 
3. Maximum speed at which the curvature of a path segment may be executed. 
 
The reason for the use of alternative data (orientation or curvature changes) is that the 
algorithm must ensure that the robot slows down to allow the path’s curvatures and changes 
in curvature to be navigated.  For a robot with actuators that control the curvature directly, it 
is only the changes in curvature that require actuator time allowances to be made.  In contrast 
to this, robots with independent orientation control require actuator allowances to be made for 
all curvatures undertaken depending on the current physical state of the steering actuators.  
For instance thrusters may have a finite warm up period within which they are not operating 
at full force, and therefore the robot is not able to turn at its maximum rate.  Another example 
is the varying accelerations possible for each wheel of a differential drive robot depending on 
the current speed of each wheel.  As it is the difference in the speeds of each wheel that 
defines the executed orientation change, this will affect the maximum possible orientation 
change at any one time.  
 
The result of these differences is that, in checking that the robot is slowed sufficiently, the 
speed of the orientation change itself is irrelevant for the robots with curvature based 
orientation control.  Conversely, the speed of the orientation change is important for robots 
with independent orientation control regardless of the speed of the curvature change.  It is 
important that the correct data is used if the robots motion is to remain time-optimal.  A 
human operator takes the decision as to which data is required when initialising the algorithm 
using the criteria detailed in the following paragraph. 
 
Whether curvature or orientation change data are required is specific to the robot being used.  
For a robot whereby the orientation change is independent of forward movement, orientation 

Acceleration 

Time 
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change data will be used.  Examples of such robots include unicycle, differential drive robots 
and any robot which alters its orientation by the use of thrusters mounted on the sides of the 
robot.  If the orientation change is dependant upon to the forward movement of the robot the 
curvature change data will be used.  Examples of these robots are car or airplane-like robots 
whereby orientation cannot be changed without forward movement.  Figure 132 illustrates the 
different steering methods.  It is important to note that the robot’s travel is continuous 
regardless of the robots method of steering, i.e. differential drive robots will not perform stop 
and spin manoeuvres as these are not time-optimal.  The different steering methods are 
important for classification purposes only, and are easy to identify without in depth 
knowledge of the robot in use. 
 
 
 
 
 
 
 
 
Figure 132  Diagrams of a robot demonstrating the difference between orientation change and curvature change and forwards 

movement.  Forwards movement should be taken to be along the lines extending from the robot body.  
 
Note that forward and steering accelerations that the robot is capable of are unlikely to be 
constant values as they will be affected by the inertia of the robot, and the responses of the 
actuators involved.  This acceleration variance may be significant, and if so requires careful 
consideration by any method.  This consideration is required wherever a maximum or 
minimum possible robot movement is calculated. 

6.4 Assumptions Made 
This algorithm makes the following assumptions regarding the information available, this list 
is given here for reader interest, it will also be referenced throughout this chapter as each 
assumption becomes relevant.   
 
Assumptions 1-3 relate to the task and how it is presented, firstly it is assumed that the path is 
feasible for the robot to be controlled, this means that no path planning should be required.  
Secondly, the robot is assumed to have an initial speed of 0 therefore setup calculations may 
be performed without worry as the robot will not move and therefore remain safe.  Finally the 
path is defined in arcs, therefore its curvature is easily calculable at all points. 
 
Assumption 4 relates to the self-localisation abilities of the robot, constant self-localisation 
allows the assessment of drift that has occurred as seen in chapter 3. 
 
Assumptions 5-9 define knowledge of the robot’s kinematics and dynamics.  This knowledge 
will be used in the calculation of controls that are both time-optimal and feasible. 
 
Assumption 10 states that it is possible to scale controls in a manner that scales the robot’s 
resulting movements.  This knowledge is used to produce robot movement over a small 
distance (for the next time step) from controls that provide a larger movement (to the next 
subgoal). 
 
1. The supplied path is appropriate for the robot’s non-holonomic constraints in that it does 

not contain any segments of curvature greater than the minimum turning circle of the 
robot at its slowest speed. 

2. The robot is assumed to have an initial velocity of 0. 
3. A path is provided in tangentially aligned arc segments described in terms of length and 

amount of turn. 
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4. The robot has a way of knowing its (x,y) location and orientation at all times as well as 
the location of path. 

5. A basic forward kinematics model is available for the given robot.  This model must take 
inputs of controls only, and must give outputs of the (x,y) location resulting from these 
controls, also the orientation of the robot and the distance moved.  This model need only 
provide output under ideal conditions and is not required to account for acc/deceleration 
rates, maximum speeds, actuator limits etc.  An example for a car-like robot is given in 
(3.12.4). 

6. A speed vs. time profile is available for both forwards movement, and either orientation 
or curvature change of the robot.  Profiles are given for maximum acceleration up to the 
top speed and maximum deceleration from the top speed down to the minimum speed for 
each movement. 

7. A profile is available of the achievable turning circle vs. forward speed. 
8. Any given control input is assumed to result in the robot moving in an approximate arc 

due to the small distances travelled per control.  
9. The robot is assumed not to suffer from any wheel-slip drift, so long as the limits 

described by the tables (3) are adhered to (i.e. the travel surface is fixed).  The robot will 
only suffer from spatial drift.  See (2.8) for details. 

10. A vector of Boolean elements is available of the same length as the control vectors.  The 
Boolean vector defines which of the controls that define a given (x,y) configuration arc 
should be scaled in order to define a shorter or extended version of this (x,y) arc.  For a 
car-like robot this vector would define the driving wheel input as the only input to be 
scaled. 

6.5 Methodology Overview 
This section provides an overview of TOPTrack.  A brief introduction has already been given 
on the first page of this chapter, and at the end of section 6.1, the overview here extends on 
these.  The following page contains a full-page flow chart diagram (Figure 133 ) displaying 
the same basic components as have been previously introduced, as well as icons depicting the 
operation of each component.  The remainder of this section provides a more detailed 
expansion of each of the components, and finally a subsection is included explaining how 
TOPTrack handles cases of extreme drift. 
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Figure 133  Flow chart and diagrams depicting a high level view of TOPTrack, the numbers alongside each flowchart box depict 

the section of the chapter that provides full detail on the component. 
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During the calculation of time-optimal speeds, which depend on both the forward and steering 
dynamics of the robot, TOPTrack makes use of lookup tables.  These lookup tables increase 
the speed at which the algorithm is able to function as calculating the required data from 
scratch for each vehicle state requires more operations and data on which to base these 
operations than the use of the lookup table.  This is to say that a dynamic model and its 
relevant robot insight and input data would be required.   
 
The time required in TOPTrack for a complete cycle of: the acquisition of new data, the 
calculation of a subgoal, and the calculation of controls to reach this subgoal, is less than 
50ms.  This means that TOPTrack is suitable for real-time operation providing perturbation 
changes at a rate of less than 50Hz and the robot speed in relation to the path allows it to be 
followed given this update rate. 
 
The lookup tables provide the maximum achievable increase and decrease in the forward 
speed of the robot, and the steering of the robot.  The steering speed of the robot is 
represented by a speed of either orientation, or a curvature change.  This data neatly 
encapsulates any dynamic effects that the robot is subject to as it is generated from a human 
controlled run of the robot.  This encapsulation is superior to many model based approaches, 
as it will account for the actual capabilities of a particular robot rather than predicted abilities 
from factory specifications. 
 
The lookup tables are used to generate a safe speed vs. distance profile that is time-optimal 
for one time step.  This profile is used to set the speed travelled at during the next time step.  
The calculation of the optimal speed allows for physical effects such as inertia, deceleration, 
and the time required for actuators to achieve their required states as this data is encapsulated 
by the data in the lookup tables.  This means that when a robot is approaching a path segment 
of different curvature to the current segment, to avoid slippage its speed may need to be 
reduced to allow for two factors.  Firstly, allowing time for any deceleration time which may 
be required by the forward dynamics order to decelerate to a speed whereby the upcoming 
path segment’s curvature may be executed in accordance with the steering dynamics.  
Secondly, allowing time to change between the two curvatures as defined by the steering 
dynamics.  For a car-like robot this time may be visualised as allowing time for the steering 
angle of the wheels to change.  Should neither of these be required, then the robot will 
increase its forward speed at the maximum possible acceleration.  It is this combination of 
latest and briefest possible deceleration, and maximum possible acceleration at all other times 
which provides the time optimality. 
 
When setting subgoals, only a single subgoal exists at any one time, as only the subgoal 
defining the next (x,y) point to move to and time required is created.  The time-optimal 
profile is updated to a look-ahead point beyond this subgoal each time one is created. The 
look-ahead point is set at the robot’s stopping distance.  A look-ahead point is used because, 
in order to create a subgoal time relating to a safe speed over the subgoal distance it is 
necessary to consider what will happen beyond the next subgoal.  For instance, when 
travelling in a straight line and approaching a corner, the robot must begin to decelerate in 
anticipation of this corner.  Even though the current subgoal only requires further straight line 
movement, and is therefore achievable with a further increase in speed (Figure 134 ).  This 
means that when the second subgoal (which lies on the corner) is attempted then the robot 
will be travelling sufficiently slowly to allow it to be achieved.  Such a point always exists on 
the path because the robot aims to stop when it reaches the end of the specified path.  The 
stopping distance is defined as a safe distance because from an initial speed of 0, the next path 
segment’s curvature can be achieved (6.4 (2)).  This assumption is realistic as it is reasonable 
to expect that when a path is created for a particular robot by a higher-level process, it is 
feasible for that robot. 
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Figure 134  Diagram showing the relationship between the subgoals and their look ahead points. 
 
TOPTrack belongs to the pure pursuit family of path trackers [19, 74-76, 79, 86, 98], and sets 
subgoals in (x,y) co-ordinates and time.  The subgoals are set via the produced time-optimal 
profile in a manner which provides the fastest possible travel between each subgoal whilst 
adhering to the prescribed path within a reasonable tolerance.  Controls to move the robot 
towards the subgoal are created using a potential field method based on the projection of 
current controls through the forward kinematics model to give a proposed (x,y) state.  It is 
possible to set a subgoal in space and time and then find the controls as the subgoals are set 
by use of the lookup tables which are based on the known possible movements of the robot.  
The setting of (x,y) subgoals in order to allow a non-holonomic robot to follow an x,y path, 
and arrive at the end of this path with the orientation that the path implies has been proven 
possible by the research community in [19, 74-76, 79, 86, 98] (as well as in chapter 5).  These 
papers and others show that a robot which is non-holonomic with respect to x, y, orientation 
space, (i.e. cannot follow any path in (x, y, orientation space) can achieve a series of (x, y) 
subgoals.  The only condition is that they are achieved in a manner which doe not violate the 
robots non-holonomic constraints.  Adherence to the MTC is guaranteed as subgoals are 
achieved via controls that are produced via forward kinematics that inherently only allow 
feasible controls to be produced. 
 
Spatial drifts (as defined in 2.8) are handled by TOPTrack via the simple mechanism of 
recording the drift suffered over the last move made, and incorporating this into the forward 
kinematics to compensate.  This compensation is possible due to the assumptions of knowing 
where the robot is at all times (6.4, (4)), and the robot only suffering from power through drift 
(6.4, (9)).  The robot is required to know its location relative to the path, this may be achieved 
in a variety of ways.  Examples include GPS and triangulation based on a radio beacon or 
landmark combined with a known path start position.  The exact method used is irrelevant 
here as it is only important that a method exists.  Localisation allows the comparison of the 
actual move made with the expected move.  Knowledge that only spatial drift occurs allows 
the simple calculation of drift, which may then be incorporated in to time independent 
forward kinematics.  This method for spatial drift compensation is the same as that used in 
SPAC-BUG.  In addition to this, the nature of pure pursuit path tracking is such that it tends 
to lead a robot back onto the path that it desires to follow [74].  This may be visualised as a 
water skier being pulled in line with the path of the boat that is towing it.  The robot takes the 
place of the water skier and the subgoal takes the place of the boat leading the robot.   
 
Figure 135 provides a visualisation of pure pursuit.  A0 represents an initial arc at T0 from the 
robot’s current location to the current subgoal SG0.  The robot moves along A0 towards SG0, 
however it only moves half of the distance finishing at T1.   At T1 the subgoal is updated to 
SG1, and a new arc A1 is formed.  As the diagram shows, A1 has a shallower angle than A0 
this means that, as the process is repeated, the robot will be pulled not only onto the desired 
path, but also with the desired orientation. 
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Figure 135  Figure illustrating the success of pure pursuit methods from a vector addition view point 
 
TOPTrack may be used on any robot that is only subject to drift that may be powered through 
(as defined 2.8), providing that the acceleration rate limits specified by the tables are adhered 
to.  This is because the 2 main components required for TOPTrack, the data stored in the 
tables and the forward kinematics, may be gained for any robot with ease.  These components 
are relatively abstract in describing the robot’s ability to move when compared with detailed 
knowledge of both the strength of each actuator within a robot, and the way in which each 
actuator affects the movement of the robot.  It is this abstraction that allows a generic 
implementation of the algorithm, as the interaction and structure of the code need not change 
regardless of the robot being controlled. 
 
TOPTrack has been tested on four different car-like and differential drive robots and found to 
function as expected (i.e. drift is countered, paths are tracked within each robot’s width, and 
near time-optimal performance is maintained). 

6.5.1.1 Occurrences of Excessive drift 
At times the drift experienced by the robot may be so great that the robot is no longer capable 
of following the path at the current speed.  The speed at which the robot moves effects drift 
handling capabilities as more drift will occur per second when travelling at high speeds, 
therefore there is less time available to counter a given amount of drift.  Speed is detected as 
being the issue when a level of drift occurs and is not countered for 2 consecutive time steps.  
The first of these time steps allows detection of the drift, the second attempts to counter it, 
therefore if some of the original drift is still present by the end of the 2nd step, then the robot is 
unable to counter this level of drift, at this speed.   Alternatively, due to drift, the arc move 
(the robot is assumed to move in arcs 6.4 (8)) created from the robot’s (x,y) current location 
to the (x,y) subgoal may not be feasible as it violates the robot’s minimum turning circle for 
the current speed.   
 
Should either of these cases occur, a special case procedure is activated.  This procedure 
consists of slowing the robot to the speed whereby it can achieve its tightest turning circle.  
Whilst slowing the robot will continue to execute its current course as this is guaranteed to be 
feasible.  Following this a ‘Dubins’ 2-arc and single-line path is constructed in the same 
manner as described in [24] to provide a route that allows the robot to rejoin the path at the 
original subgoal location.  This path is appropriate due to assumption (6.4, (8)) that the robot 
travels in arcs.  As the robot will move slowly along this path, and all drift is assumed to be 
spatial (6.4 (9)) it will suffer from drift to a vastly reduced extent, and following this new path 
is more likely to be possible.  This increase in feasibility is due to a combination of smaller 
distances being covered between updates, and the nature of spatial drift, this combination 
means that less drift is experienced.  A reduction in the level of drift, combined with frequent 
updates means that, provided the robot is physically capable of opposing the drift, then 
TOPTrack will successfully counter the drift.  It is only in the case of very extreme drift that 
the robot is physically incapable of resisting that this special case method will fail.  As the 
new path utilises the robot’s minimum turning circle it will return to the main path in a direct, 
and space efficient manner remaining close to the desired path.  Examples of both violation of 
the MTC, and exceeding speed at which current drift may be successfully countered are given 
in Figure 136 along with the special case paths produced.  
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Figure 136  Diagram showing the two different conditions under which the special case procedure will be activated, and the 

resulting paths created.  
 
It is important to note that the above is a fail-safe method and has not been found to be 
necessary during testing. 

6.6 Calculation And Use Of Lookup Tables 
TOPTrack uses lookup tables for 2 purposes in order to reduce the amount of data, and the 
number of online calculations that are required.  The first purpose is the calculation of speed 
vs. time profiles, which incorporate the robot’s forward and steering dynamics.  The second is 
calculating a subgoal a given distance ahead of the robot on the prescribed path. 
 
The lookup tables used by TOPTrack are assumed to be viable for the whole of a path’s 
execution (6.4 (9)), therefore they are calculated offline and fixed at these values.  Cases 
where this does not apply are covered in chapter 7. 
 
There are 3 categories of tables, and they all have different inputs, outputs, and purposes, 
which are outlined in Table XXIV below.  This section details the creation and use of each of 
these tables. 
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Table XXIV - Definition of the lookup tables used by TOPTrack 
Table Type Input Output Purpose 

Speed 

Current speed of either 
forwards movement, 

orientation or curvature 
change. 

Maximum achievable increase and 
decrease in speed over the next time 

interval "t 

Used to evaluate the upper and 
lower bounds on the robot’s 

next position on the desired path 
incorporating both the forward 

and steering dynamics. 

Minimum 
turning circle Desired turning circle 

Maximum speed possible for this 
turning circle 

 

Calculation of maximum safe 
speeds for path following. 

Location Distance along the path The (x,y) location of the point this 
distance along the path. 

Evaluation of the next subgoal 
location. 

 
All lookup tables are calculated offline.  This is because the values stored within them are not 
subject to change for a fixed travel surface, and the surface is assumed fixed in this chapter 
(6.4 (9)).  Note that if TOPTrack were to be used with a path that was subject to change via a 
higher-level component, only the location table would have to be recreated.  This is because 
only the location table is dependant on the geometry of the path, all other tables are related to 
the robot and the travel surface.  Creation of the location table requires minimal time, and due 
to this it is still feasible that TOPTrack be used with paths that are subject to change, as a 
minimal creation time allows for dynamic re-creation of the table. 
 
In generating the data required for the speed tables to function, a single sampling rate should 
be used, as all tables should use the optimum sampling rate.  This sampling rate dictates the 
time interval mentioned in Table XXIV.  The higher the sample rate the higher the accuracy 
of data derived from it as any non-linearity between samples will be over smaller time steps.  
Therefore the approximation made to the true non-linear behaviour will be more accurate.  
However, the algorithm will provide a linear transition over a given time step to the robot’s 
actuators.  Therefore there is little value to be gained from increasing the sample rate beyond 
the cycle rate of the algorithm, as these linear steps will always occur in execution.  The cycle 
rate is 20hz for the current java implementation running on an Intel 1.87Ghz Core Duo 
processor with 2GB of ram.  Therefore this is the recommended sample rate for this 
implementation, and will be used for the remainder of this chapter.  

6.6.1 Speed Tables 
The speed tables allow the lookup of the largest increase and decrease in speed that the robot 
is capable of in the next time step $t.   Speed refers to both forward speed, and steering speed.  
Steering speed is either a speed of orientation change, or a speed of curvature change 
depending on the type of robot controlled (as detailed in 6.3).  Therefore there are four speed 
tables that are applicable to any one robot, two relating to forward speed and two to steering 
speed (one for speed increase and one for decrease per speed type). 
 
Tables are created using part of the raw data that is assumed available to TOPTrack.  The raw 
data used is an increasing speed vs. time profile from the robots minimum speed to the 
robot’s maximum speed, and vice-versa (for both forward and steering speeds) (6.4 (6)).  
Example profiles are shown below for both forward movement and steering. 
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Figure 137  Example raw data profiles x-axis represents time, and y-axis represents speed. 
 
In order to construct a lookup table from this raw data, the data is simply arranged in 
ascending speed order.  An example for forward movement speed is shown below. 
 
Speed % 0 0.5 1.5 3 4.5 6 7.5 8.5 9 9.25 
 
In order to lookup the increasing or decreasing speed that is possible in the next time step it is 
necessary to perform linear interpolation of table values (a worked example is given in 
Appendix G for those unfamiliar with this operation).  This is due to the fact that the table 
data entries are spaced at intervals of $t.  Therefore picking the next highest or lowest speed 
from the table than the inputted value will return a higher or lower speed that is achievable in 
less than the full time step.  An example is given below. 
 
 
 
Speed % 0 0.5 1.5 3 4.5 6 7.5 8.5 9 9.25 
 
 
Figure 138  Example why calculation is required in using the lookup table. 
 
To calculate change in distance: 
change in distance  = $t & average speed = $t & speed increase / 2 = 0.05 & (5.5-4)/2 
 
The above assumes that speed increases linearly, therefore is likely to contain some error.  
However this error is small (and therefore tolerable) due to the small size of $t.  

6.6.1.1 Sub Algorithm for Calculation of Bounds on Robot Movement 
This section contains the sub-algorithm for the calculation of the bounds on the robot’s 
movement.  This sub algorithm is used frequently throughout the process.  Each time the sub-
algorithm is used, this section will be referenced. 
 
The algorithm consists of a loop that on each pass calculates the distance and speed 
achievable in a time step.  The loop continues until a given cease criterion is reached after 
which final values in speed, distance, and/or time are recorded.  These values may also be 
recorded for each pass of the loop. 
 
The cease criterion can take many different forms.  The form that it takes depends on where 
in the algorithm it is being used.  Examples include a set amount of movement, or speed 
being reached in the variable under test, or a time limit being exceeded.  The relevant value 
referred to below will also vary and will take the form of a time taken for a value to be 
reached, or a speed and/or distance travelled in the elapsed time.   
 
1. While cease criteria not satisfied 

a. Request max/min achievable speed in next time-step $t 
b. Record distance travelled and speed reached 

2. Record the relevant value reached. 

Inputted data = 4 
$t 

$t 

Correct output for 
increased speed = 5.5 
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6.6.2 Minimum Turning Circle Table 
This table consists of minimum turning circle (MTC) vs. speed of forward motion.   
 
The MTC table is produced directly from raw data provided to TOPTrack.  As with the speed 
tables the provided data (assumed available (6.4, (7)) is simple arranged into ascending speed 
order, an example table is provided below (Figure 139 ). 
 
Speed 0 1 2 3 4 5 6 7 8 9 
MTC 0.15 0.15 0.5 0.7 0.8 0.85 0.89 0.93 0.95 0.96 
 
Figure 139  Example MTC table. 
 
To gain data from the MTC table linear interpolation is used in order to gain a relevant output 
value for the inputted query.  A worked example of this is given in Appendix G.  Linear 
interpolation is sufficient as the data in the lookup table may be reasonably assumed to be 
approximately linear between entries. 
 
The table is used when calculating a maximum speed profile for the given path allowing for 
the steering dynamics.  Here the path arc segment supplies a turning circle, and the lookup 
table supplies a maximum speed avoiding wheel-slip for this curvature.  The table is also used 
when deciding if a proposed subgoal is feasible, in this case a turning circle is supplied by the 
proposed arc move to the subgoal, and the table provides a maximum speed.  If the robot’s 
current speed is greater than the supplied maximum then the subgoal is infeasible, and the 
special case procedure described in 6.5.1.1 is activated. 

6.6.3 (X,Y) Location Table 
The (x,y) location table is used during the setting of a subgoal location.  Its input is a distance 
along the path, and its output is an (x,y) location, this is the final table to be created. 
 
This final table is comprised of two cubic splines of x and y values respectively, both 
parameterised by distance.  This is because splines are capable of providing a better estimate 
of these values than a linear approximation.  The improved accuracy over linear 
approximation is due to the nature of a spline, which provides curves between points, which 
are more realistic than linear approximations when considering robot motion in arcs (see 
Figure 140 ).  Note that the path itself may not be used as it is only provided in arcs, and not 
in a high resolution of x,y locations.  In addition use of the lookup table is significantly faster 
than iterating through arc segments until one is found that is the required distance along the 
path. 
 
As defined in (6.4 (3)) the path is supplied to TOPTrack in the form of the length and turn of 
each arc segment.  However, no limit is placed on the length of these arcs, and because of this 
they undergo pre-processing before being used to create the splines.  This pre-processing is 
done to provide high-resolution data regarding the path. The consequences of the usage of 
low-resolution data are shown in Figure 140 . The spline on the left has insufficient data and 
therefore fits the dashed underlying path poorly.   In contrast, the spline on the right has 
sufficient data and therefore fits so well that the underlying path cannot be seen. 
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Figure 140  This diagram demonstrates the poor performance of spline fitting given only a small amount of defining data (left) 

relative to the good performance found when using a large amount of defining data (right).   
 
The pre-processing consists of creating a high-resolution version of the path.  This is done 
simply by splitting each arc into a series of sub-arcs of length equal to the robot’s radius, the 
end points of each sub-arc are recorded in x and y.  Splitting an arc is simple due to the way 
in which they are defined as a length and an amount of turn.  An arc of the same curvature but 
a quarter of the length of an original is defined as the original length and turn divided by 4.  
The recorded x,y points at the end of each arc will be used to define the spline.  The robot 
radius is used as it is a good indicator of the length of the path to be traversed and gives a 
suitably high resolution.  This is because a small (5cm radius) robot such as a khepera is 
unlikely to execute tasks which involve it travelling more than a meter or so, whereas a car 
like robot with a length of 2 meters is likely to travel many miles, and an aircraft measuring 
perhaps 30 meters is likely to travel for hundreds of miles. 
 
High-resolution path data resulting from the above process, along with the knowledge that 
each point represents a move of a given length along the path, is used to create the cubic 
splines for x and y vs. distance (see Figure 141 ).  When using these splines as lookup tables, 
(x,y) values may be read off each curve for the required distance along the path as shown in 
Figure 141 . 
 
 
 
 
 

 
 
 
 

 
 

 
 
 

 
 
Figure 141  The creation and use of splines as lookup tables for points along the path. 
 
Note that it is the use of these splines that renders linear approximations, such as those made 
during the use of the other tables, unnecessary.  It is important to note that, splines cannot be 
used for the other tables, as the data supplied to TOPTrack cannot be guaranteed to be of 
sufficiently high resolution (see Figure 140 ).  This contrasts with the (x,y) location table 
where the data resolution may be defined by the algorithm.   
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6.6.4 Lookup Tables Summary 
Raw data is made available to TOPTrack regarding the speed at which the robot to be 
controlled can move forwards, slow down, and execute given curvatures. 
 
The raw data is obtained from human controlled runs of the robot and is therefore accurate to 
the robot to be controlled.  This accuracy includes the effects of inertia, air resistance, and any 
manufacturing defects etc.  
 
This raw data is arranged into lookup tables. 
 
Lookup tables can then be used, with some linear approximations to quickly obtain accurate 
data on the robots ability to accelerate, decelerate, turn, and execute given curvatures as well 
as locations a given distance into the path. 
 
The result of the above is that by using the lookup tables TOPTrack is able to accurately 
prescribe subgoals and movements that are feasible for the robot to achieve. 

6.7 Calculation Of A Speed vs. Distance Profile (Optimal For $t) 
The calculation of a speed vs. distance profile is the core component of TOPTrack.  As has 
been stated previously (first page of chapter 6), this profile is attained via the combination of 
2 component profiles.  This first of these incorporates the steering dynamics of the robot, and 
the second incorporates the forward dynamics.  The steering dynamics are composed of the 
robot’s varying minimum turning circle with speed, and the time taken to adjust the steering 
of the robot.  The forward dynamics are composed of the forward acceleration and 
deceleration rates that the robot is capable of.  Both dynamics contain the effects of the 
robot’s aerodynamics and inertia.  The process will then match the forward dynamics to the 
steering dynamics for the given path to calculate the speed vs. distance profile. 
 
Remember that the profile need only provide time optimality for the first time step as the 
profile is re-created following each movement made by the robot.   

6.7.1 Steering Dynamics 
The steering dynamics are comprised of two components, these are: 
 
1. The maximum speed that the robot may travel at whilst achieving the path segment’s 

curvature 
2. The time taken to adjust the steering actuators in order for this curvature to be realised. 
 
This section discusses the creation and combination of these values. 

6.7.1.1 Curvature Based Maximum Speed Calculation 
It is important to ensure that the corners are approached at the correct speed.  The minimum 
turning circle (MTC) of the robot varies with its speed, and the speed limit for any given 
curvature is obtained from the MTC lookup table.  Attempting a curvature that exceeds the 
speed limit obtained from the MTC table will result in the robot losing grip and spinning off 
the given path. 
 
An overview of the process used is:  
 
• The path is smoothed. 
• Each smoothed segment has its turning circle calculated. 
• The lookup table detailed in 6.6.2 is used to gain the maximum possible speed for the 

segment.   
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The remainder of this section will discuss the method in more detail. 
 
The first step taken by the method is to process and smooth the given path.  This is done in 
order to give a curvature-distance profile that corresponds to a sequence of rapidly updated 
arcs, as the arcs are rapidly updated to distances ahead of the robot, the result is a smoothed 
version of the path (Figure 142 ).  This is done as the robot in fact moves in a sequence of 
rapidly updated arcs (6.4, (8)), and therefore this curvature-distance profile is closer to that 
executed.  A more realistic curvature-distance profile means that a more realistic speed-
distance profile.  Figure 142 (below) illustrates the difference in smoothed and un-smoothed 
(x,y) path as well as the safe speed-distance profiles produced. 
 
 
 
 
 
 
 
 
 
 
 
Figure 142  An example of the smoothing effect on both the x,y path and the speed profile produced. 
 
The smoothing process used is to create an arc that reaches a point on the prescribed path at 
the minimum subgoal distance of the robots minimum turning circle (at zero speed details 
later 6.8) ahead of the current position.  A point is then taken a short distance along this path, 
and the process is repeated until the goal is reached.  The result of this process is a sequence 
of arcs whereby each arc is of intermediate curvature compared to the original path arcs ahead 
and behind it.  It is this intermediate curvature that produces an overall smoothed appearance.  
The intermediate curvature is guaranteed due to the assumption that the path is supplied in 
tangentially aligned arc segments (6.4, (3)).  This guarantee is provided as an arc connecting a 
point and orientation on one arc, to a point on a tangentially aligned arc must be of 
intermediate curvature or larger curvature, (see Figure 143 below). 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 143  Explanation of smoothing process. 
 
The short distance moved along each arc is defined as: 
 
The fastest speed on path due to curvature / 2  
 
As this roughly corresponds to the average speed at which the robot will travel.  The closer 
the smoothing process is to the speed at which the robot will travel the closer an estimation it 
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is of the path that the robot will in fact take, and therefore the more realistic the speed profile 
produced will be.  The “fastest speed on path due to curvature” is attained by examining the 
curvature of the path to be followed, and gaining the speed that relates to the largest curvature 
via the MTC table described in 6.6.2 (turning circle = 1/curvature).  The smoothing process is 
illustrated in Figure 144 (below). 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 144  The processing of the path (grey) by the placement of arcs (alternating black and red).  It can be seen that the 

original path is not kept to exactly, however the difference is small.  Note that this diagram is exaggerated and the 
distance moved along any single arc is greater than in reality, this has been done to enhance the clarity of the 
diagram. 

 
In order to calculate the maximum speed at which a curvature may be executed this curvature 
must first be found.  As the arcs which connect each of the points on the path are known (in 
terms of length and turn 6.4 (3)) it is trivial to calculate the curvatures of each of these path 
segments.  Once each of these curvatures are known, it is again trivial to find the maximum 
speed at which the robot may travel at this curvature by use of the lookup table created for 
this purpose (6.6.2).  These maximum speeds are recorded and will be compared with the 
minimum amount of time required for movement of the steering actuators.  This comparison 
forms the calculation of the maximum safe speed that the robot may travel at in each path 
segment incorporating the full steering dynamics (next section 6.7.1.2). 

6.7.1.1.1 Summary 
1. Smooth path 
2. Calculate curvature of arc (and store for later use 6.7.1.2). 
3. Gain maximum speed at which curvature may be traversed from lookup table. 
4. Repeat for all path segments. 

6.7.1.2 Calculation Of The Maximum Speed Allowing Time To Adjust The Steering 
It is important to account for the time taken for the robot to adjust its steering as this may be 
significant.  Accounting for this time has been proven to be beneficial in [27], as if this time is 
both significant and present it will result in a reduction of path tracking accuracy, due to 
changes in path curvatures not being immediately adhered to.  It may also be desirable to 
artificially limit the rate at which the steering actuators are moved in order to reduce strain 
and wear and tear on a robot’s components. 
 
The process used is to calculate the time required to adjust the steering, then use existing 
knowledge regarding the length of each path segment to calculate a maximum speed at which 

Create Arc Create Arc Create Arc Move Along Arc Move Along Arc 

Overall end result 
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the path segment may be travelled accounting for the time to steer.  The remainder of this 
section will provide more detail regarding the process used. 
 
The orientation or curvature changes required have been calculated in the previous section 
(6.7.1.1), and the time taken is calculated by use of the lookup tables (6.6.1) and use of the 
loop detailed in (6.6.1.1).  The cease criteria used here is reaching the orientation or curvature 
change required by each path segment, and the relevant value recorded is the minimum time 
taken for the required orientation or curvature change to be achieved.  This time will be equal 
to the number of loop iterations required multiplied by the execution time step $t.  This 
process is repeated for each of the path segments.  As the length of each path segment is 
known it is possible to calculate the maximum travel speed for each path segment.   

6.7.1.2.1 Summary 
1. Calculate the time required to achieve orientation or curvature change required by path 

segment. 
2. Calculate and store the resulting maximum forwards speed if the time from (1) is taken to 

traverse the known length of the path segment. 
3. Repeat for each path segment.  

6.7.1.3 Overall Maximum Speed Calculation Incorporating The Steering Dynamics 
Once maximum speed data has been calculated for each path segment taking into account 
both the curvature to be executed, and movement of the steering actuators, the combined 
maximum safe speed may be calculated.  This combined speed is gained by comparing the 
two maximum speeds for each path segment and taking the smallest.  The end result is 
therefore a maximum safe speed at which each path segment may be traversed whilst 
allowing for movement of the steering actuators.  This process is illustrated in Figure 145 . 
 
 
 
 
 
 
 
 
 
Figure 145  The construction of the safe speed profile from the two components of: allowing curvatures to be executed, and 

allowing orientation and steering changes to be made. 

6.7.2 Forward Dynamics 
In order to calculate and match the forward dynamics to the steering dynamics, it will be 
shown that four data sets are required (one being that calculated in 6.7.1).  Each of the data 
sets consists of a distance, speed, and time for a succession of time increments $t.  Each data 
set has an initial value of the robot’s current speed.   
 
Comparison between the data sets and the safe speed previously calculated, will allow one set 
to be chosen for use in calculating a new subgoal time.  The comparison made simply chooses 
the fastest of profiles 1-3 that does not exceed the safe speed profile at any point.  
 
The data sets are defined as follows: 
 
1. Minimum possible speed for all time steps (Min). 
2. Current speed for the next execution step followed by minimum speed for all future steps 

(CurMin). 

Distance 

Speed 

Speed to allow execution 
of path curvature (6.7.1.1) 

Speed to allow steering actuators to 
react (6.7.1.2) 
 Speed profile used 
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3. Maximum speed for the next execution step followed by minimum speed for all future 
steps (MaxMin). 

4. Maximum safe speed according to the steering dynamics for all time steps (Safe 6.7.1). 
 
Each of these profiles is shown in relation to one another in Figure 146 , the shortened titles 
will be used throughout the rest of this section to improve readability.   
 
  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 146  The four profiles required to calculate the next move taken.  In this case the next move taken would be at maximum 

deceleration as this is the only profile that remains below the safe speed. 
 
The data sets allow a choice to be made between three options that are open to a robot at each 
time step.  These options are: maximum acceleration, maintenance of current speed, and 
maximum deceleration.   As the choice is made each time the robot moves it does not matter 
that the profiles may only be used to choose the robots next step.  The choice is made based 
not only on which profile is fastest and does not exceed the safe speed profile for the next 
time step, but also that which does not condemn the robot to exceed the safe profile for the 
remainder of the path.  
 
The remainder of this section discusses the creation of each data set. 
 
The points in the “Min” data set are calculated by applying maximum deceleration for a 
succession of time steps $t from the robot’s current speed, via the loop detailed in 6.6.1.1 
until the projected speed reaches zero.  This is done to ensure that the robot can always react 
sufficiently in order to execute any curvature changes in the tracked path that lie ahead.  
Sufficiency is then guaranteed as any path segment may be executed if the robot begins the 
segment from a speed of zero as it cannot possibly be going too fast (6.4, (1,2)).  Speed is the 
only issue in path execution as the given path must be executable by the robot at its lowest 
possible moving speed as stated in the assumptions (6.4 (1)).  The speed, distance, and time is 
recorded on every iteration of the loop in (6.6.1.1), for later use calculating the time-optimal 
profile. 
 
The “CurMin” data is the same as the “Min” data but then shifted by adding the distance 
moved during $t at the current speed to all distance data, and the addition of an extra data 
point at the start of the set.  
 
The “MaxMin” data is also calculated in the same manner as the “Min” data, however the 
initial speed used in the loop detailed in 6.6.1.1 is that resulting from a single $t of maximum 
acceleration, and the first data point in the set reflects this.  
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The “Safe” data is calculated as detailed in the previous section (6.7).  However whereas the 
previous section calculated the maximum safe speed for all path segments, here we calculate 
only for the path segments from the robot’s current location to the distance reached by the 
“MaxMin” data set.  This restriction is because the furthest distance assessed must fall within 
the “MaxMin” data set, and looking beyond here is therefore unnecessary.  If there is a large 
amount of the path remaining, then not calculating safe speed values for this length saves a 
significant amount of time. 
 
The safe speeds are recorded for steps taken in distance along the path, however the minimum 
and maximum speeds are recorded for steps in time.  The difference exists as safe speeds are 
calculated in relation to path, which changes with respect to distance, whereas the speed 
profiles 1-3 are calculated based on robot forward dynamics only, which are time dependant. 
In order to compare the four data sets it is first necessary to calculate values for the possible 
speed data which correspond to the distance increments used by the safe speed values.  This 
may be done easily as the speed and distance have been recorded, therefore straight-line 
approximation may be used to calculate speed and time values at regular distance intervals 
(Figure 147 ). 
 
 
 
 
 
 
 
 
 
 
Figure 147  The above plots show how a speed vs. time profile is converted into a speed vs. distance profile. 
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6.7.3 Time-Optimal (for $t) Profile Generation 
Once the four required speed vs. time/distance data sets are available a decision may be taken 
on which is to be used to calculate the speed travelled at over the next time step.  As each data 
set is now indexed by increments in distance along the path they may be readily compared.  
The profile that is used as the in calculating the new optimal speed is that which is fastest 
without exceeding the safe speed profile at any point. 
 
1. Minimum possible speed for all time steps (Min). 
2. Current speed for the next execution step followed by minimum speed for all future steps 

(CurMin). 
3. Maximum speed for the next execution step followed by minimum speed for all future 

steps (MaxMin). 
4. Maximum safe speed according to the steering dynamics for all time steps (Safe). 
 
The profiles have been illustrated in Figure 146 .  Figure 148 (below) shows the profiles that 
are produced for a sequence of three time steps, for a particular path.  The figure reads from 
left to right for the sequence of time steps, speed-distance profiles are shown on the top half 
of the figure, and the path being tracked is shown on the bottom half.   Remember that the 
profile need only provide time optimality for the first time step (in the profile) as the profile is 
re-created following each time step. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 148  The progression of the various profiles as the robot moves along the path. 
 
It is important to remember that each profile only defines the speed travelled at over the next 
time step, and is never used in full.  It is because of this partial usage that it does not matter 
that none of the profiles used could be referred to as time-optimal for the whole of its length. 
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6.7.4 A Note On Genericity 
It is important to note that at no time during the creation of the time-optimal speed profile is 
specialist knowledge used of how each of the robot’s actuators affects its movement.  This is 
due to the use of the lookup tables, which use knowledge of the robot’s capabilities as a 
whole, and not the movement of individual actuators.  This is in contrast with time-optimal 
methods for robot manipulators, that rely on a torque based forward dynamics model [92, 96, 
110, 111], which in turn relies on detailed knowledge of individual components.  The black 
box type model employed here is vital to the simplicity and genericity of TOPTrack.  [Torque 
models may be viewed as black boxes once produced, however they require detailed 
information to produce]. 

6.7.5 Creation of Speed vs. Distance Profile Summary 
Using the speed of steering, and MTC lookup tables detailed previously (6.6) it is possible to 
create a speed vs. distance profile that accounts for the steering dynamics of the robot. 
 
Using the forward speed lookup tables (6.6) it is possible to calculate speed vs. distance 
profiles that account for the robot’s forward dynamics.  Three profiles are produced that show 
the distance required for the robot to stop following either accelerating, maintaining its 
current speed, or decelerating in the next time step. 
 
Using the profiles created above for the forward and steering dynamics of the robot, it is 
possible to create a profile that matches the robot’s forward dynamics to the profile 
accounting for steering dynamics. 
 
The matching process consists of treating the profile accounting for steering dynamics as a 
safe speed that must not be exceeded.  Therefore the profile accounting for forward dynamics 
that will produce the optimal speed for the next time step without endangering the robot later 
in the path is the fastest profile that remains within the safe speed of profile accounting for 
steering dynamics. 
 
The result of the above is that it is possible to predict a speed that is optimum for the robot to 
travel at over the next time step whilst avoiding the undesirable effects of wheel-slip. 

6.8 Calculation Of Subgoals 
The previous section has established a speed vs. distance profile that is time-optimal for the 
first $t accounting for both the forward and steering dynamics of the robot, for the robot’s 
stopping distance along the given (x,y) path. TOPTrack sets subgoals in both space and 
speed.  Due to the de-coupled nature of TOPTrack, these 2 components are generated in a 2-
stage process.   
 
The subgoal distance (SGD) is set proportional to the robot’s current speed.  This is done in 
order to prevent oscillation and minimise corner cutting.  The SGD is used with the location 
lookup table (6.6.3) to create an (x,y) target subgoal.  The SGD and the profile are then used 
to produce an optimal speed for the (x,y) robot to travel towards this subgoal at for the next 
time step $t.   

6.8.1 Subgoal Location 
TOPTrack is a pure pursuit system, and as such the setting of the subgoal distance (SGD) is 
crucial to the tracking performance.  If the SGD is too low then oscillation occurs.   This is 
because the whole of the calculated move towards the subgoal will be executed, and this 
move will result in achieving the desired (x,y) state but not the implied orientation.  This 
process then repeats as shown in Figure 149 .   Remember that this is not the case when the 
subgoal is not reached but merely moved towards before it is re-calculated due to the nature 
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Initial state 

Subgoal distance is too 
high, and the resulting 
arc cuts the corner 

Subgoal distance is too low, and the 
resulting sequence of arcs oscillates 

Path to be tracked 

of pure pursuit path tracking as detailed in Figure 135 .  If the SGD is too high then corners 
are cut.  This is again due to the nature of the move made towards the subgoal, in this case the 
single arc does not fit the underlying path arcs well, and therefore corners are cut.  This is also 
shown in Figure 149 . 
 
 
 
 
 
 
 
 
 
Figure 149  Diagram illustrating the effects of a near and far subgoal with a pure pursuit algorithm 
 
TOPTrack sets the subgoal distance based on the robots current speed and the upcoming path 
curvature.  The specific formula used is: 
 
SGD = max([current speed ! $t ! 2], [curvature based chord length]) 
 
where the “curvature based chord length” is the length of a chord which, if it were to be 
followed by the robot would cause an acceptable level of tracking error (see Figure 150 ) for 
the highest curvature path segment on the upcoming path.  The “upcoming path” is defined as 
the path in front of the robot within the largest possible chord length.  This definition of 
“upcoming path” means that the SGD set will not be larger than the area of the path that has 
been examined for curvature in setting the SGD.  This means that the SGD will be 
appropriate for the upcoming curvature. 
 
 
 
 
 
 
 
 
 
 
 
Figure 150  A circle chord which, if followed by the robot would give an acceptable level of tracking error. 
 
The formula for setting the SGD ensures that it (the SGD) is at least double the distance 
moved over the next time interval. The distance is sufficient to ensure that oscillatory paths 
do not occur, as the robot will never execute the whole of a planned arc move.  Partial 
execution of a move allows the nature of pure pursuit to smooth any oscillations, which 
would otherwise have occurred.  The distance is also sufficiently short to avoid the corner 
cutting effects seen in Figure 149 to a reasonable level (as defined by the acceptable tolerance 
Figure 150 ).  For an illustration of the effects of the varying SGD see Figure 151 where T0 
represents the initial state, and T3 the last state in the sequence.  The diagram on the right 
shows a full move being executed in the next time interval; the diagram on the left shows the 
improvement given by setting the subgoal distance as double the distance moved. 

Circle chord 

Acceptable tolerance 
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Figure 151  Diagram showing the effects of ensuring that the subgoal distance is double the distance travelled in the next time 

interval.  The diagram on the right shows a full move being executed in the next time interval; the diagram on the 
left shows the improvement given by setting the subgoal distance as double the distance moved.  

 
It is possible to use a more sophisticated technique for the setting of the subgoal as has been 
detailed in [49, 106, 120, 121, 127] without compromising the time-optimal nature of the 
method.  However the tracking ability given by the method used here has been found 
sufficient for the paths tested.  The method used is also a simple one, which has been 
advantageous in terms of implementation and computation time.   
 
Calculation of the subgoal location is a simple case of using the lookup tables to gain the 
point on the path that is the subgoal distance ahead of the robots current location on the path.  
The projection of the robot’s current location onto the path is taken to be the point on the path 
that is closest to the robots current location (see Figure 152 ).  This way the current location 
on the path is constantly updated to avoid errors that can occur if dead reckoning from wheel 
sensors, and an assumption that the robot has remained exactly on the path are used.  The 
current state on the path may be calculated due to the assumption that the robot knows its own 
location at all times (6.4, (4)).  As mentioned previously (6.5.1.1) there are a wide variety of 
localisation methods available and the exact one used is irrelevant here.  It also guarantees 
that the subgoal will always be ahead of the robot by the SGD calculated.  This guarantee 
contrasts with methods that use the intersection of a circle of a given radius around the robot 
with the desired path to create a subgoal (see Figure 152 ).  The time difference between the 
two methods of subgoal setting is negligible. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 152  Diagram showing the difference between the robot’s current location, and the robot’s current location on the path, 

and the advantage in subgoal placement 

6.8.2 Speed 
The result of the process described in (6.7) is a profile of speed vs. distance that is time-
optimal for the next time step.  It is important to remember here that the process provides a 
future projection beyond the desired subgoal distance so that when time values are acquired 
for each segment they anticipate some of the path beyond as well as up to the subgoal.  This 
anticipation guarantees that the process will brake sufficiently to achieve each corner on the 
desired path as it is approached as any path segment may be executed if the robot starts that 
segment from a speed of 0 (6.4 (2)).   
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The final step is to calculate the speed travelled over the next time step towards the created 
the subgoal.  This is achieved by reading off the speed reached after $t from the produced 
speed vs. distance profile.  Also recorded at this time is the distance that the robot is expected 
to move in the next execution time step "t, this will be used in the calculation of the controls 
required to achieve the subgoal (see 6.9). 

6.8.3 Summary of the Calculation of Subgoals and Optimal Speeds 
Subgoals are set in (x,y) space ahead of the robot on the path to be followed. 
 
Subgoals are set a distance ahead of the robot that provides the shallowest curvature whilst 
maintaining an acceptable level of path tracking. 
 
The speed at which the robot should move during the next time step is taken directly from the 
profile produced in (6.7) 
 
The distance that the robot should move during the next time step is noted to allow the scaling 
of the control produced to reach the subgoal (which is further). 
 
The result of the above is that a subgoal may be produced that when moved towards keeps the 
robot within an acceptable tolerance of the path to be tracked, and that an optimum speed to 
move in this direction is obtained. 

6.9 Calculation of Controls 
The preceding sections of this chapter have allowed the creation of a time-optimal profile that 
accounts for both the forward and steering dynamics of the robot, for a desired path.  This 
profile has in turn allowed the creation of a subgoal in both space and time.  The final step is 
now to calculate the controls that will allow the robot to move towards this subgoal, thus 
progressing along the path. 
 
Calculating the controls required to move the robot along the path at the desired speed is a 
two-stage process.  The first stage is generating controls that will move the robot along the 
path, this is a geometric task to produce the correct arc movement. The second is scaling these 
controls to meet the required speed over the next execution step.  Scaling the controls will 
increase or decrease the distance covered without changing the curvature of the arc which is 
travelled through, as the time taken is fixed, this corresponds to a speed increase or decrease.  
Thus scaling is able to ensure that the correct speed is achieved over the next time interval. 
 
The reason that scaling is used, as opposed to simply calculating the controls relating to the 
distance to be travelled in the next time step, is that the further away the subgoal is, the more 
accurate the end point reached is in relation to the distance travelled.  For instance an error of 
10-2 cm over a distance of 5 cm is more acceptable than the same error over a distance of 10-1 
cm.  [Note: Equivalent percentage accuracy for the short distance would take overly long to 
achieve]  Therefore by calculating controls for a far subgoal, and then scaling the result, it is 
ensured that the percentage error on the movement made is as small as the small proportion of 
error present for the unscaled control is still present for the scaled control. 

6.9.1 Initial calculation 
Subgoals are set at a particular (x,y) location, and time, as described in (6.8).  These subgoals 
are then achieved by gradient descent (as an inverse kinematic model may not be available).   

6.9.1.1 Gradient Descent Configuration 
The inputs to the gradient descent are a series of numerical control values.  For the example 
of a car like robot (Figure 153 ) these correspond to the inputs u1, u2 (2).  
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Figure 153  The outline of a car-like robot, where (x,y) represents the Cartesian co-ordinates of the middle point of the rear 

wheel axle. ' is the angle between the x-axis and the robot, and is also described as the robot orientation.  Finally, ( 
is the steering angle, and L is the distance between the front and rear wheel axle centres.   

 
The output is a new (x,y,') location representing the end of the move.  The new location is 
arrived at by direct use of the forward kinematics model (assumed available (6.4, (5)): 
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where (x,y) represents the Cartesian co-ordinates of the middle point of the rear axle. ! is the 
angle between the x-axis and the robot, and is also described as the robot orientation, " is the 
steering angle, and L is the distance between the front and rear wheel axle centres.  u1,u2 
represent the robot’s driving and steering control inputs respectively. 
 
The control values will not change over the duration of a subgoal attempt.  This is valid as all 
(x,y) subgoals may be achieved with a single arc, and the robot is assumed to move in an arc 
(6.4 (8)).  This also has the advantage of keeping the descent process simple, and therefore 
computationally cheap.  Processing of the controls to provide adherence to the required time 
profile is detailed in (6.9.2).  This means that the control created here need only provide the 
relevant geometric movement i.e. it is not concerned with robot speed. 
 
In order to cope with any expected spatial drift, the expected result of any controls will have 
this drift applied to it in a similar manner as described in (3.11).  The only difference is that 
only (x,y) drift will be recorded and applied. This is because the control calculator is only 
concerned with (x,y) targets and therefore other components are irrelevant.  Therefore if the 
expected drift is accurate then we will arrive at the subgoal having overcome the effects of 
drift (as before). 
 
Time optimality is ensured by the use of the speed vs. distance profile in setting both the 
subgoal, and the optimal distance to be moved in the next time step.  As long as the distance 
moved is as expected, and the time-optimal profile is re-created on each move, then the newly 
created time-optimal profile will be adhered to providing that drift conditions do not change.  
Therefore only spatial (x,y) drift needs to be explicitly catered for, as this ensures that the 
distance moved is as expected. 
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6.9.1.2 Cost Metric 
In order to increase the speed of the descent the (x,y) subgoal location is processed to provide 
an orientation change (HC) and forwards movement (FM) target.  The speed increase results 
from creating a better descent surface as shown in Figure 154 .  This result is formed from the 
closer link between control and resulting configuration variables that are used for the cost 
function.   This is because most robots will have a control or controls that relate to FM, and 
another that relates to HC.  The different cost surfaces are shown in Figure 154 for the 2 main 
types of robots, differential drive (orientation based), and car-like (curvature based).    
 

 
 

 
 
Figure 154  Cost surfaces showing the benefits of using the orientation and distance based cost measure (right) vs. the more 

usual (x,y) based measure (left).  Control values are denoted by the x and y-axis, and the keys shown on the right of 
each plot denote cost values.  The top figures relate to the differential drive robot, the bottom to a car-like robot.  

 
In addition to the increase in the speed of descent that is obtained by use of FM and HC, the 
(x,y) location based surface contains local minima that the FM and HC based surface does 
not.  The minima may be seen in Figure 155 by the multiple low cost areas on the left hand 
plots that are not present on the right.  Multiple, isolated, low cost areas are the locations of 
the multiple minima.  In contrast the plots on the right in Figure 155 do not show such areas.   
 
The lack of minima for FM and HC based descent is due to the fact that, if an arc is extended 
in length by a full circle, then the (x,y) location arrived at is the same (see Figure 155 ), and 
therefore the cost is the same.  Therefore, as the robot travels in arcs, if the cost measure used 
is x,y only, then multiple minima occur relating to full circle extensions.  In contrast, when a 
full circle is added to a FM and HC state, then it has changed, and therefore the minima 
cannot exist.   
 
 
 
 
 
 
 
Figure 155  Figures showing the difference between two paths created by the local minima in control.  
 
Note that the above processing requires only simple math operations and therefore only takes 
<1ms to perform, this is outweighed by the fact that descent times to a tolerance of 10-3 are on 
reduced by ~75%.  The reader may question why this processing was not required for use in 
NH-BUG, or SPAC-BUG.  The reason is that the subgoal locations attained via Euclidean 
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Distance based descent in these algorithms were much closer to the robot, and did not involve 
large amounts of turn.  Therefore by starting with small initial controls, there was no danger 
of straying into the undesirable minima. 
 
The cost metric used during descent is the Euclidean distance between the FM and HC of the 
currently proposed move, and the FM and HC subgoal.  The key advantage of this metric is 
that it is very simple, and that the cost surface produced is suited to descent, as it contains no 
harmful features such as local minima, plateaus or ravines.  The lack of harmful features is 
due to the close configuration and control space link (example surfaces are shown in Figure 
154 ).   

6.9.2 Adjustment For Desired Speed Time Profile 
As mentioned previously (6.9) the Euclidean distance minimisation provides controls relating 
to the required geometric movement.  The distance that the robot is expected to move in the 
next time step "t is then used in order to meet the required speed/time profile.  This section 
describes how this is achieved. 
 
Using the forward kinematics (assumed available (6.4, (5)) it is possible to obtain the distance 
that will be moved by the robot as a whole in reaching the subgoal.  Note that this is used 
instead of the distance proposed to the next subgoal, as the robot may not be on the path 
exactly and therefore these two values may differ.  This difference is illustrated in Figure 152  
as the arc from the current state to the subgoal is of greater length than the straight-line 
distance along the path to the subgoal.  The proportion of this distance that will be moved 
during the next time step may be calculated multiplying the projected distance to the subgoal 
by the fraction "t / subgoal time.  This proportion can then be calculated as a fraction of the 
expected distance to move during "t (as calculated in 6.8.2), and this fraction can be used to 
scale the controls.  Use of the vector of Boolean elements (assumed available (6.4, (10)) as in 
3.9.2 ensures that scaling the controls will result in the required geometric shape being 
maintained.  See 3.9.2 for full details. 
 
Following the scaling of the controls, a further check is performed to see if the robot is 
capable of executing the movement given by the proposed control over the next time step.  
This check is performed by use of the loop 6.6.1.1.  The time taken to achieve the proposed 
forward movement and orientation or curvature change is calculated, and if this time is 
greater than the allowed execution step time, then the move is infeasible.  If it is found that 
the move is infeasible, then a further scaling will take place.  The scaling factor applied here 

is 

! 

time required
"t

 and the scaling is applied using the Boolean vector as for the first scaling.   

 
Note that the further scaling only occurs if it is not possible to execute the proposed control in 
"t.  This second scaling may be necessary at times due to the non linear nature of the speed 
time profile for forward movement, and the linear nature of the controls produced by the 
Euclidean minimisation process which can produce a mismatch in the time required.  An 
illustration of the full adjustment process is shown in Figure 156 .  The second scaling is 
necessary here as the curvature proposed by the produced controls is larger than that expected 
from calculations taken from the actual path to be followed.  Due to this, the time allowed to 
reach the curvature is insufficient.  Therefore the second scaling is required in order to 
produce an arc that remains within the feasible limits.  Note that this arc retains the desired 
curvature, however, as it is shorter the speed travelled at is less and therefore more time is 
allowed for the required orientation change.  If the robot’s, time taken is based on curvature 
change, then the move will still not be possible, however, the error will exist over a smaller 
distance, which will result in less x,y error.  An additional reason for this being acceptable is 
that, as can be seen from Figure 156 , not meeting the proposed curvature will in fact reduce 
the x,y error. 
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Curvature attempted is 
larger than that expected. 

Subgoal 

Current state 

Point reached after "t (1st scaling) 

Point reached after "t (2nd scaling) 

 
 
 
 
 
 
 
 
Figure 156  The path, and the arc actually calculated to reach the sub goal.  Also shown are the arcs resulting from the 1st and 

second scalings. 

6.9.3 Summary of the Calculation of Controls 
Once the subgoal has been calculated, controls are required to move the robot towards it. 
 
Creation of controls is a two-step process.  The first step is geometric and achieved via a 
forward kinematics model of the robot.  The second consists of scaling the produced control 
to ensure that the robot moves the correct distance in the next time step.  As distance and time 
are controlled a given speed results.  As the distance is set via the speed vs. distance profile 
produced earlier the achieved speed will be optimum. 
 
The first step of creating controls that will move the robot to the subgoal is achieved via 
gradient descent over a forward kinematics model.  This is an established method that has 
been used previously in chapters 4 and 5. 
 
However, the cost function used here provides a better link between control and configuration 
space.  The cost used is a desired forward movement and orientation change as opposed to the 
(x,y) location used previously.  This change produces an increase in the speed of descent and 
removes potential local minima. 
 
The second step of creating controls is to scale the control created in the first step to ensure 
that the distance moved corresponds to an optimum speed. 
 
Scaling the controls is made possible by a “scaling vector” this is the same as has been used 
in chapters 3 and 5 and allows the controls to be scaled in a manner that produces a scaled arc 
with the same curvature but a different length.  
 
A second scaling may at times be necessary due to the non-linear nature of the robot’s 
achievable speed profile, and the linear nature of the produced controls.  This second scaling 
is achieved by recalculating the distance and orientation or curvature change that the robot is 
capable of during the next time step.  If these changes are greater than that achievable, then 
the control is rescaled to fall within these limits. 
 
The result of the above is that TOPTrack is capable of producing controls that move the robot 
along the path within a desired tolerance at an optimal speed. 

6.10 Time-Optimal Path Tracker Algorithm 
This section contains the algorithm for the time-optimal path.  The top-level algorithm is 
given first, followed by a more in depth version.  Cross-references are included wherever 
appropriate to the sections of this chapter that provide extra detail. 
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6.10.1 Top Level 
1. Create lookup tables. 
2. Use lookup tables to create speed vs. distance profile 
3. Use profile, and lookup tables to create subgoal and a speed to move towards it at 
4. Calculate controls to move towards subgoal using forward kinematics 
5. Execute controls 
6. Record any drift which has occurred during execution 
7. If(at end of path) – terminate 

Else go to 2 

6.10.2 Creation of lookup tables 
1. Speed table for forwards movement (6.6.1). 
2. Speed table for orientation or curvature change as in 1a (6.6.1). 
3. Minimum turning circle table for a given speed (6.6.2). 
4. Safe speed table for a given minimum turning circle (6.6.2). 
5.  (x,y) location for a given distance along the path (6.6.3). 

a. Create x and y splines parameterised by distance. 

6.10.3 Calculation Of Speed vs. Distance Profile 
1. Calculate the speed data sets to cover the sub goal distance of path ahead of the robot, or 

the distance required in order for the robot to come to a compete halt, whichever is 
longest (6.7.2). 

a. Minimum achievable speed. 
b. Minimum achievable speed assuming maximum acceleration is taken on the next 

move. 
c. Maximum achievable speed. 
d. Maximum safe speed (6.7.1). 

i. Calculate path segment curvature. 
ii. Lookup the maximum safe speed possible when executing the calculated 

path segment curvature 
iii. Calculate the maximum safe speed allowing for the steering actuators to 

move. 
iv. Take the smallest of the above. 
v. Repeat for all path segments up to the limiting distance. 

2. Create the maximum safe achievable speed profile via the comparison of the above data 
sets (6.7.3). 

6.10.4 Calculation of Subgoal 
1. Calculate the subgoal time from the above profile using the subgoal distance from the 

current location. 
2. Record the distance that the robot is expected to move over the next execution time step. 
3. Calculate the subgoal location from the lookup table in 6.10.2 (5) using the subgoal 

distance ahead of the robots current location. 
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6.10.5 Calculation of Controls 
1. Calculate arc-based subgoal from (x,y) subgoal. 
2. Initialise controls: 

If (no controls have been created) then assign random values. 
Else use the controls recorded at the end of the last descent. 

3. Calculate the cost gradients for each control axis. 
i. Take a small positive step along an axis and record the resulting cost. 

ii. Take a small negative step along the same axis and record the resulting cost. 
iii. Calculate cost gradient for this axis. 
iv. Repeat for all axes. 

4. Perform line descent across all axes. 
5. If (the timeout has not yet been reached) then go to 3. 
 Else record the final controls and continue. 

6.10.6 Execute Controls 
1. Adjust the controls to provide movement in adherence with the required speed profile 

over the next execution time step (6.9.2). 
2. If the resulting controls are infeasible then adjust in line with feasibility (6.9.2). 
3. Execute the modified controls. 

6.10.7 Record Drift 
1. Calculate the difference between the expected and actual end states 
2. Convert the difference into a percentage of the distance expected to move. 
3. Add drift to the forward kinematic model 

6.11 Testing and Results 
This section details testing undergone to prove TOPTrack functional, and the results of this.  
 
The robots used during testing are four different types of car-like and differential drive robots. 
 
In order to test the time optimality of TOPTrack, it will be run on a variety of paths and the 
time taken to execute each path will be compared with that gained from a perfect benchmark 
system.  In addition to this, all tests are also conducted on an algorithm that does not allow 
time for steering actuators to move.  A comparison with this ‘crippled’ system will show the 
benefit gained from allowance for steering actuator move time. 

6.11.1 Algorithms 
In order to show the effectiveness of TOPTrack, a comparison must be made with other 
algorithms.  The first algorithm is an analytical method and is used to provide a benchmark 
time for each path with 100% tracking accuracy.  A comparison with this algorithm will show 
how close TOPTrack is to a perfect system.  The second algorithm used is indicative of the 
algorithm currently in use that comes closest to achieving the aims of TOPTrack [108].  This 
algorithm ignores the time that is required for adjusting the robot’s steering and is identical in 
all other ways to TOPTrack.  Comparison with this second algorithm will show the extent of 
the improvement provided by the algorithm developed here. 
 
The following sub sections provide detail on the algorithms tested. 

6.11.1.1 A Perfect Benchmark 
The perfect benchmark system provides a speed vs. distance profile as well as a time for a 
given robot and path with 100% tracking accuracy. 
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The benchmark system for the creation of a time-optimal speed vs. distance profile is a three-
phase offline method and is slower than TOPTrack that was developed for online use.  The 
three phases are: 
 
1. Calculate a profile based on maximum achievable speed for the curvature of each path 

segment. 
2. Add steering constraints to this profile. 
3. Add acc/deceleration constraints to this profile. 

 
The perfect benchmark system is slower because it looks at the entirety of the path at once, as 
opposed to TOPTrack which only considers the distance required for the robot to come to a 
complete halt, and only produces a time optimal profile for the following $t.  It is not possible 
for the perfect benchmark method to consider small sections of the path at a time due to its 
method of working. 
 
The profiles resulting from each of the three phases are illustrated below (Figure 157 ) for a 
thruster or DD steered robot.  The profiles have speed represented on the y-axis, and distance 
on the x-axis.  The leftmost profile results from phase 1, the middle phase 2, and the 
rightmost phase 3. 
 

 
 
Figure 157  The three phases of creating a perfect benchmark speed vs. distance profile (1-3 from left to right) 
 
Following the creation of the time-optimal profile, the time required to execute the path may 
be calculated as the sum of the time required to execute small segments of the path.  Each 
segment’s time may be calculated from the length of the path segment divided by the speed 
taken over the segment.  The sample interval used along the path is 0.05m as this is deemed to 
provide a sufficient level of accuracy (as detailed previously 6.6.3). 
 
The following sub-sections provide detail on the three phases used in the creation of the 
benchmark time-optimal profile. 

6.11.1.1.1 Curvature Based Profile 
The first phase in the creation of the perfect time-optimal benchmark is the creation of a 
profile that allows adherence to the maximum speed at which the robot can travel for any 
given curvature.  This speed is directly obtained from the previously described lookup table 
created for this purpose (6.6.2).  This data may be used in a perfect benchmarking method as 
it is assumed to be perfectly accurate data that is supplied to the algorithm, and does not 
require any processing, therefore remains fully accurate.  An example profile resulting from 
the first phase is shown below (Figure 158 ), where the y-axis represents speed, and the x-axis 
represents distance. 
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Figure 158  Speed vs. Distance plot matched to curvature 

6.11.1.1.2 Addition Of Steering Constraints 
The second phase in the creation of the perfect time-optimal benchmark profile is to add the 
effects of the steering constraints to the profile produced in 6.11.1.1.1.  These steering 
constraints are the time required for the steering of the robot to be adjusted.  As mentioned 
previously (6.7.1) there are 2 types of steering accommodated by TOPTrack, and they require 
slightly different methods of accommodation. 
 
The first of these steering methods is car-like steering. If perfect tracking is to be maintained 
for an arc based path with discontinuous curvature, car-like steering requires the robot to 
come to a complete halt at the point of discontinuity, adjust the steering wheels to match the 
new curvature, and then continue.  Therefore accommodation of the steering constraint means 
adding a 0 speed point at all points of discontinuous curvature as stopping is indicated by a 
single point on a speed vs. distance profile where no distance is travelled.  In the case of the 
arc-based paths used here this will be at the end of every path segment.  The time required for 
the adjustment of the steering may be obtained from the lookup table regarding the 
adjustment of steering (as detailed in 6.7.1.2).   This steering adjustment time will be recorded 
for addition to the time required to traverse the path when this is calculated later.  An example 
profile for a car-like robot following phase 2 is shown below (Figure 159 ).  As previously the 
x-axis represents distance and the y-axis represents speed. 
 
 
 
 
 
 
 
 
 
 
Figure 159  Speed vs. distance plot matched to curvature and steering for a car-like robot 
 
The second method for adjusting steering is that of thruster-based or differential drive robots.  
These robots do not need to come to a complete halt in order to adjust the curvature executed.  
Instead the forward speed that may be achieved is limited by the orientation change that may 
be achieved.  The application of this limitation is therefore more complex to apply than the 
first method which simply requires 0 speed at the end of each path segment.   
 
In order to apply the speed restrictions required for this steering method, the achievable 
orientation change for a time step is calculated, and compared with the orientation change 
required per unit distance over the current path segment.  This comparison provides the 
maximum speed that the robot can travel at whilst adhering to steering constraints over the 
next time step. 
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Calculation of the orientation change that may be achieved over the next time step is 
conducted by use of the lookup tables as described previously (6.6.1).   
 
Speed profiles are produced working forwards considering only possible acceleration, and 
backwards considering only required deceleration along the path (see Figure 160 ).  Working 
along the path consists of finding each end of a path segment and producing a possible 
acceleration or required deceleration profile from this point.  Each profile produced extends 
from the speed given by the existing curvature based profile and stops at the end of the path 
segment. 
 
 
 
 
 
 
 
 
 
 
 
Figure 160  Discontinuities present after first pass 
 
It can be seen from the above plots that the two profiles are not compatible as there are 
discontinuities between the two.  These result when the robot is required to slow down in 
order to keep to the path whilst the steering actuators begin to move.  The achievable speed 
then rises again as the steering actuators move more quickly.  To remove these discontinuities 
the process is repeated, no new discontinuities will result because each profile is merely 
extending to meet the other (Figure 161 ). 
 
 
 
 
 
 
 
 
 
 
Figure 161  Second pass adding segments to remove discontinuities 
 
The minimum of the forward, backward, and curvature-based speed from the first phase is 
taken for each point on the path.  The process is illustrated in below (Figure 162 ). 
 
 
 
 
 
 
 
 
 
Figure 162  The process for fitting a speed vs. distance profile accounting for steering for a thruster based robot to an existing 
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6.11.1.1.3 Addition of Acc/Deceleration Constraints 
The third and final phase in the production of the perfect benchmark profile is the addition of 
acc/deceleration constraints on the forward movement of the robot to the profile produced in 
6.11.1.1.2. 
 
This phase is conducted a similar manner to that used for the second method of 6.11.1.1.2.  
The speed possible over a time step is calculated from lookup tables, and speed profiles are 
produced working forwards considering only acceleration and backwards considering only 
deceleration along the path.  As previously each profile is produced from the ends of a path 
segment.  However here profiles extend until the robot’s top forward speed is reached as 
unlike the steering actuator profiles they are unaffected by a change in path curvature. 
 
The minimum of the forwards and backwards worked speeds as well as the existing speed 
from 6.11.1.1.2 is then taken as the new maximum speed for this point on the profile.  This 
process is illustrated in Figure 163 (below). 
 

 
 
 
 
 

 
 

 
 
Figure 163  Process of fitting a speed vs. distance profile accounting for forwards acc/deceleration rates to a profile that accounts 

for steering dynamics. 

6.11.1.2 A Comparative System 
6.11.1.1 has provided details regarding a perfect benchmark system, this section details a 
third algorithm that will be used to demonstrate the effects of not allowing time for the 
adjustment of steering actuators.  This third algorithm is essentially a crippled version of 
TOPTrack identical in every way except that it does not allow time for adjustment of the 
robot’s steering.  The crippled form of TOPTrack is a useful comparison as the closest 
existing algorithm to TOPTrack does not account for steering adjustment time [108]. 
 
The crippled version of TOPTrack is produced by simply de-activating the sections of the 
algorithm that account for steering times (i.e. those detailed in 6.7.1.2). 

6.11.2 Test Paths 
The paths used during testing are a sequence of randomly generated arcs.  Two batches of test 
paths are used.  The first of these represents winding paths that are sufficiently high curvature 
as to affect the speed at which the robot can travel.  The second batch of paths represents 
gentler paths, these only contain curvatures that do not affect the speed at which the robot can 
travel.  However the discontinuity of curvature at the end of each path segment does affect 
robot speed. 
 
The first batch of paths is challenging due to the high curvature involved, however it is 
unlikely that the robot will reach high speeds on these paths as the curvature restricts the 
speed that is safely achievable.  The second batch of paths does not contain challenging 
curvatures, and segments are of a length that allows the robot to reach its maximum speed.  
Both batches are necessary in order to fully test TOPTrack’s ability to control robots. 
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Each batch of paths will contain segments that are of a bounded randomly varying length and 
curvature.  It is the setting of the bounds that marks the difference in the resulting paths; in 
addition the first batch will contain paths of a shorter length than those in the second batch.  
Both batches will vary the bounds used in accordance with the robot being tested to ensure 
that paths are of a length and curvature that is challenging to that particular robot.  This 
variation is necessary due to the widely varying abilities of the robots tested.  An example is a 
path that is very high curvature for a truck robot is of very low curvature from the perspective 
of the much smaller and more agile khepera robot.  The rules for setting the variation in 
turning circle, the segment length, and the minimum path length for each batch are given in 
Table XXV below.  These rules essentially amount to normalisation of the path for the robots 
parameters. 
 

Table XXV – Path Specification Overview 
Batch Turning circle Segment length Minimum path length 

Batch 1 
Turning circles 

affected by robot 
speed 

Sufficient to allow a full circle at the 
robot’s minimum turning circle (MTC) 

(2"!MTC) 

Sufficient to allow the robot to reach its top speed 
and decelerate back to a full stop if the path were a 

straight line 

Batch 2 
Turning circles 

not affected by the 
robot’s speed 

Sufficient to allow the robot to reach 
its top speed and decelerate back to a 

full stop 
10 times the segment length 

 
The variables used to define the paths used for each robot used are detailed in Table XXVI 
below (R = curve radius). 
 

Table XXVI – Path Specifications 
Batch 1 Batch 2 Robot 

R Segment length Min path length R Segment length Min path length 
Fast, tracked 1 ) 10 0.25" ) 2" 100 10 ) 20 15 150 

Tank 2 ) 20 0.5" ) 4" 750 120 ) 478 750 75,000 
Heavy towing 

(crawler) 1) 2 0.25" ) 2" 65 2.1) 8.3 13 130 

Small indoor 
differential drive 

(Khepera) 
0.05 ) 0.3 0.0125" ) 0.1" 3 0.3 ) 0.6 0.16 1.6 

Car 1 ) 10 0.25" ) 2" 100 10 ) 20 15 150 
Truck 2 ) 20 0.5" ) 4" 750 120 ) 478 500 75,000 

Slow quad bike 1 ) 2 0.25" ) 2" 65 2.1 ) 8.3 13 130 
Toy car 0.15 ) 1 0.0375" ) 0.3" 9 1 ) 2 0.16 1.6 

 
A total of 100 random paths will be generated and tested for each of the algorithms.  Four 
example paths are shown below (Figure 164 ). 
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Figure 164  Four examples of the paths used in testing. 

6.11.3 Architectures 
TOPTrack claims to be generic, therefore it is necessary to test it on more than one robot 
architecture.  As mentioned previously, all ground robots may be grouped into one of two 
categories that define their steering characteristics.  An example is therefore chosen of each of 
these two categories (categories defined previously in 6.3 & Figure 132 ) for testing.  The two 
robots chosen are a car-like and a differential drive robot.  These robots are commonly used 
within the research community and diagrams as well as their forward kinematic models are 
the same as those used in chapters 3,4 and 5. 

6.11.4 Speed and Steering Adjustment Profiles 
A key requirement of TOPTrack is its ability to handle robots of differing acc/deceleration 
and steering profiles.  In order to test this ability a number of significantly different profiles 
are required.  Eight different sets of profiles have been selected (four for each robot type) 
which cover a range of realistic vehicles.  The important characteristics of these profiles, and 
the type of vehicle they represent are given in Table XXVII (below). 
 

Table XXVII – Robot Specification Overview 
Top 

speed Acceleration Deceleration Steering Degree of variance in 
feasible turning circle Represents 

Fast Fast Slow Fast Large High powered heavy vehicle 
Fast Fast Fast Fast Large High powered light vehicle 
Slow Slow Fast Slow Small Low powered light vehicle 
Slow Slow Slow Slow Small Low powered heavy vehicle 

 
The specific robot characteristics used, and the types of robot they represent are given in 
Table XXVIII below. 

y 

x 
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Table XXVIII – Robot Specifications 

Robot 
Top 

Speed 
(m/s) 

Time to 
reach top 
speed (s) 

Time to stop 
from top 
speed (s) 

Time to full steering (s) 
or 

Maximum orientation change 
speed (radians/second) 

Minimum turning 
circle range (m) 

Fast, tracked 10 3 1 "/2 (r/s) 1 ) 10 
Tank 10 100 50 "/4 (r/s) 2 ) 20 

Heavy towing 
(crawler) 1 20 10 "/50 (r/s) 1) 2 

Small indoor 
differential drive 

(Khepera) 
0.5 0.2 0.1 " (r/s) 0.05 ) 0.3 

Car 10 3 1 1 (s) 1 ) 10 
Truck 10 100 50 5 (s) 2 ) 20 

Slow quad bike 1 20 10 2.5 (s) 1 ) 2 
Toy car 0.5 0.45 0.1 0.1 (s) 0.15 ) 1 

6.11.5 Adding Drift 
Drift is added by perturbation of control execution in the same manner as used in chapters 
3,4&5.  The level applied is 40% as in chapters 4 and 5.  Sensor error is not applied here as 
this has been seen to be countered in chapters 4&5, in addition, a lack of sensor error here 
allows the performance of the drift correction methods used in chapters 4 and 5 to be 
observed in an environment whereby sensor error is not present. 

6.11.6 Data Gathered  
The data gathered during each test run relates to the assessment of TOPTrack’s claims.  The 
most important of these is near time optimality, as it is the main concern of the method.  This 
claim will be tested by recording the time taken to execute a path and comparing this with the 
optimal time as given by the benchmark profile (described earlier 6.11.1.1).  The closer to the 
optimal time, the greater the degree of time optimality, it is important that TOPTrack 
performs better than the second algorithm, that of the crippled system. 
 
The second claim to be tested is that the path is tracked to a high degree of accuracy.  This 
will be recorded by measuring the distance from the robot’s location to the path every 50ms.  
In the absence of drift TOPTrack should be able to stay within the robot’s width of the path 
and should outperform the second example algorithm at all times.  Robot width is equal to the 
minimum turning circle for each robot used here. 
 
The third claim to be tested is drift resistance.  This claim is tested by the application of drift, 
if drift is countered, then the time optimality should be maintained, as should the path 
tracking. 
 
Claims of genericity are tested by the use of a range of robot speed and steering adjustment 
profiles, as well as the use of two different robot architectures.  If genericity is present, then 
TOPTrack should perform equally well with respect to both the benchmark and crippled 
version of the algorithm for all robots and profiles. 

6.11.7 Summary Of Results 
As the values within Table XXIX and Table XXX are averaged values, an examination has 
been conducted on the range and standard deviations of the underlying data populations.  This 
examination has concluded that the standard deviations and ranges are sufficiently low as to 
show that the averages are representative of the underlying data.  The full examination may 
be seen in Appendix H. 
 
The results of the testing described above reveal that TOPTrack is able to function as 
expected.  This is to say that it is able to control all robots with all profiles, for all paths, 
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under all drift conditions outperforming the ‘perfect’ algorithm in terms of time, and the 
‘crippled’ algorithm in terms of accuracy and reliability. 
 
Drift has had no noticeable effect on the performance of the algorithm.  This is an important 
result as it shows that the drift that was not countered in chapters 4 and 5 was due to sensor 
error, and not a lack of capability in the drift countering method regarding control execution 
error. 
 
The times recorded for the paths executed via TOPTrack are all less than those produced via 
the model answer.  The decrease in time taken is achieved by following a smoother path than 
that followed by the ‘optimal’ method, and also due to allowing non-zero tracking error.   
 
Path smoothness is increased (compared to the ‘perfect’ algorithm) due to the effect of using 
a pure pursuit method based on using arcs to obtain subgoals (6.7.1).  Increased path 
smoothness means that the robot is able to adjust the steering actuators with less of a 
reduction in speed, therefore the average speed of the robot is increased.   
 
Allowing a non-zero tracking error allows for an increase in speed (compared to the ‘perfect’ 
algorithm) as it allows the robot to trade-off increased speed with decreased tracking.  This 
has to be a trade-off as the speed increase stems from travelling faster than is required in 
order to allow the steering actuators to move if the path were to be followed exactly.  
Allowance for non-zero tracking error is produced by the use of single arcs to connect the 
robot to the current subgoal, and the fact that these arcs will not always exactly match the 
path to be followed (6.8.1). 
 
The crippled method also achieves a reduction in execution time (compared to the ‘perfect’ 
algorithm), this is because the processing of the paths does, for some robots, mean that the 
steering time does not need to be accounted for.  However, at times steering does need 
accounting for, these situations result in a breakdown in tracking performance (compared to 
both the ‘perfect’ algorithm and TOPTrack). This break down in performance sometimes 
results in the cutting out large sections of the path but at times it prevents the robot from 
reaching the goal (both shown later 6.11.9). 
 
The tracking errors for TOPTrack are less than 50% of each robot’s width.  In contrast the 
crippled method has errors of up to 81% for successful tests, and up to 390% for tests that cut 
out large sections of the path.  The crippled method’s errors are largest for the fastest (in 
relation to steering speed) robots, as these move the robot the furthest distance before the 
steering has had time to change.  Evidence for this can be seen in an increase in tracking error 
for the results of the high-speed paths.  In contrast, TOPTrack tracking errors are in most 
cases reduced for the faster paths.  This reduction in tracking error results from the decreased 
curvature change between path segments in the fast paths compared to those in the slower 
paths as described in 6.8.1. 
 
These results allow the TOPTrack algorithm to be deemed a success as it has achieved a 
better level of time optimality than the perfect example, and proven more reliable than the 
crippled algorithm.  In relation to existing algorithms it has been shown that it is possible to 
produce near time-optimal paths by use of lookup tables and without complex sensors or 
robot models.  The only other method to have attempted this [108] has not accounted for time 
to adjust steering actuators and would therefore fail for the ‘crawler’ robot controlled here (as 
demonstrated by the ‘crippled’ algorithm).  Finally, TOPTrack has also shown that it is able 
to deal with a significant amount of unpredictable drift that has not been attempted by 
previous methods.
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6.11.8 Data Tables 
The data tables shown below (Table XXIX & Table XXX) summarise the data collected, and 
allow a comparison of the 3 algorithms to be made.  All table entries are averaged over 100 
runs.  The time values are a percentage of that given by the perfect benchmark.  Tracking 
error percentages are given as a percentage of the robot radius.  Fail denotes a robot and 
method whereby over 75% of the tested runs ended in failure.  Note that no runs for 
TOPTrack ended in failure. 
 

Table XXIX – Slow Speed Path Results 
TOPTrack Crippled 

DD Car-Like DD Car-Like Robot 
 

%Time Track Error 
(cm) %Time Track Error 

(cm) %Time Track Error 
(cm) %Time Track Error 

(cm) 
Fast, tracked / 

Car 89 40 (40%) 55 40 (11%) 106 68 (68%) 52 1 (100%) 

Tank /  
Truck 39 99 (49%) 20 99 (49%) 39 99 (49%) 19 99 (49%) 

Crawler / 
Quad 89 38 (38%) 36 37 (37%) Fail Fail 79  45 (45%) 

Khepera /  
Toy Car 95 1.9 (38%) 68 6.4 (43%) 94 1.8 (36%) 68 8.5 (57%) 

 
Table XXX – High Speed Path Results 

TOPTrack Crippled 
Differential Drive (DD) Car-Like Differential Drive (DD) Car-Like Robot 

DD/Car-like 
%Time Track Error 

(cm) %Time Track Error 
(cm) %Time Track Error 

(cm) %Time Track Error 
(cm) 

Fast, tracked / 
Car 67 36 (36%) 24 36 (36%) 59 77 (77%) 24 81 (81%) 

Tank /  
Truck 78 73 (37%) 53 73 (37%) 78 73 (37%) 53 73 (37%) 

Crawler / 
Quad 82 10 (10%) 48 10 (10%) 40 390 (390%) 47 65 (65%) 

Khepera /  
Toy Car 59 0.5 (10%) 33 1.3 (9%) 59 1.8 (36%) 65 11 (73%) 

6.11.9 Example Paths 
This section contains example paths for the TOPTrack and crippled algorithms.  These 
examples allow visual comparisons to be made, and illustration of the particular locations 
where the crippled method fails. 
 
The plots shown in Figure 165 (below) relate to the crippled algorithm running the ‘truck’ 
robot.  Blue indicates the path to be followed, and red indicates the path taken.  The plot on 
the left shows a case whereby the crippled method has cut a significant portion of the path, 
but has succeeded in reaching the (x,y) location of the end of the path.  The plot on the right 
shows a case whereby path tracking is lost to such a large extent that it cannot be regained. 
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Figure 165  Examples of failure of the crippled method, blue denotes the intended path, red the actual path executed. 
 
The plots below (Figure 166 ) show the performance of the TOPTrack algorithm for the same 
paths displayed as executed by the crippled algorithm in Figure 165 .  It may be seen from the 
right-hand plot that the tracking is weak when the path contains consecutive sharp left and 
right turns.  However it may also be noted that the performance is far better than that given by 
the method that does not allow time for steering adjustment. 

 
 
Figure 166  Examples of successful path tracking by TOPTrack, blue denotes the intended path, red the actual path executed. 

6.12 Conclusions, Limitations, And A Proposal For Improvement 

6.12.1 Conclusions 
A method has been presented in this chapter that produces a time-optimal speed vs. distance 
profile for a given path.  This profile incorporates the both the forward and steering dynamics 
of the robot.  A subgoal is created from this profile, and the controls required to move 
towards it are calculated via gradient descent using a forward kinematics model.  The entire 
process is repeated at 50ms intervals until the goal is reached. 
 
TOPTrack is generic and does not require in depth models of the robot to be controlled, this 
has been shown to be possible by the novel use of lookup tables, which describe the robots 
forwards movement and steering capabilities.  Using high-level information allows 
abstraction from the inner workings of any one robot, whilst allowing for a wide range of 
robots to be controlled. 
 
TOPTrack has been tested on four varieties of both differential drive and car-like robots, and 
has been found to function as expected, both with and without drift.  As such it provides the 
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only known method for time-optimal path tracking in wheeled robots that considers both the 
forward and steering dynamics without the use of complex models. 
 
During the development and testing of TOPTrack a number of assumptions have been made 
regarding the robot used, the environment, and the knowledge available.  These assumptions 
have been listed earlier (6.4).  However a recap on the effects and inherent limitations they 
present is provided here. 
 
Paths are assumed to be both provided and feasible, and it is acceptable for the path to be 
achieved within a given tolerance.  If 100% tracking accuracy is required then TOPTrack 
cannot be guaranteed to provide optimal performance.  This is due to the fact that TOPTrack 
takes advantage of the allowed tolerance to allow the use of a pure pursuit methodology and 
arc travel.  Such a methodology cannot provide 100% accuracy and therefore a re-working of 
the method used to set subgoals and plan movement would be required. 
 
The robot is assumed to be capable of receiving and responding to commands that are issued 
at a frequency of 20Hz.  This is vital to TOPTrack’s ability to provide near optimal 
movement and accurate path tracking.  Slower response times would mean slower course and 
speed corrections and therefore decreased performance. 
 
In line with the robot’s abilities to respond to high frequency control inputs, the robot is also 
assumed to have sufficient processing power to meet TOPTrack’s needs (here a 1.87 GHz 
Intel Core Duo processor and 2GB of RAM was used), either directly or via a host computer. 
 
In line with the processing power constraints given above, TOPTRack is able to operate at a 
cycle rate of 20Hz.  This value is deemed sufficient as it has allowed the performance 
observed in the results section to occur.  A higher cycle rate would increase performance as 
the updates of the linear controls would occur more frequently.  This higher update rate would 
allow improved time optimality and drift counteraction. 
 
The robot is assumed to be capable of moving in arcs, this is possible for all tracked and 
wheeled ground vehicles, however there may be some for which this is not feasible, and 
TOPTrack is therefore not applicable to. 
 
TOPTrack has not provided resistance to error in sensing the robot’s location, however it is 
possible to correct for such errors as has been seen in chapters 3-5. 

6.12.2 Limitations 
Outwith the assumptions made, TOPTrack has 2 main areas of limitation; the first of these is 
that it is restricted to 2D spaces.  It is however thought to be possible to overcome this 
restriction, and the reasons behind it are explained in the first sub section (6.12.2.1).  The 
second limitation is due to a weakness in the lookup tables used.  This is that the tables are 
only appropriate for a single fixed travel surface.  As with the 2D space limitation, this is 
thought possible to overcome, the reasons behind the limitation itself are provided in the 
second sub section (6.12.2.2), and a proposal for improvement is given in (6.12.3). 

6.12.2.1 Extension To 3D (x,y,z) Spaces 
This chapter thus far has dealt exclusively with x,y spaces, as this is the current state of the 
algorithm.  It is theoretically possible for the algorithm to be extended to 3D spaces, however 
a number of factors would need to be considered. 
 
1. The handling of excessive drift (6.5.1.1) uses a geometric 2 arc and single line method.  A 

similar method would be required which is compatible with 3D spaces. 
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2. The added dimension presents added orientation change components which would need 
to be computed.  This will slow down the cycle rate of the algorithm by roughly 10% for 
each added component (based on the proportion of time currently used accounting for 
speed of orientation or curvature changes). 

3. 3D forward kinematics take longer to calculate (as demonstrated in 3.12.6.2), and 
therefore this too will slow down the cycle rate of the algorithm. 

4. This slow down in the cycle rate of the algorithm would mean that larger distances would 
be covered in each time step, this would reduce the effectiveness of the algorithm in 
countering drift as the basic method employed relies on rapid updates to function. 

5. The slow down would also increase the effects of using linear control transitions to 
represent non-linear acceleration characteristics.  This would mean that corner cutting 
resulting in the 2nd scaling seen in 6.9.2 would be occur more frequently.  The time 
optimality of the system would also be reduced, as discrete controls would not 
approximate continuously changing control levels as effectively. 

6.12.2.2 A Single Travel Surface 
The lookup tables used in this chapter are appropriate for a single travel surface only.  This is 
due to the fact that they describe the limits of robot adhesion.  Adhesion is related to the 
amount of friction available between the robots tyres and the physical travel surface.  This is 
therefore dependant on the nature of the travel surface.  If the robot is travelling in a 
controlled indoor environment, then the surface may not be subject to change and the tables 
remain valid for the whole path.  However, if the robot is used in outdoor environments, in 
varying temperatures and weather conditions, then the surface will be subject to change.  This 
may be due to the surface physically changing, as the robot moves from tarmac to grass, soil, 
gravel, or sand.  Or it may be due to weather conditions such as rain, or ice which can vastly 
decrease the available tyre to surface friction. 
 
Once the data contained in the lookup tables is incorrect, the robot will be unable to follow 
the desired path.  TOPTrack is particularly vulnerable to surface changes as it is travelling at 
a time-optimal speed.  This is by its very nature travel at the edges of grip in order to achieve 
the highest possible speeds throughout the path.  Once the data becomes inaccurate this high-
speed travel is likely to result in the robot spinning, flipping, or crashing. 

6.12.3 Proposal For Improvement 
This section details a proposal for the improvement of TOPTrack.  The area chosen for 
improvement is that of the lookup tables only being appropriate for a single travel surface.  
The proposal consists of updating the tables in line with the conditions experienced by the 
robot.  This will consist of shifting the data within the MTC table, and applying limits to the 
robots forward acc/deceleration.  For example, if the surface becomes more slippery the 
minimum turning circle (MTC) applicable for a given speed will increase, however, this 
turning circle will still be relevant for lower speeds.  Therefore the table’s MTC data is 
shifted as shown in Figure 167 . 
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Whilst travelling at 4ms-1 the MTC achievable is measured to be 2, because of this MTC table 
data is shifted one space to the left.  This shift occurs as the MTC data present one step to the 
left is 2. 
 
Initial table: 
 
Speed 0 1 2 3 4 5 6 7 
Minimum turning circle 0.15 0.15 0.15 0.5 1 2 3 4 
 
Shifted table: 
 
Speed 0 1 2 3 4 5 6 7 
Minimum turning circle 0.15 0.15 0.5 1 2 3 4 4 
 
Figure 167  Tables showing the shift applied for an example wheel slip. 
 
Regarding the forward acc/deceleration of the robot, limits will be applied that cause the 
robot to remain within safe levels of acc/deceleration.  The application of these limits will 
consist of re-creating the speed tables using data that have been altered from that given to 
TOPTrack.  The alteration would consist of re-calculating the speed vs., distance profile with 
a limitation placed on the achievable acceleration.  As less acceleration is applied, less 
friction is required in order to move the robot at this rate, and therefore less slippage will 
occur.  If the limit is placed correctly, then no slippage will occur. 
 
The following chapter will further detail these changes, and document the testing of the 
improved system. 
 

Whilst travelling at 4ms-1 the minimum 
turning circle (MTC) achievable is found 
to be 2, because of this the MTC table 
data is shifted one space to the left. 
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Chapter 7 – Detection And Prevention Of Slip (DAPOS) 

7.1 Chapter Overview 
This chapter addresses the problem of compensating for wheel-slip in mobile robots.  The 
problem is independent of paths, and is based solely on the robot in use and the travel surface.  
The problem contains two parts.  First is the identification/prediction of the wheel-slip that 
has occurred/will occur, this should be detected in a manner that does not allow confusion 
with other forms of drift such as side winds (i.e. power-through drift (2.8)).  The second part 
of the problem is recommending a course of action that will avoid the wheel-slip drift. 
 
The approach uses the lookup tables from the previous chapter in order to provide a 
prediction of the upper and lower limits of feasible robot acc/deceleration speed-curvature 
pairs that avoid wheel-slip.  The data contained within these tables is accurate for a single 
ideal travel surface, therefore if the travel surface changes then the tables become inaccurate 
and require updating.  It is this updating of the tables which is not provided by the method in 
chapter 6.  In addition, whereas chapter 6 provides robot controls and time-optimality, this 
chapter is solely concerned with the detection of wheel-slip, and making recommendations to 
overcome this.  The algorithm detailed in this chapter will be referred to as DAPOS, which 
stands for Detection And Prevention Of Slip. 
 
The algorithm contains 5 distinct phases, these are:  
 
1. Drift detection  
2. The calculation of wheel-slip compensation from current (non-zero) feedback.  This is 

applied when slip is detected. 
3. The calculation of power-through drift 
4. Calculation of wheel-slip compensation in the presence of zero valued feedback.  This is 

applied when slip has been detected and removed on a previous iteration via step 2.  This 
step is required as slip-less travel at the current (adjusted) speed  / acceleration does not 
mean that the travel surface can support the original (higher) speed / acceleration. 

5. Calculation of wheel-slip compensation / prevention adjustments that are applied to the 
lookup tables. 

 
Each time the robot moves, a comparison is made between its expected movement, which is 
gained via a forward kinematics model, and the actual movement. An estimation of which is 
gained from an external localisation source such as GPS, and sensors on the robot’s steering 
and driving wheels.  The comparison of expected and actual movements allows the 
calculation of slip.  Countermeasures are then calculated to counteract any detected wheel-
slip.  These countermeasures consist of limits on the robots movements in line with those that 
have been proven to be possible (on the last move), as opposed to those that were expected to 
be possible.  Any power-through drift is isolated from the total drift that has occurred, it can 
then be countered by other algorithms such as that in 3.11.  Should no wheel-slip have been 
detected, a reduction in existing countermeasures is calculated.  Simple and quick to make 
changes to the tables are then applied to account for the robot’s new ability to acc/decelerate 
and corner at speed on the new travel surface. 
 
The specific contribution made by this approach is the combination of wheel-slip prediction 
and reaction to changes in slip resulting from any changes to the travel surface.  It is 
important to note that only basic sensors giving the robot’s location and orientation, and the 
movement of the steering and driving wheels, together with a forward kinematics model are 
used.  In addition to this DAPOS is path independent; DAPOS is based solely on the robot 
itself and the travel surface.  Finally, DAPOS is also capable of calculating drift that has 
occurred due to non wheel-slip sources, although no recommendations are produced for the 
avoidance of this drift.  The reason that no recommendations are produced is that the course 
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of action taken in previous chapters is still applicable here, and need not be produced by 
DAPOS. 
 
DAPOS has been tested for a variety of levels of both wheel-slip and power-through drift.  
Throughout testing it has shown the wheel-slip may be distinguished from power through 
drift, and that suitable recommendations may be made. 
 
The chapter is organised as follows, firstly a review of relevant work in the field is given.  
Next is a list of assumptions made by DAPOS, and the algorithm as well as an overview of its 
operation.  Following this, fine detail is supplied relating to each of DAPOS’s components 
before documentation regarding the testing of DAPOS.  Finally, conclusions are drawn as to 
DAPOS’s effectiveness, its limitations, and potential future work. 

7.2 Relevant Work 
Wheel-slip drift has been an active topic of research since 1916.  The topic originated in 
relation to longitudinal slip in railway locomotives as a way of maximising speed, and 
reducing wear and tear [26]. 
 
The field has evolved with the advances made in technology and is now applied to 
autonomous mobile robots [4, 5, 14, 20, 21, 39, 50, 56, 60, 61, 64, 84, 94, 97, 103, 109] as 
well as human driven cars [90, 129], and there is also still an active topic of research in regard 
to railway traction and braking control systems [116].  The added freedom of movement that 
stems from running without rails means that the definition of wheel-slip has extended to 
include lateral as well as longitudinal slip. 
 
Today there are various methods for detecting and avoiding wheel-slip drift.  These fall into 
two different groups, predictive and reactive. 
 
Predictive methods [4, 5, 20, 50, 56, 97] are able to calculate the wheel-slip that is likely to 
occur before the robot moves.  There are many ways of achieving this; the common element 
amongst these is that they must be able to detect the terrain in front of the robot before they 
travel over it. 
 
Visual methods use either cameras mounted on top of the robot [4, 5, 20] or other optical 
sensors mounted low down on the front of the robot [97].  These methods classify the terrain, 
and the use a lookup table to estimate the friction likely to exist between the robot wheels and 
the travel surface.  This in turn allows the calculation of the slippage that will occur for the 
application of any given steering or driving force through the wheels. 
 
Tactile wheel methods [56] make use of a special wheel that is equipped with sensors that are 
able to detect levels in the deformation of the tyre.  Using this they are able to estimate the 
forces that are acting on the tyre. 
 
Both of these methods have their respective disadvantages, visual methods carry a certain 
computational overhead in the classification of the terrain, they also require certain light 
levels and/or dedicated light sources and specialised camera equipment in order to function.  
Tactile wheel methods require the specialised and expensive wheels to be present on the 
robot. 
 
Reactive methods [14, 21, 39, 60, 61, 64, 90, 94, 103, 109, 129] calculate the slip that has 
occurred during the last move made by the robot.  This calculation of slip can then be used to 
calculate a future move that will not suffer from wheel slip, assuming that the surface 
conditions have not changed.  Reactive methods may be separated in to two main groups, 



Chapter 7 – Detection And Prevention Of Slip (DAPOS) 

 Page 217 

those that make use of an external localisation source, such as a radio beacon or GPS signal, 
and those that do not. 
 
Methods which make use of an externally created signal [14, 21, 39, 60, 61, 64, 103, 129] are 
able to compare the actual movement of the robot (x,y) location, orientation, and driving and 
steering wheels, with the expected movement.  They are therefore able to calculate any 
discrepancies that exist.  These discrepancies define the wheel-slip that has occurred. 
 
Methods that do not make use of an external reference source [90, 94, 109] use a highly 
defined vehicle model and either an estimation of, or a known value for a friction co-efficient 
which describes the available friction between the travel surface and the robot’s tyres.   
 
There are a wide variety of methods available for estimating this friction co-efficient, and a 
comprehensive review is given in [84]. 
 
As with predictive methods, reactive methods also have their disadvantages.  External 
localisation source (ELS) based methods rely on this external source, and cannot function in 
environments where one does not exist.  An example where external reference based methods 
are not used is space exploration such as extraterrestrial planetary rovers.  In addition, ELS 
methods can suffer from dead spots or low accuracy whilst still on earth when line of sight to 
the localisation source is not available.  Other disadvantages can be low accuracy and/or data 
refresh rate depending on the environment or receiver used.  Friction co-efficient methods 
require highly detailed models of the robot to be controlled, in addition, the sensors used can 
be extremely costly.  The requirement that these sensors be present is not always feasible for 
low cost robots. 
 
The above has described the methods in which wheel-slip is detected, the following will 
describe the methods by which wheel-slip is overcome. 
 
Methods for wheel-slip prevention are, as with methods for detection, widely varied.  
Examples include, varying the applied acc/deceleration [14, 64, 90, 129], torque [56, 109], or 
steering applied [14, 50, 60, 61, 64, 94, 103], and varying the physical robot itself, for 
example all wheel steering [94], dynamic suspension [90] or chassis control [50]. 
 
There are clear advantages to a method that controls wheel-slip by use of varied 
acc/deceleration and steering input, as this method is applicable to any robot.  The advantages 
of all other methods are that they are more effective as a result of the extra complexity 
required.  The disadvantages of other methods are a lack of general applicability due to the 
extra data that is required and may not be available for all robots. 
 
Previous work has been conducted by other authors using GPS estimation of wheel-slip. 
Hellstrom [39], Low [64], and Zhang [129] use purely reactive methods which do not 
incorporate any prediction of future effects other than those based on current feedback from 
the last move made.   Due to this, there is always short delay before wheel slip is accounted 
for.  This delay will not always occur for DAPOS due to the predictive abilities provided by 
use of the tables.  These mean that a memory is provided of current conditions that allows 
preventative measures to be taken even in the absence of feedback, therefore a short delay is 
only present when this memory proves to be inaccurate.  Lenain ’06 [61] uses a receding 
horizon method to predict the slip which will occur in the future.  However, this work 
counters only lateral sliding, and countering is steering based only.  Cairou extended this 
work in 2010 [14] to match a reference speed, however, speed is assumed to be separable 
from lateral slip.  This separation is not always viable, as has been recognised in [109], the 
available friction between the driving wheel and the travel surface is limited.  As adding more 
driving force reduces the available friction for steering when steering and driving are 
achieved using the same wheels, increasing speed to account for a negative longitudinal slip 
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is likely to cause lateral slip.  Examples whereby this is the case are front wheel drive car-like 
robots and differential drive robots. 
 
DAPOS combines predictive and reactive methods, uses an external localisation source to 
deduce its movement, and uses varying acc/deceleration and steering inputs to avoid wheel-
slip.  These features allow DAPOS to be applied to a wide range of inexpensive robots (where 
[4, 5, 20, 50, 56, 90, 94, 97] cannot be applied), and where little data is available (where [56, 
90, 94, 109] cannot be applied).  Thus DAPOS provides a significant contribution. 
 
The predictive aspect of DAPOS is provided by the lookup tables used in chapter 6.  These 
tables allow projections to be made on how the robot may move over a brief time interval 
without incurring wheel-slip for the current travel surface.  The reactive aspect of the method 
is to make adjustments to these tables based on the robots actual performance over the last 
move made.  These adjustments update the tables to ensure that they are kept relevant to the 
current travel surface.  As the tables are kept relevant, should the travel surface change at a 
lower frequency than the table updates, then the predictive aspect provided by the tables will 
ensure that wheel-slip does not occur.  It is reasonable to suppose that this will be the case 
because the tables are updated at a rate of 20Hz.  
 
A block diagram depicting the 5 phases of DAPOS is given below (Figure 168 ), operations 
performed by an external algorithm such as that in chapter 6 are shown in grey: 
 

 
Figure 168  Block diagram depicting the operation of DAPOS.  Grey depicts operations performed by an external algorithm. 
 
The contribution made by this method is that it is (as far as this author is aware) the first to 
use basic sensors, a forward kinematics model, and lookup tables to combine predictive and 
reactive avoidance of wheel-slip by adjusting both steering and acceleration of the robot.  
This is significant as it allows application to a wide range of robots using very little data. 

7.3 Requirements For Slip Compensation  
This section details the general requirements for any algorithm that is to provide both 
predictive and reactive behaviour relating to and combined with overcoming wheel-slip drift. 
 
A major difference between power-through and wheel-slip drift is that all power-through 
drifts may be dealt with in the same manner, regardless of the variable in which the drift is 
occurring.  This is because the required solution in each case is to cause more or less 
movement in that particular variable in direct response to the under or over-shoot detected in 
that variable.  This is to say that an undershoot of 10% in a particular variable will trigger a 
move of the required amount +10% to counter the detected drift (see 3.11).  This is not the 
case for wheel-slip drift, as the response requires some specialisation in relation to the 
variable in which the drift has been observed.  In some cases it is the severity of the variable 
change that must be reduced, and in other cases it is the change itself that must be limited.   
For example, wheel-spin requires a response that reduces the acceleration of the robot.  This 
will cause the wheels to turn more slowly, thus allowing the robot to gain more traction, thus 
increasing the distance moved.  In contrast to this, under-steer (as illustrated in Figure 169 ) 
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requires a different course of action.  In this case the wheels that steer the robot lose grip, and 
therefore it is unable to achieve the desired curvature.  What is required here is a reduction in 
the maximum curvature attempted for this speed.  Another way of viewing this is that a lower 
speed is required for this curvature to be executed.  It is for the higher-level method which 
makes use of the slip compensation algorithm to decide which of these options is taken.   
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 169  Diagram showing the effects of over and under-steer on the movement of a car-like robot. 
 
Note that in both of these cases the power-through approach would make things worse.  For 
wheel-spin an undershoot in forwards movement would be detected, this would result in a 
response of greater acceleration, this in turn produces less forwards movement and the cycle 
continues until the robot is at a standstill with its wheels spinning.  For under-steer the under-
shoot in the turn achieved would result in trying to turn more sharply, this again would be 
fruitless and result in less and less achieved turn. 
 
An illustration of the poor performance of power-through drift compensation when faced with 
wheel-slip drift in general form is given in Figure 170 . 
 
 
 
 
 
 
 
 
Figure 170  General form of feedback loop resulting in poorer and poorer performance when a power-through drift compensation 

method encounters wheel-slip drift. 
 
In order to produce responses to remove wheel-spin drift, more apriori insight is required into 
the robot itself, and what each of the variables represents.  Therefore wheel-spin drift is 
detected and removed dynamically in real time using a combination of apriori and live sensor 
information.  More data is also required during the running of the robot in order to correctly 
identify the drift that is occurring.  Movement catering solely for power-through drift requires 
only knowledge of the robots location and orientation at all times.  In contrast, wheel-slip 
drift also requires knowledge of the movement of actuators placed on the robot as well as 
their functions. 
 
Memory is helpful in removing wheel-slip drifts as it enables the robot to predict future drift 
and perform pre-emptive measures.  This may seem to be the same description as the 
overcoming of power-through drift.  However, a key difference on the drift types is that 
power-through drift provides constant feedback of its current amplitude in each variable, 
whereas wheel-slip drift only provides feedback whilst it is not being countered.  Therefore, 
should a power-through source drift cease to be active, this will immediately become obvious, 
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but for wheel-slip drift it will not.  Hence a memory is useful to ensure that DAPOS is kept 
aware of (remembers) the surface conditions.   
 
An example of this is a side wind, the robot may power-through this by steering into the 
wind, if this wind ceases, then the robot will be compensating for a force which no longer 
exists and will begin overshooting its targets.  This will be immediately obvious, and 
therefore the power-through reaction created by the wind may be cancelled, this is illustrated 
in Figure 171 (below).  
 
 
 
 
 
Figure 171  Diagram showing that it is immediately obvious when power-through drift (in this case a sidewind) is both added 

and removed. 
 
In contrast, wheel-spin caused by a patch of ice will result in slower movements being made 
by driving wheels.  Once the ice has been travelled over, and tarmac resumes, it will not be 
obvious to the robot, this is because the same slow movement will not produce a different 
response on tarmac to that found on ice.  The robot will therefore continue to move slowly.   
 
The lack of feedback for wheel-slip drifts gives rise to the need for memory, as opposed to 
reacting to constant feedback, as is the case for power-through drifts.  When countering 
wheel-slip drift, the drift is first detected, then a countermeasure is applied, and then the 
method must remember that the drift is still present, even though there is no feedback to re-
enforce this knowledge.  
 
The travel surface may improve over time, e.g. a patch of ice may end.  Improvement in the 
surface means that a countermeasure can be reduced or even removed.  In order to allow this 
the memory used in removing wheel-slip drift should be updated as time progresses.  One 
method for this is an active monitoring sub-algorithm that is used to periodically reduce the 
countermeasure currently in place to remove wheel-slip drift, and monitor the outcome.  If the 
outcome is normal travel, then DAPOS can conclude that the wheel-slip drift is no longer 
present at the previously seen level.  If the outcome is not normal travel then the algorithm 
can conclude that the previously seen slip surface (or worse) is present. 

7.4 Assumptions 
DAPOS makes the following assumptions regarding the information available.  This list is 
given here for reader interest; it will also be referenced throughout this chapter as each 
assumption becomes relevant.  The assumptions made regard the information that is available 
regarding both the robot and the way in which it may be expected to respond to inputs. 
 
Assumptions 1-3 relate to the information that is available regarding how the robot may be 
expected to move (1) and how actual movement may be detected (2&3).  This data is required 
for drift detection as such detection is based on a comparison of expected and actual 
movements. 
 
Assumption 4 refers to a “value corresponding to the movement of steering actuators”.  This 
is an abstract term, in the case of a car-like robot, it is simply the angle of the front wheels.  
However, in the case of a differential drive robot it will be the ratio between the movements 
of the two driving wheels.  The only important consideration in creating this term is that it is 
linearly proportional to the orientation change of the robot, and thus provides a good 
indication of the effort that the robot is using in attempting to change its orientation. 
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Assumption 5  (travel is in arcs) is necessary as under and over-steer relate to under and over 
achieving a curvature.  For a comparison to be made, it is necessary to assume that the 
curvatures attempted and achieved are constant (for 50ms) in order to provide two coherent 
values for comparison. 
 
Assumption 6 (no temporal drift) is necessary as temporal drift cannot be countered here, and 
will cause errors in the calculations made if it is present. 
 
Assumption 7 (the tables from chapter 6 are used in the creation of movements by the system 
to which DAPOS provides recommendations on movement) is necessary as these tables are 
altered and used in the prediction of drift, and provide DAPOS’s memory. 
 
1. A forward kinematics model is available for the given robot.  

This model has inputs of: 
a. A control vector 

       The model has outputs of: 
a. (x,y) location 
b. Orientation 
c. Total forwards movement 
d. Fastest driving wheel movement 
e. Slowest driving wheel movement 
f. A value corresponding to the steering actuators that changes linearly with 

orientation change 
2. The robot can detect its x,y location and orientation at all times. 
3. The robot can detect the movement of its fastest and slowest driving wheels 
4. The algorithm has access to a value representing the steering movement of the robot. 
5. Any given control input is assumed to result in the robot moving in an approximate arc 

over a 50ms period. 
6. The robot is not subject to temporal drift as defined in 2.8 
7. Lookup tables are present as defined in chapter 6.  

7.5 DAPOS Algorithm 
This section contains the full algorithm for the path tracker including time optimal, drift 
compensation, and learning aspects.  Cross-references are included wherever appropriate to 
the sections of this chapter that provide extra detail. 
 
1. Make Move – conducted by external process. 
2. Record Data. 

a. Vehicle speed. 
b. Vehicle acceleration. 
c. Orientation or curvature change speed. 
d. Orientation or curvature change acceleration. 
e. Slowest driving wheel movement. 
f. Fastest driving wheel movement. 
g. Steering movement. 
h. Drift experienced. 

3. Calculate wheel-slip countermeasures based on current feedback 
a. Vehicle acceleration limit (set in response to any wheel-spin see (7.7)). 
b. Vehicle deceleration limit (set in response to any wheel-slide see (7.7)). 
c. Minimum turning circle for current speed (set in response to any under or over-steer 

see (7.8)). 
4. Calculate the power-through drift that is present by eliminating any drift that has been 

accounted for through 3a-c (7.9.2). 
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5. Reduce any countermeasures in wheel-slip varieties which have no current feedback 
(7.10) 

6. Update the lookup tables for use by a higher level algorithm 
7. Return to external process 

7.6 Methodology 
The algorithm described in this chapter is a combined prediction and reaction algorithm, and 
performs all of its operations in response to an event that has already happened.  However, in 
its reaction it learns and via the lookup tables predicts future events, and therefore is able to 
avoid some of these events. 
 
DAPOS has three main features, these are: 
 
1. Detection 
2. Counteraction 
3. Monitoring 
 
Detection refers to the detection of drift occurring (power-through, wheel-slip, or a 
combination).  The forward kinematics (assumed available 6.4 (5)) provide knowledge of the 
expected response of the robot to a given input control, and the robot’s sensors provide 
knowledge as to the robot’s actual reaction to the given control.  Therefore these two may be 
compared, and if they are different then drift has occurred.  The amount of drift and the 
variables in which it is present define the type of drift that has occurred and its magnitude. 
 
Counteraction refers to the production of a relevant recommended limit to be applied to the 
robot’s movements in the future in order ensure that wheel-slip drift will not occur in the 
future for the current surface conditions.  This limit takes different forms depending on the 
drift that has occurred.  Slip caused by overly large acc/deceleration incurs an 
acc/deceleration limit.  Slip caused by travelling too fast for the current curvature incurs a 
speed limit for this curvature.  More information on limits applied is provided in (7.7 and 
7.8).  Once a counteraction precaution is in place it will be maintained unless the drift 
increases, or the active monitoring sub-algorithm detects that the drift level is no longer 
present.  If the drift level is detected as no longer present, then the countermeasure will be 
iteratively reduced until it is no longer active. 
 
Monitoring refers to the testing of the terrain surface to ascertain if the counteraction 
measures currently in place are still necessary.  This takes the form of a timeout period after 
which any counteraction measures will be reduced, if the robot continues to move as is 
required then the reduction will continue.  However if the robot does not move as is desired 
then the counteraction is still required and will be resumed in addition to this, the timeout 
period will be increased. 
 
DAPOS is generic so that, given the data specified in the assumptions (7.4), it is capable of 
overcoming wheel spin/slide and over/under steer in any robot that meets the assumptions 
detailed in (7.4). In addition to this, DAPOS does not detract from the existing power-through 
drift removal capabilities such as those seen in 3.11. 
 
A key factor in achieving DAPOS’s aims generically is that any limits are imposed on the 
robot’s movement, not the movement of individual actuators.  It is this level of abstraction 
that allows the generic control of any robot, as any robot will move forwards and change its 
orientation; therefore limits on these moves are not specific to any one robot.  This clearly 
differs from limiting the movements of specific actuators, which are dependant on the type of 
robot in use.   
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This has parallels with how a human operator would respond if given familiar controls to an 
unfamiliar robot and travelling on a terrain that yields no visual cues as to how to behave.  
The reaction to changes in the surface is the same regardless of the individual robot 
controlled, and a human reacts based on the response of the vehicle as a whole, and not the 
response of an individual actuator.  Despite this whole vehicle based reaction, humans are 
capable of controlling unfamiliar vehicles.  This is because the required responses are similar, 
regardless of the vehicle, if wheel-spin drifts are to be overcome.  DAPOS produces 
responses similar to those that an actual person would produce, and by similar methods 
(based on how the author would respond, and their thought processes). 
 
The algorithm has been tested on car-like and differential drive robots and will be shown to 
successfully identify and separate wheel-slip and power-through drifts, as well as providing 
suitable recommendations for the prevention of wheel-slip. 

7.7 Wheel-spin And Wheel-slide 
There are 2 families of wheel-slip drift; one contains wheel-spin and wheel-slide, the other 
under and over-steer.  The members of these two families share common characteristics and 
their counteraction will be detailed together.  This section concerns wheel-spin and wheel-
slide drift.   
 
Wheel-spin refers to the loss of traction between the driving wheels of the robot and the travel 
surface, this occurs when the robot attempts to accelerate faster than the friction between the 
tyres and the surface can support.  Wheel-slide is the complement to wheel-spin and refers to 
the loss of traction that occurs during excessive deceleration.  Drift is the resulting effect of 
wheel-spin and wheel-slide and is a mismatch in the expected and actual robot movements. 
 
Wheel-spin is overcome by reducing the maximum acceleration rate of the robot, and the 
reaction to wheel-slide reduces the maximum deceleration rate. 
 
Detection of wheel-spin/slide is centred around a ratio between the movement of the driving 
wheels and the movement of the robot body.  Under slip-less conditions this ratio is fixed, i.e. 
a given amount of turn applied to the driving wheels will result in a given amount of forward 
movement of the robot body.  Under slip conditions the ratio will change as not all of the turn 
of the wheel produces forwards movement.  Therefore by comparing the expected ratio, and 
the actual ratio, the wheel-spin/slide can be detected.  Once the spin/slide that has occurred is 
known, it is possible to calculate a suitable countermeasure by limiting the acc/deceleration of 
the driving wheel, to that achieved. 
 
There are a number of inputs required for calculating the level of wheel-spin or slide drift that 
has occurred, and the reductions in acc/deceleration rate applied.  These inputs refer to the 
controls executed, and the movement and speed of the robot and its driving wheels.  The 
inputs cover expectations and reality, as well as the last and second to last executed moves.  
The inputs are listed below and they allow the calculation of the expected and actual 
movement of both the driving wheels, and the robot body that in turn allow the calculation of 
the ratio between wheel and robot body movement. 
 

i. The forward kinematic model (assumed available 7.4 (1)) 
ii. Configuration state before the move was made (assumed available 7.4 (2)) 

iii. The control used to create the move 
iv. The movement detected in the relevant driving wheel (assumed available 7.4 (3)) 

a. Fastest wheel for wheel-spin 
b. Slowest wheel for wheel-slide 

v. The forwards movement detected in the robot (assumed available 7.4 (2)) 
vi. The previous forwards speed of the robot. 
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vii. The time over which the movement was made 
 
The detection of wheel-spin/slide is conducted by the following process: 
 
1. The last expected movement of both the relevant wheel and the robot is calculated by use 

of the forward kinematic model (i) in combination with the previous configuration state 
(ii), and the control used for movement (iii). 

2. The last actual movement of the relevant wheel and the robot is observed (iv and v). 

3. The ratio 

! 

Expected Wheel Movement
Expected Robot Movement

 is taken. 

4. The ratio 

! 

Actual Wheel Movement
Actual Robot Movement

 is taken. 

5. If the actual ratio is found to be different to the expected ratio then wheel-slip/slide has 
occurred, as this ratio should be fixed by the robot architecture. 

a. If the actual ratio is greater than the expected ratio then wheel-spin has occurred 
as an increase in the ratio results from a smaller than expected actual robot 
movement relative to the actual wheel movement. 

b. If the actual ratio is less than the expected ratio then wheel-slide has occurred as a 
decrease in the ratio results from greater than expected robot movement relative 
to the actual wheel movement. 

 
A tolerance value is used when executing step 4 to ensure that sensor noise will not cause 
false slip detection.  The use of the tolerance value consists of ignoring any detected slip/slide 
within this tolerance as the sensors are known to be insufficiently accurate to rely on values of 
this magnitude.  Applying a fixed value tolerance may cause wheel-slip to go undetected, 
however this is a preferred option to unduly affecting the robot’s motion.  The tolerance is 
calculated from the tolerance of the sensors, e.g. for a 10% wheel sensor noise, and 5% robot 
movement sensor noise: 
 

! 

1.1
0.95

=1.157 =  tolerance level of 16% 

 
The recommended response under wheel-spin/slide is for the vehicle to limit its 
acc/deceleration to that which was achieved minus the effects of power through drift.  This is 
because it is sensible to expect that the tyre to surface friction can support this acceleration, as 
it has already been shown to be achievable under the experienced conditions.  If the 
conditions have changed, then this expectation is not satisfied, however the effect is 
minimised due to the high frequency of the algorithm cycles (40Hz).  The minimisation 
results from the new conditions being accounted for on the next cycle, therefore the new 
conditions are unaccounted for over a time of  <50ms.  In addition to this, it is only if the 
conditions have induced more drift that the robot will drift.  Conditions which change to 
induce less drift will not result in the robot drifting as less drift requires less than or the same 
reaction to be nullified, therefore the existing reaction is sufficient to remove this new drift. 
 
The calculation of the acc/deceleration without the effects of any power through drift that has 
occurred is conducted as follows: 
 

! 

Actual Robot Move -  Actual Wheel Move
Expected Wheel Move

"Expected Robot Move
# 

$ 
% 

& 

' 
(  =  Move Due to Wheel Slip 

 
Move due to power through drift =  
(Actual Robot Move - Expected Robot Move) – Move Due to Wheel Slip  
 
Actual Robot Move – Move due to power through drift = Recommended movement 
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The (average, deemed good enough over small time interval) achieved acc/deceleration minus 
the power through drift effects is calculated by  
 

! 

acceleration =  previous forward speed (vi) -  recommended forward speed
time taken (vii)  

 
where 
 

! 

recommended forward speed =
recommended movement

time taken (vii)
 

7.7.1 Wheel-Spin and Slide Summary 
Wheel-spin and slide refer to a loss of traction in driving wheels giving drift in the direction 
of travel.  The loss of traction occurs when the force applied to the travel surface by the 
rotation of the driving wheels is greater than the available friction.  This force is proportional 
to the acc/deceleration applied to the driving wheels. 
 
A fixed ratio exists for a given robot architecture in a slip-less environment between the 
turning of its driving wheels, and the forward movement of the robot’s body. 
 
In a slip environment this ratio will change. 
 
Therefore, by comparing the expected and actual ratio of forward movement to rotation of the 
driving wheels, the presence of slip may be detected. 
 
Once detected, removing the cause of the problem, i.e. by limiting the acc/deceleration 
applied to the driving wheels, may prevent spin and slide. 
 
As sensors may contain error, a tolerance value is calculated based on the upper limits of this 
error, and any detected drift within this tolerance is ignored. 
 
The result of the above process is that wheel-spin and slide may be detected and 
recommendations made to avoid them. 

7.8 Under-steer and Over-steer 
As mentioned previously (7.7) there are two families of wheel-slip drift, one contains wheel-
spin and wheel-slide, the other under and over-steer.  This section concerns under and over-
steer drift. 
 
Under-steer refers to the loss of traction between the steering wheels and the travel surface, 
this results in the robot achieving a lower curvature than that which was intended.  Over-steer 
refers to a loss of traction for the rear wheels, the result is the rear of the robot swinging wide.  
In general terms over-steer consists of the robot achieving a higher curvature than that which 
was intended, and under-steer consists of achieving a lower curvature than that which was 
intended.  These two forms of drift are illustrated in Figure 169 for a car-like robot. 
 
Under-steer and over-steer are overcome by increasing the existing limit of the achievable 
minimum turning circle for the current speed.  This is successful as both under and over-steer 
result from attempting larger curvatures than is possible for the current speed, therefore 
turning less (at the current speed) will remove them. 
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Detection of under/over-steer is centred around a ratio between the movement of the steering 
wheels and the movement of the robot body.  Under slip-less conditions this ratio is fixed, i.e. 
a given amount of turn applied to the steering wheels will result in the execution of a given 
curvature.  Under slip conditions the ratio will change as not all of the turn of the steering 
wheels produces turning of the robot body.  Therefore by comparing the expected ratio, and 
the actual ratio, the under/over-steer can be detected.  Once the over/under-steer that has 
occurred is known, it is possible to calculate a suitable countermeasure by limiting the speed 
at which this curvature is executed. 
 
There are a number of inputs required for calculating the level of under and over-steer drift 
that has occurred, and the reductions in the feasible curvature for a given speed that are 
applied.  These inputs refer to the controls executed, and the movement of the robot 
orientation and its steering wheels.  The inputs cover expectations and reality, for the last 
executed move and allow the calculation of the ratios described above.  The inputs are listed 
below and will be referred to as they are used later in this section. 
 

i. Forward kinematics model (assumed available 7.4 (1)) 
ii. Configuration state before the move was made (assumed available 7.4 (2)) 

iii. The control used to create the move 
iv. The movement detected in the steering actuators of the robot (assumed available 7.4 (4)) 
v. The movement detected in the orientation change of the robot (assumed available 7.4 

(2)) 
vi. The robot forward movement detected (assumed available 7.4 (2)) 
 
The detection of under/over-steer is conducted by the following process: 
 
1. The last expected movement of both the steering and the orientation change of the robot 

is calculated by use of the forward kinematic model (i) in combination with the previous 
configuration state (ii), and the control used for movement (iii). 

2. The actual steering movement (iv) and orientation change of the robot (v) are observed. 

3. The expected ratio 

! 

Expected Steering Movement
Expected Robot Orientation Movement

 is taken. 

4. The actual ratio 

! 

Actual Steering Movement
Actual Robot Orientation Movement

 is taken. 

5. If the actual ratio is found to be greater different to the expected ratio then slip has 
occurred as under slip-less conditions this ratio is fixed by the robot architecture. 

a. If the actual ratio is greater than the expected ratio then under-steer has occurred 
as an increase in the ratio results from a smaller than expected movement of the 
robot’s orientation relative to the actual steering movement. 

b. If the actual ratio is less than the expected ratio then over-steer has occurred as a 
decrease in the ratio results form a greater than expected movement of the robot’s 
orientation relative to the actual steering movement. 

 
A tolerance is included when performing step 4 as in (7.7). The tolerance is calculated from 
the tolerance of the sensors, e.g. for a 10% steering sensor noise, and 5% robot movement 
sensor noise: 
 

! 

1.1
0.95

=1.157 =  tolerance level of 16% 

 
When under-steer has occurred the recommended response is for the robot to limit its turning 
circle at this speed to that which has been achieved on the last move minus and power 
through drift effects.  This is because sufficient traction must be present to allow the robot to 
travel at this curvature under the last experienced conditions.  If the conditions change then as 
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for wheel-spin and slide the effect is minimised due to the high frequency of the algorithm 
cycles (40Hz).  The minimisation results from the new conditions being accounted for on the 
next cycle, therefore the new conditions are unaccounted for over a time of <25ms.  In 
addition to this, it is only if the conditions have induced more drift that the robot will drift.  
Conditions which change to induce less drift will not result in the robot drifting as less drift 
requires less than or the same reaction to be nullified, therefore the existing reaction is 
sufficient to remove this new drift. 
 
In the case of over-steer the recommended response is less easy to calculate, as the correct 
limiting value cannot be known.  This is due to the nature of over-steer as opposed to under-
steer.  For under-steer the curvature achieved is less than that attempted, and the correct 
course of action is to reduce the curvature attempted to that just achieved.  In doing this, the 
achieved matches the new desired, and the new desired is the maximum shown to be 
achievable.  However, for over-steer the curvature achieved is greater than that attempted, but 
the correct course of action is still to reduce the attempted curvature.  This means that the 
achieved curvature cannot provide any information as to a curvature that is achievable 
without wheel-slip.  
 
For the testing conducted here, a reduction in the attempted curvature of 10% has been found 
to provide a suitable counter measure, although sometimes more than one algorithm cycle is 
required for the drift to be completely overcome.  The value of 10% has been arrived at by 
trial and error and is a compromise between imposing too harsh and too lax a countermeasure.  
Remember that the cycle rate of the algorithm is 20Hz therefore even if as much as an 80% 
reduction is required this will have been put in place after less than a second.  If the robot 
were to be used in an exceptionally varied environment, whereby large swings in the 
achievable curvature were thought to be present, then the reduction figure of 10% could be 
increased to provide a faster response. 
 
The robot’s recommended turning circle is calculated via the following process: 
 
Orientation move due to wheel slip= 

! 

Actual Orientation Move -  Actual Steering Move
Expected Steering Move

"Expected Orientation Move
# 

$ 
% 

& 

' 
(   

 
Orientation move due to power through drift =  
(Actual Orientation Move - Expected Orientation Move) – Orientation Move due to Slip 
 
Recommended orientation movement =  
Actual Orientation Move – orientation move due to power through drift 
 

! 

recommended turning circle =  recommended orientation change
forward movement achieved (vi)  

as the robot is assumed to move in an arc (7.4 (5)) 

7.8.1 Under and Over-Steer Summary 
Over and under-steer refer to a loss of traction in steering wheels giving drift in the achieved 
curvature.  The loss of traction occurs when the lateral force applied to the travel surface by 
the steering wheels is greater than the available friction.  This force is proportional to the 
speed at which a given curvature is executed. 
 
A fixed ratio exists for a given robot architecture in a slip-less environment between a 
steering amount, and the curvature executed by the robot’s body. 
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In a slip environment this ratio will change. 
 
Therefore, by comparing the expected and actual ratio of steering amount to curvature 
executed, the presence of slip may be detected. 
 
Once detected over and under-steer may be prevented by removing the cause of the problem, 
i.e. by limiting the speed at which a curvature is executed. 
 
As sensors may contain error, a tolerance value is calculated based on the upper limits of this 
error, and any detected drift within this tolerance is ignored. 
 
The result of the above process is that under and over-steer may be detected and 
recommendations made to avoid them. 

7.9 Avoidance Of Erroneous Drift Classification 
As has been mentioned previously (7.7, 7.8) wheel-slip and power-through drifts must be 
countered in different ways.  It is therefore important that it is possible to identify the (signed) 
amount of each drift that has occurred.  This separation of the drifts is only possible as it is 
assumed that there are only two kinds of drift present (assumption 6), these being wheel-slip 
and power-through drift (7.4 (6)).  Note that the two drift types are completely independent, 
i.e. the current amount of one type of drift does not affect the current amount of the other. 
 
DAPOS has been designed with the problem of drift classification in mind and specifically 
only targets wheel-slip drift (i.e. is able to identify the wheel slip drift that is present even if it 
is mixed with power-through drift).  In contrast, the power-through drift compensation 
algorithm (seen in chapters 3-5) treats all drift that is detected as power-through drift.  Due to 
this a method is required for separating the power-through drift from the total drift 
experienced so that this method may be used. 
 
This section details how this separation is achieved in two subsections; the first of these 
(7.9.1) details how the wheel-slip drift algorithm manages to solely counter wheel-slip drift.  
The second sub-section (7.9.2) details the separation of the power-though drift from the total 
drift for counteraction by the method described in (3.11).  

7.9.1 Identification of Wheel-Slip Only Drift 
When countering wheel-slip drift it is important that any power-through drift is not detected 
as wheel-slip drift.  This is because the countering of power-through drift as if it were wheel-
slip drift will not work.  This is due to the fact that the two drifts are very different as detailed 
in (7.2) 
 
The detection methods described in (7.7, 7.8) do not detection power-through drift.  This is 
possible due to the use of ratios.  This is because if power-through drift is present then the 
cause of the drift will force the movement of the actuators as opposed to causing slippage 
between the robot’s tyres and the terrain surface.  This in turn means that the ratios will 
remain the same, even though power-through drift has occurred, as the movement of the robot 
remains consistent with the amount of movement in the actuators, and it is this consistency 
that the ratios are sensitive to.   
 
Detection of drift via a ratio is the same as the way in which a human operator would react, 
essentially if the vehicle’s movements are consistent with the movements of its actuators, then 
the operator will attempt to power-through any drift that is encountered.  However, if the 
vehicle’s movements are not consistent with the movement of its actuators, then the operator 
will take a different action, that does not attempt to power-through the drift experienced. 
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As an example imagine that you are driving a car that is hit by an unexpected side wind.  The 
car will be blown to the side, and the steering wheel will also be moved.  As the steering 
wheel has been moved, you are aware that the wheels have not lost traction, and will steer 
into the wind (powering through the drift). 
 
In contrast imagine that you are steering the car around a corner, and hit an unexpected patch 
of ice.  The car will under-steer, (move at a lower curvature than that expected).  However the 
steering wheel will not have been forced to turn, this lets you know that the wheels have lost 
traction, and attempting to turn harder (at increased curvature) will not help.  Instead you 
know that you must reduce speed in order to safely turn at this curvature (without slipping). 

7.9.1.1 False Ratio Matches 
It is important to note that problematic false ratio matches cannot occur.  This is due to the 
way in which the ratio is formed, i.e. the static ratio in slip-less conditions is guaranteed by 
the robot architecture, as it is this architecture that provides the ratio.   
 
For a wheel to have slipped and not be detected, the robots movement would have to match 
the amount that the wheel had turned, and if this is the case then the two drifts have cancelled 
out and may be ignored as they are not affecting the robot’s movements. 
 
False ratio non-matches cannot occur, as it is physically impossible for a robot’s movements 
to not match the actuator movements if traction has not been lost.  
  
Numerical examples whereby only power-through drift is present, and no wheel-slip drift is 
detected as well as accompanying figures are provided below (7.9.1.2 & 7.9.1.3) 
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7.9.1.2 Power-Through Only Example Avoiding False Detection Of Wheel Spin/Slide 
This example considers the example of a head wind, which causes the robot’s forwards 
movement to be reduced but does not result in the recording of wheel-spin.  An illustrated 
example of this is given below (Figure 172 ), and a similar example can be imagined for 
wheel-slide.  The example below shows that drift has occurred as the actual forward 
movement is not the same as the expected forward movement.  However, wheel-slip is not 
present, and not detected, as the actual ratio has remained the same as that expected. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 172  Why false detection of wheel-spin does not occur. 

7.9.1.3 Power-Through Only Example Avoiding False Detection Of Under/Over-Steer 
This example considers the example of a side wind, this causes the orientation change 
experienced by the robot to increase but does not result in the recording of over-steer.  An 
illustrated example is given below (Figure 173 ), and a similar example can be imagined 
involving under-steer. The example below shows that drift has occurred as the actual 
curvature is not the same as the expected curvature.  However, wheel-slip is not present, and 
not detected, as the actual ratio has remained the same as that expected.  The calculation of 
the expected ratio is shown on the right, and the calculation of the actual ratio is shown on the 
left.  The formula used for ‘wheel move’ is unique to a car-like robot, and this information is 
assumed available for the robot used (assumption 4). 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 173  Why false detection of over-steer does not occur. 
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7.9.2 Separation and Calculation Of Power-Through Drift 
In order to allow the countering of power-through drift (as described in 2.8), the 
compensation algorithm used in Chapters 3-5 must be allowed to function.  Using this 
method, all mismatches in the robots location following a move are taken to be due to the 
presence of power-through drift.  However, in the presence of wheel-slip drift this will not be 
the case.  Therefore these drift values require processing to remove the portion of drift that is 
due to wheel-slip sources before the power-through algorithm can be allowed to counter the 
actual power-through drift.  Power-through drift is known to remain once wheel-slip drift has 
been removed from the total drift as it is assumed that only these two drifts are present (7.4 
(6)).  
 
This processing takes place using the recorded movements due to wheel-slip drift from (7.7, 
7.8) as well as the attempted and actual distance movements, which are known from a 
forward kinematic model and robot sensors.  As the amount of drift in the robot’s orientation 
change and forwards movement resulting from wheel-slip sources is known it is possible to 
calculate the amount of (x, y, orientation, and forwards movement) drift that will already be 
removed by the algorithms described in this chapter (7.7,7.8).  The process used is: 
 
1. Calculate the end state that was expected following the move that has just been made 

using the forward kinematics, the previous robot state, and the control used to make the 
move. 

2. Observe the state that has actually been arrived at. 
3. Calculate the state that would have been arrived at had wheel-slip not occurred: 

a. The attempted distance moved is calculated as: 
Attempted Distance = actual distance + distance lost due to wheel-spin - distance 
gained due to wheel-slide 

b. The attempted orientation change is calculated as: 
Attempted orientation change = actual orientation change – orientation change lost 
due to under-steer + orientation change gained due to over-steer 

c. Using this data the arc is calculated which has a length of the attempted distance and 
an orientation change of the attempted orientation change (an arc is used as the robot 
is assumed to travel in an arc 7.4 (5)). 

d. The point at the end of this arc is the state attempted with the wheel-slip drift 
removed (Figure 174 ). 

4. Calculate the resultant drift by subtracting the attempted state, from the actual state with 
wheel-slip drift removed (Figure 174 ). 

5. Use the power-through drift algorithm to function as normal. 
 
Note that this method is only successful, as the wheel-slip drift detection algorithms will not 
detect any drift caused by power-through sources.  A diagram showing the process is shown 
below (Figure 174 ). 
 
 
 
 
 
 
 
 
 
 
Figure 174  Figure showing the recovery of the power-through drift level by calculating the intended path, and the actual 

movement with the effects of wheel-slip drift removed. 
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7.9.3 Summary of the Avoidance Of Erroneous Drift Classification 
Wheel-slip and power-through drifts must be countered separately, yet both can have an 
identical effect on the robot body. 
 
Ratios allow the identification of wheel-slip. 
 
False ratio matches (or non matches) cannot occur as they are based on the robot architecture, 
which is fixed. 
 
Once wheel-slip has been identified, then the drift that has resulted from this can be 
identified. 
 
As the drift due to wheel-slip can be calculated, and the total drift is known, subtracting the 
wheel-slip drift from the total leaves the power-through drift. 

7.10 The monitoring process 
As mentioned previously (7.3) wheel-slip drift does not provide constant feedback if it has 
been fully counteracted.  However, as the travel surface changes, counteractions that have 
been put in place may no longer be required.  The fact that the counteractions may no longer 
be required, combined with the lack of feedback, produces the need for an active monitoring 
system.  The purpose of monitoring is to test the travel surface at frequent intervals in order to 
ascertain if counteractions that are in place are still required.  However, this must be done 
with care, as if a counteraction is still required, then the test cannot remove it in full else the 
robot will suffer the full force of the current drift.  This section details the monitoring sub-
algorithm created to achieve this. 
 
The monitoring process provides a trade off between returning to normal behaviour quickly 
which in some cases would cause excessive slip, and returning very slowly which is likely to 
be overly cautious and impose limits for too long after the surface returns to normal.  This 
return to normal may be sudden or gradual, an example of a sudden change is returning to a 
tarmac surface after running along side a road in sand.  An example of a gradual change is a 
natural change in the travel surface such as sand giving way to harder baked mud ground at 
the edge of a beach.  The initial timeout value used is 0.05s as this corresponds to two cycles 
of the algorithm. Two cycles represents the lowest possible start value for a timeout (as one 
cycle would mean that any particular countermeasures would never be applied in full as the 
timeout would always activate). 
 
This monitoring process may be thought of as similar to the way in which a human would 
react to the same situation.  If no visual clues could be gained from the environment, then the 
surface must be tested by other means, for example, if the surface has resulted in wheel spin, 
but time has passed and no further decrease in surface friction is found, then the surface is 
tested by attempting to accelerate faster.  If this succeeds then confidence builds and more 
acceleration is applied, until the driver’s behaviour returns to normal (i.e. countermeasures are 
not applied).  If however slip is still found to be present, the driver will return to the more 
cautious behaviour and wait longer before trying again.  This extended wait is to reduce the 
amount of time that the robot spends travelling without the appropriate counteractions fully in 
place, in an environment where drift sources are present. Reducing the amount of time spent 
drifting is beneficial as the robot will not respond to controls as expected when under the 
influence of drift, and therefore will be unable to complete its tasks as well as is possible. 
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The process for the monitoring of the travel surface is the same for all wheel-slip drifts, and is 
conducted as follows: 
 
1. Wait for timeout 
2. Reduce the effect of the counteraction by 10% of value 
3. If no adverse effects reduce double the last reduction. 
4. If adverse results are present then return to the last level of counteraction and double the 

timeout.  Then return to 1. 
5. If no adverse effects are present and the counteraction is still in place to some extent, then 

return to 3. 
6. If counteraction is no longer in place, then the monitoring step is no longer required, the 

timeout is returned to its initial value. 

7.10.1 Summary of Travel Surface Monitoring 
When fully countered via a countermeasure, no wheel-slip occurs, and therefore no feedback 
is available regarding the current state of the travel surface. 
 
A cautious decreasing of a countermeasure is used to test the current state of the travel 
surface. 
 
If no wheel-slip occurs with the decreased countermeasure, the travel surface has improved.  
The process becomes bolder, and a further reduction is applied. 
 
If wheel-slip occurs then the travel surface is unchanged.  The countermeasure is re-instated 
at it s previous level.  In addition, the process becomes more cautious and the time waited 
before decreasing the countermeasure is doubled. 
 
The above process is repeated until the countermeasure is fully removed, or the higher-level 
process controlling the robot reaches its goal and DAPOS is terminated. 
 
The result of the above process is that countermeasures are speedily reduced and removed 
where possible, and retained at a level that continues to completely counter wheel-slip where 
not. 

7.11 Interaction With The Near Time-Optimal Algorithm 
The preceding sections in this chapter have described how the wheel-slip drift compensation 
algorithm functions by itself to dynamically produce recommended limits to be applied when 
controlling a robot.  However, as it does not produce any controls, it must be used with 
another algorithm in order to aid with robot control.  An example is the near time-optimal 
algorithm described in chapter 6 (TOPTrack).  This section is concerned with DAPOS’s 
interaction with TOPTrack to provide resistance to wheel-slip across varying terrain and 
allow the maintenance of good path tracking and near-time optimality. 
 
The section is divided into two sub-sections representing the two families of wheel-slip drift.  
This is because, as has been mentioned previously (7.7, 7.8), children within the two families 
share common aspects in their counteraction.  Each sub-section will first describe the way in 
which DAPOS interacts with TOPTrack, before detailing the effects of this interaction.  

7.11.1 Wheel Spin and Slide 
This section details the interaction, and the effects of this interaction of the DAPOS, with 
TOPTrack, with regard to counteracting wheel-spin or wheel-slide which results from a 
change in the travel surface. 
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The algorithm in chapter 6 provides near time-optimal path tracking uses the method detailed 
in 6.6.1.1 in order to project bounds on the robot’s distance travelled, and speed during the 
next execution time-step.   These bounds incorporate a particular robot’s acceleration limits 
for a particular travel surface.  These bounds are used to calculate the maximum feasible 
speed profile for the robot. 
 
The algorithm described in (7.7) counteracts wheel-slip/slide by calculating new limits in 
acc/deceleration, which are to be applied when calculating the above bounds.  The application 
of these limits will consist of re-creating the speed tables using data that have been altered 
from that given to TOPTrack.  The alteration would consist of re-calculating the speed vs., 
distance profile with a limitation placed on the achievable acceleration.  As the table is used 
to calculate the feasible speed of the robot, the speed will rise and fall less quickly due to the 
new acc/deceleration limits. 
 
When the wheel-spin countermeasure is first imposed, if the surface does not change again, 
then the effect on the robot is that the wheels will stop spinning and the robot will gradually 
able to pick up speed (Figure 175 ).   
 
When the wheel-slide countermeasure is first imposed then it may appear to have had a 
detrimental effect.  This is because the robot will not decelerate sufficiently in order to meet 
its maximum safe speed.  Maximum safe speed defines the maximum speed at which the 
robot can travel whilst executing a given curvature.  Therefore, exceeding the safe speed 
means that the robot will not meet the desired curvature of the next turn (this is the same 
effect as for under-steer, see Figure 177 ).  However, the limit is worth applying, as the robot 
will be more controlled as a result of the wheels rolling rather than sliding across the surface.   
 
As this limit is retained for as long as the new travel surface is present, the adjustments to the 
projection of the robot’s feasible speed will ensure that the reduction in the robot’s 
deceleration capabilities is accounted for.  This prevents the new surface causing a loss of 
path tracking (once regained) whilst these conditions remain. 
 
 
 
 
 
 
 
 
 
Figure 175  The effect of the wheel-spin countermeasure. 

7.11.2 Under and Over Steer 
This section details the interaction, and the effects of this interaction of DAPOS, with 
TOPTrack, with regard to counteracting under or over-steer which results from a change in 
the travel surface. 
 
TOPTrack provides near time-optimal path tracking by using a lookup table to gain maximum 
speed at which a given path segment may be executed.  This maximum speed is accurate for a 
given robot and travel surface pairing.  Therefore, if the travel surface changes, then the speed 
is no longer accurate.  The maximum speed is used to calculate the maximum safe speed at 
which the path may be travelled.  If the maximum speed given is inaccurate then the path will 
not be able to be travelled, and path tracking will be lost. 
 
The algorithm described in (7.8) calculates new minimum turning circles for a given speed if 
wheel-slip is to be avoided.  These new values are applied directly to the minimum turning 
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circle (MTC) tables.  The application shifts the MTC values with respect to the speed values 
in the tables.  The shift is applied to the whole of the lookup table so that the MTC of the 
current speed becomes the proposed limit.  This will affect the maximum safe speed profile 
(6.7.1.1) as the speed at which any given corner may be traversed is reduced.  An example of 
the shift applied is given in Figure 167 .  Whilst travelling at 4ms-1 the initial table indicates 
an expected MTC of 1.  The achievable MTC is found (through the process detailed in 7.8) to 
be 2.  Due to this discrepancy, the MTC data is shifted one space to the left. 
 
The shift is applied to the whole table as the wheel-slip has occurred due to a change in the 
travel surface friction.  As the force that defines the MTC is proportional to speed, then the 
effect applies to the entire table. 
 
Initial table: 
 
Speed 0 1 2 3 4 5 6 7 
Minimum turning circle 0.15 0.15 0.15 0.5 1 2 3 4 
 
Shifted table: 
 
Speed 0 1 2 3 4 5 6 7 
Minimum turning circle 0.15 0.15 0.5 1 2 3 4 4 
 
Figure 176  Tables showing the shift applied for an example under-steer. 
 
When new curvature-speed limits are first imposed the effect is the same regardless of 
whether over or under-steer has occurred.  The robot will at first fail to meet the desired 
curvature (as seen in Figure 169 ), it will also attempt to slow down, once the speed has been 
reduced sufficiently it will return to the desired path and continue tracking.  This process is 
shown in Figure 177 with speed-time effects on the left, and x,y effects on the right. 
 
 
 
 
 
 
 
 
 
 
Figure 177  Diagrams showing the effects of the under and over-steer countermeasures. 
 
The change to the table is maintained for as long as the new travel surface is detected as being 
present. As the table change causes a lowering of the speeds in the safe speed profile (see 
Figure 178 ), the robot’s speed will be lowered on entry to curvatures.  This ensures that, as 
long as the surface conditions do not worsen, path tracking is maintained despite the reduction 
in the robot’s ability to corner at speed. 
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Whilst travelling at 4ms-1 the initial table 
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(MTC) is found (through the process 
detailed in 7.8) to be 2.  Due to this 
discrepancy, the MTC data is shifted one 
space to the left. 
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Figure 178  Illustration of the change in the maximum safe speed profile which results from a shift in the MTC vs. speed table. 
 

7.11.3 Summary Of Interaction With TOPTrack 
Wheel-slip and power-through drift can be detected. 
 
Power-through drift is passed directly to the higher-level algorithm. 
 
Wheel-slip compensation is applied as a shift to the tables used, or a limit in acc/deceleration. 
 
The tables define safe limits for a single travel surface. 
 
The tables can be updated. 
 
Rapidly updated tables provide safety for a changing surface so long as the surface changes at 
a slower rate than the tables (40Hz). 
 
Updating the tables provides safety against wheel-slip, but it does not allow a particular path 
to be followed the moment the tables are updated.  This is because changing the safe limits of 
the robot mid turn means that a period of adjustment is required before the robot is travelling 
at a speed that allows the path curvature to be followed. 

7.12 Testing and Results 
In order to test the validity of the claims made in the introduction to this chapter, it is 
necessary to test DAPOS in relation to each claim. 
 
The claims made are as follows: 
 
1. Wheel-slip may be identified  
2. Countermeasures may be calculated in order to prevent this slip from occurring.  
3. Lookup tables provide a memory so that, in the absence of feedback, knowledge is 

retained of the travel surface conditions  
4. Power-through drift may be identified separately to drift resulting from wheel-slip, to 

allow countering by a higher-level method. 
 
In order to test these claims a number of tests will be performed.  These tests will be 
performed in a different manner to those undertaken in previous chapters.  The reason for this 
is that DAPOS does not produce controls for a robot instead it provides recommendations for 
limits in maximum speeds for a given curvature as well as maximum acc/deceleration rates.  
The fact that controls are not created means that test paths and environments are not required, 
and neither is a simulated robot.  The tests performed here simulate the data that would be 
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Maximum safe 
speed post-shift 
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presented to DAPOS whilst running on a robot.  DAPOS will be presented with data that 
represents the occurrence of varying amounts of slip and/or power through drift.  The 
responses will then be examined, and if the detected slip and/or power through drift matches 
that applied then the test is passed. 

7.12.1 Generation of Test Data 
The test data may be easily generated using arcs.  First an arc is created to represent expected 
forward movement and amount of turn may be registered, and by changing this arc figures are 
generated that represent the actual movement.   In the examples used the steering amount 
(defined 7.8) will be equal to the angle turned through, and the driving wheel movement 
(defined 7.7) is equal to the distance moved (this simulates a rolling disc robot as seen in 
3.12.4).  The presence of slip vs. the presence of power through drift is defined by the 
consistency of the wheel movement values with the robot movement values (as detailed in 7.7 
& 7.8).  Therefore by setting consistent values power through drift is simulated, and by 
setting inconsistent values wheel-slip is simulated.  The degree of inconsistency in the values 
set defines the degrees of wheel-slip and power through introduced. 
 
Table XXIX (below) details how each form of slip and power-through drift are simulated in 
line with the description given above. 
 

Table XXXI – Methods Of Simulation By Types Of Drift 
Type of drift / slip Method of simulation 

Wheel-spin Driving wheel movement is more than forward movement 
Wheel-slide Driving wheel movement is less than forward movement 
Under-steer Steering amount is more than angle turned through 
Over-steer Steering amount is less than angle turned through 

Robot pushed in direction of travel Driving wheel and forward movements are equal, and both are more than 
that expected 

Robot forward movement inhibited Driving wheel and forward movements are equal, and both are less than that 
expected 

Robot pushed to the side increasing curvature Steering amount and angle turned through are equal, but angle turned 
through is more than that expected 

Robot pushed to the side decreasing curvature Steering amount and angle turned through are equal, but angle turned 
through is less than that expected 

 

7.12.2 Tests Performed 
As detailed in Table XXXI there are 4 main forms of drift and slip that will be used in the 
testing of DAPOS.  In order to test DAPOS sufficiently it is necessary to test each of these 
forms of perturbation, as well as all possible interactions between these forms of drift, at a 
variety of levels.   
 
Wheel-slip drift will be tested at five percentage levels, these are 5,10,20,40,80.  These levels 
have been chosen as they provide a good covering of the range of slip that may occur and 
expect to be countered (i.e. it is unlikely that it is possible to counter 100% slip).  
 
Power-through drift will be tested at three percentage levels, these are 10, 20, and 40.  These 
levels have been chosen as they are representative of the amount of power-through drift that is 
likely to occur.  The values are lower than those used in testing for slip as a force large 
enough to provide more than a 40% drift is likely to result in wheel-slip not power-through 
drift as the available traction is overwhelmed. 
 
All possible drift interactions have been tested.  This means that every form of slip and drift 
has been tested at every level with all other compatible forms of slip and drift.  Incompatible 
forms of slip and drift and the reasons for each are summarised below: 
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Wheel spin and wheel slide - It is not possible to apply too much acceleration and 
deceleration simultaneously. 

Over and under steer - It is not possible to simultaneously achieve greater and 
lesser curvature than that expected. 

Head winds and tail winds - It is not possible to simultaneously be pushed forward 
and backward, the result will be the sum of the forces 
applied. 

Winds from the left and right - It is not possible to be pushed to the left and the right 
simultaneously, the result will be the sum of the forces 
applied. 

 
The total number of tests conducted was: 
 
Slip only + Drift only + Slip and drift together = Total 
(64) & 0.75 + (44) & 0.75 + (44) & 0.75+ (64) & 0.75 =  
972 + 192 + 972!192 = 187,788 
 
This number was calculated using the standard formula for the number of possible 
combinations given a number of variables that can each take a number of values: 
 
Number of possible combinations = values a variable can take ^ number of variables 
 
One quarter of all tests are removed due to the incompatible forms of drift. 
 
The memory that is provided by the lookup tables does not require testing as storing data in 
an accessible table is the definition of a memory.  

7.12.3 Results 
304 tests have been conducted and all were successful.  This shows that DAPOS is able to 
accurately identify wheel-slip and power-through drift at the aforementioned levels, and that 
it is able to distinguish between the two. 

7.13 Conclusion 
This chapter has presented the DAPOS (Detection And Prevention Of Slip) algorithm.  
DAPOS is capable of identifying wheel-slip in ground vehicles, and once identified a suitable 
countermeasure is recommended.  Due to lack of feedback when wheel-slip is countered 
completely, a monitoring process is included that periodically decreases any countermeasures 
that are in place.  This monitoring allows a quick and efficient return to normal behaviour 
whilst minimising the drift that is experienced.  DAPOS is also capable of identifying the drift 
that has occurred due to power-through sources so that this may be countered by a higher-
level process such as that used in chapters 4, 5, and 6.   
 
DAPOS has been tested with a large number of both power-through and wheel-slip drifts, and 
been found to identify both.  
 
DAPOS represents a contribution to the community as it allows the detection and prevention 
of wheel-slip without the use of complex robot models or specialised and expensive sensors. 
 
As with previous algorithms DAPOS has made a number of assumptions and these provide 
inherent limitations on the applicability of the algorithm.  A full list of these assumptions and 
their limitations has been provided in (7.4).  However key elements will be discussed re-
capped here. 
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The main area of assumption regards the knowledge that is available, crucially: a forward 
kinematics model, the robots location, and sensors on the movement of the robots actuators.  
All of these areas are reasonable assumptions to make, as such knowledge is either easy to 
deduce, or readily available on the robots produced today.  However, should any of these not 
be available, then DAPOS will not function. 
 
An assumption made regarding the robot itself is that it moves in arcs, or arc approximations 
over a 50ms interval.  This may at first appear limiting, as robots such as snakes cannot be 
accommodated.  However, DAPOS is targeted at detecting wheel (or track) slip, and all 
tracked and wheeled robots do move in a manner that approximates to arcs (over short periods 
of time). 
 
As with previous algorithms DAPOS makes use of quick updates in order to function.  
Therefore it requires sufficient processing power to allow this.  Such processing power is 
currently available only in computers.  Therefore the robot must either carry, or have a link to 
such a machine for DAPOS to function.  For reference a 1.87Ghz Intel Core Duo processor 
and 2GB of ram were used during testing. 
 
In line with the processing power constraints given above, DAPOS is able to operate at a 
cycle rate of 20Hz.  This value is deemed sufficient, as it has allowed the performance 
observed in the results section to occur.  A higher cycle rate would increase performance as 
drift detection and counteraction would occur more frequently. 
 
DAPOS is the final algorithm detailed in this thesis, therefore the next chapter concludes the 
thesis, and describes potential avenues for future work.  
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Chapter 8 – Conclusions And Future Work 
 
This is the final chapter of this thesis, and as such will draw conclusions on the whole of the 
work presented here, and identify avenues for future research.  The first sub-section contains 
conclusions on the abilities and contribution represented by each chapter both individually 
and when combined.  The second details avenues for future work, as with the conclusions, 
these will relate both to individual chapters, and the thesis as a whole. 

8.1 Conclusions 

8.1.1 Algorithm 1 – GSPACC 
GSPACC stands for Generic Smooth Path Creation And Control, and these are the important 
qualities of the first algorithm produced.   
 
Generic refers to the systems that may be controlled and the tasks that may be performed.  A 
wide range of non-holonomic systems may be controlled, for a wide range of tasks.  The only 
limits placed on the systems controlled relate to the drift that they are subject to, and that a 
forward kinematics model must be available (although this may contain some error).  It is 
important to note that the systems controlled need not be robots; they may be more abstract 
systems such as a non-holonomic integrator.  The restrictions placed on the tasks performed 
are that the configuration space must not contain any obstacles. 
 
Smooth here means undulatory smooth, i.e. the paths produced contain no unnecessary 
undulations kinks, or loops.  The number of “transitions” or path segments that are used 
defines the limit on the smoothness of any one path.  However it is important to note that any 
one path will have only the first transition executed, before the path is re-planned.  As at least 
three transitions are available for each plan made, and re-planning after each execution 
increases the smoothness of the remaining path.  The use of 3 transitions as a default baseline 
ensures that the method is able to create a complete plan in under a second.  Note this 
assumes that the time required to predict a robot’s movements using the forward kinematics 
model is negligible (i.e. less than a micro second).  Smoothness is provided in any desired 
configuration variable, and is determined by calculation of the normalised approximation of 
curvature of each component variable. 
 
Path creation and control refers to the fact that GSPACC is able to create path controls 
simultaneously with the paths themselves.  This is achieved due to the use of gradient descent 
over controls, with costs being calculated from a projection of the robots path via the forward 
kinematics model. 
 
GSPACC is also able to perform in the face of spatial drift.  Spatial drifts are those whereby 
the drift experienced is proportional to the distance moved by the system.  These are the only 
drifts that GSPACC has been designed to counter, as all other drifts are assumed not present. 
 
GSPACC has been tested on 5 different robot architectures, as well as an abstract system, the 
non-holonomic integrator.  As such it has been tested in a range of configuration spaces from 
three to six dimensions and for control spaces of between two and seven dimensions.  These 
tests have proven that GSPACC is able to control a range of systems for a range of tasks.  The 
tests have also shown that GSPACC offers a significant improvement on a benchmark RRT 
both in terms of the time required to produce a path (20 to 175 times faster), and the 
smoothness of the path produced (average five times better).  The normalised approximation 
to curvature cost metric used in GSPACC has also been shown to outperform a more standard 
Euclidean distance metric providing paths that are at least 28% smoother. 
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GSPACC’s main contribution is the provision of genericity, smooth, quickly created plans, 
and drift compensation in a single algorithm. 
 
The abilities of GSPACC mean that it is ideally suited to control of a non-holonomic system 
whereby smoothness is required and drift may be present.  Examples include almost any real 
world robot providing that separate algorithms are present for temporal drift and the 
navigation of obstacles. 

8.1.2 Algorithm 2 – NH-BUG 
NH-BUG stands for non-holonomic BUG algorithm.  The non-holonomic reference is to the 
ability to control robots that are non-holonomic in x,y space due to a minimum turning circle 
(MTC) constraint.  This is a key limitation in previous bug algorithms that renders them 
impractical for the control of car-like robots, or any other robot with an MTC constraint. 
 
NH-BUG lacks the generic qualities displayed by GSPACC as it is only capable of 
functioning in x,y space and reaching x,y goals.  In addition, whilst it displays a degree of 
smoothness due to arc-based travel, and the rapid updating of arcs travelled (20Hz) it does not 
explicitly optimise for smooth travel.  NH-BUG does not possess these qualities, as they were 
not required, the primary objective of NH-BUG is safe travel in the vicinity of obstacles.  
However, NH-BUG does retain genericity to the extent that a wide variety of vehicles may be 
controlled within x,y space. 
 
NH-BUG retains the classical BUG algorithm completeness guarantee (for the driftless case) 
that if a path is present in the configuration space then it will be found, and that 2D obstacles 
may be navigated without the use of global mapping techniques. 
 
NH-BUG also contributes to the BUG community by incorporating a resistance to both 
sensor errors and spatial drift.  The averaging of perceived goal locations gained by on-board 
sensors provides resistance to sensor error.  Spatial drift is recognised by comparison of the 
moves that are expected to be made (given by a forward kinematics model), and the 
movement (recorded by on board odometry sensors), any mismatch is recorded as drift, and 
this drift is incorporated into the forward kinematics model.  
 
NH-BUG has been tested on simulated car-like and differential drive robots of varying size 
and MTC.  NH-BUG has also been tested in the presence of significant levels of sensor and 
execution errors (up to 40%).  The algorithm has maintained its abilities to navigate around 
obstacles and reach a goal location in the presence of these drifts.  Although success is not 
guaranteed for the highest levels of perturbation, neither is failure, for mid level perturbation 
(20%), a 90% success rate was found.   
 
NH-BUG has contributed to the BUG community by providing the first (BUG) algorithm that 
can control non-holonomic robots.  In addition it accounts for control limitations, provides a 
resistance to sensor noise, and ensures that forwards only movement is always possible (none 
of which were previously available in BUG algorithms). 
 
NH-BUG is suitable for use in navigating a ground vehicle with a MTC in the presence of 
significant sensor errors and control perturbation.  As such it is ideal for the controlling of 
mobile robots in unpredictable, real life situations. 

8.1.3 Algorithm 3 – SPAC-BUG 
SPAC-BUG stands for Smooth Path And Control-BUG, and largely consists of a combination 
of GSPACC and NH-BUG.  As such it is able to combine the strengths of the two component 
algorithms in order to produce a method that is able to generically create paths and controls in 
a variety of configuration spaces as well as navigating 2D obstacles.  The only strength that 
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has been lost is operation in abstract spaces i.e. the control of systems that are not real world 
robots.  This ability is lost as the strengths added to GSPACC relate to real-world factors such 
as sensor error and x,y obstacles.  Losing the ability to work in abstract spaces is acceptable 
because, if accounting for real-world factors is required, then the algorithm must be operating 
in a real-world space, and therefore capabilities specific to abstract spaces are no-longer 
relevant. 
 
The SPAC-BUG algorithm also contains new elements not seen in GSPACC or NH-BUG.  
These elements are necessary to allow co-operation between the two algorithms and relate to 
bridging the time lag present between the GSPACC planner (1Hz) and the NH-BUG planner 
(20Hz), as well as some minor tweaks to the GSPACC algorithm and the upgrading of sensor 
error resistance to include a sensed goal orientation. 
 
SPAC-BUG has been tested with the levels of sensor and execution error used during the 
testing of NH-BUG, and for both a differential drive and a car-like robot.  Comparison with 
an RRT algorithm has shown that SPAC-BUG outperforms (this RRT) both in terms of path 
smoothness, and success rate.  Smoothness is on average 10x better, and the success rate 
improvement depends on the obstacle course on which the testing is performed.  It is 
important to note that the RRT will always succeed eventually, however as a timeout of 1 
hour was in place (compared to 20 minutes for SPAC-BUG) failures have been recorded for 
some environments.   
 
SPAC-BUG’s key contribution is the provision of genericity, completeness, low curvature 
paths and quick re-planning in at the same time.  Review of literature has shown that these 
qualities are not only currently unavailable via another algorithm, but also that commonly 
used methods could not be extended to produce these qualities. 
 
SPAC-BUG is suited for operation in the same real world environments as NH-BUG, but is 
also able to provide a high quality path, accommodate non-holonomic constraints other than 
minimum turning circle, and achieve a wider variety of goals. 

8.1.4 Algorithm 4 – TOPTrack 
TOPTrack stands for Time Optimal Path Tracker.  As the name implies, this algorithm is 
capable of controlling a robot in a near time-optimal manner.  The robot controlled may be 
non-holonomic in x,y due to a minimum turning circle (MTC). 
 
TOPTrack also introduces a resistance to wheel-slip, which has not bee provided by 
algorithms 1-3 as it has been assumed not to be present.  Wheel-slip occurs when less friction 
force is available between the robots wheels and the travel surface than that applied by the 
powered turning of the wheels.  Resistance to wheel slip is provided here for a single travel 
surface only, that is to say that the available friction between the wheels and the travel surface 
is treated as fixed.  Fixing the available friction means that the limits in acceleration and the 
curvature that may be achieved for a given speed are also fixed.  As the values are fixed then 
they may be kept in a lookup table.  As the controls calculated by TOPTrack adhere to the 
limits detailed in these tables, then wheel-slip is avoided. 
 
TOPTrack uses the lookup tables described above in combination with a priori knowledge of 
the path to be followed to produce a feasible time-optimal speed for the robot to travel at 
along the given path.  Controls that allow the achievement of both this speed and good 
tracking (error is less than 50% of the robot width) of the path are then produced by use of 
gradient descent and a forward kinematics model. 
 
TOPTrack has been tested for a variety of achievable speed and cornering profiles, as well as 
a variety of spatial drifts for both a differential drive and a car-like robot.  The performance of 
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TOPTrack has been calculated by comparison with an ideal time-optimal profile that allows 
100% adherence to the given path for a drift-less scenario.  TOPTrack has been found to 
provide travel that is near optimal both in terms of time taken to traverse the path, and 
adherence to the path itself.  
 
The specific contributions made by TOPTrack are the ability to provide time optimal 
planning accounting for both a robot’s forward and steering dynamics without the use of 
complex models, and the ability to counter large quantities of drift. 
 
TOPTrack is capable of controlling a non-holonomic robot with a MTC in a near time 
optimal manner in the face of spatial drift and allowing for a fixed travel surface.  As such it 
is suited to providing time optimal travel in conditions whereby the travel surface is well 
defined e.g. most indoor environments, pristine road surfaces, or icy conditions (ice provides 
a reasonably constant level of friction). 

8.1.5 Algorithm 5 – DAPOS 
DAPOS stands for Detection And Prevention Of Slip.  As the name suggests, DAPOS both 
detects wheel-slip when it has occurred, and makes recommendations in order to prevent this 
slip from occurring again.  These recommendations are designed to be passed to a higher-
level algorithm responsible for the creation of controls for the robot. 
 
DAPOS detects wheel-slip by comparing the expected ratio between wheel movement and 
robot movement that is calculated via a forward kinematics model, with that detected by 
onboard sensors after a robot has moved.  If a discrepancy is present then wheel-slip has 
occurred.  The recommendations made are the same as those given by the lookup tables used 
in TOPTrack, i.e. they comprise of acc/deceleration limits and limits on the curvature 
achievable for a given speed.  However, whilst the tables used in TOPTrack are fixed; these 
recommendations provide dynamic updates.  Therefore if the surface conditions do not 
change (between recommendations), and the limits are adhered to, then wheel-slip is 
eliminated. 
 
Drift refers to a robot’s movements not matching those predicted by a forward kinematics 
model.  The amount of drift that results from a wheel-slip source may be deduced using the 
ratios discussed above and the forward kinematics model.  Any remaining drift is therefore 
due to other sources and may be catered for in a different manner.  If spatial drift is assumed 
to be the only other form of drift present, then it may be countered using the methods 
established in previous algorithms (i.e. incorporation into the forward kinematics model). 
 
DAPOS has been tested for a variety of drift levels for spatial and wheel slip sources, as well 
as both simultaneously.  DAPOS has been found to be capable of identifying wheel-slip and 
spatial drift, and providing a relevant recommendation based on this.  Testing has shown that 
DAPOS is capable of achieving its aims for a variety of drift levels. 
 
DAPOS’s key contribution is the ability to provide the above wheel-slip compensation 
without the use of a complex model of robot dynamics.  
 
DAPOS is suited for integration with any path planning or path-tracking algorithm and for 
any ground vehicle subject to wheel-slip. 

8.1.6 Combined abilities 
The previous sub-sections have drawn conclusions as to the individual performances of the 
algorithms produced.  In addition to providing individual contributions, the algorithms 
described here are also capable of functioning together and can provide a system that is 
resilient to sensor error, spatial drift, and wheel-slip.  Such a system can also provide time 
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optimal following of smooth paths for a variety of ground-based robots in environments that 
contain 2D obstacles of various shapes and sizes.  It should be noted that the algorithms have 
not been tested as one large co-operating system.  However the author has no reason to 
suspect that such co-operation would fail, as it would not require any single algorithm to 
perform outwith the tests that have been conducted. 

8.1.7 Common Assumptions & Their Inherent Limitations 
The assumptions made by each algorithm have been detailed in each relevant chapter.  This 
section highlights some common assumptions that are made and the limitations these impose. 
 
Processing Power All of the algorithms used here have been developed and tested with 

use of a laptop powered by a 1.87GHz Intel Core Duo processor and 
2GB RAM.  This means that any robot to be controlled by the 
algorithms used here would require to either carry or be linked to a 
computer.  This limits applicability in long running applications (days 
without re-charging batteries), or small robots operating in inaccessible 
environments.  In both these examples power consumption is a major 
factor in the use of an algorithm, therefore the algorithms developed 
here, with their high power demands would not be suitable.  
 

Travel in arcs (or 
approximations) 

Most robots used today travel in arcs, or approximations to arcs when 
travel is viewed over short distances.  However this may not be the case 
for all robots (e.g. snakes), or all future robots.  Adaptation would be 
necessary to allow the algorithms developed here to function with these 
robots. 
 

Robot response 
times 

In line with the high frequency updates to controls executed and paths 
planned that are made by all algorithms developed here, the robots 
controlled must be capable of receiving and acting upon these 
commands at a similarly high rate (1#20Hz).  A delay in responding to 
controls would cause the algorithms detailed here to believe that drift 
was occurring when in fact the robot had merely not had sufficient time 
to act.  This misconception would decrease the performance of the 
algorithms as they attempted to respond to non-existent threats. 

8.2 Future Work 
This sub-section contains future work relating to the algorithms detailed in this thesis.  A 
number of avenues for future work are applicable to all components of this thesis, and it is 
these that will be discussed here, as these would be capable of providing the largest 
improvement in capabilities. 

8.2.1 Travel in 3D Environments With 3D Obstacles 
This improvement relates to algorithms 2, 3, and 4.  These chapters currently only allow for 
movement in the x, y plane.  Extension to the z-axis would be a valuable improvement in 
order to allow these algorithms to be deployed on underwater, or air born robots.  The specific 
avenues for research here are: 
 
1. The creation of forward kinematics models that are able to project the robot’s 3D 

movements in a negligible amount of time i.e. less than a microsecond. 
  
2. The improvement of obstacle approach and leave modes in order to allow efficient 

approaching and leaving of 3D obstacles.  This must be done in a manner that does not 
increase the existing cycle time of the algorithm. 
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8.2.2 Catering For Moving Obstacles 
This improvement relates to chapters 2 and 3.  These chapters are currently capable of 
catering for static obstacles, and if faced with a moving obstacle would potentially circle this 
obstacle forever.  This is due to the leave condition for obstacles, which states that the robot 
must decrease its distance to goal when compared with the distance to goal on joining the 
obstacle.  If the robot joins a moving obstacle and moves with the obstacle away from the 
goal, then by the time the obstacle has been rounded, all points on the obstacle edge are 
further from the goal than the join distance.  Therefore the obstacle edge would be followed 
indefinitely. 
 
To prevent this behaviour, more intelligent obstacle approach and tracking is required.  A way 
in which this could be achieved is to track the course of the obstacle and approach it in a 
direction that is opposite to the obstacle’s direction of travel.  This strategy would allow the 
obstacle to be rounded quickly, and therefore before the robot had moved away from the goal 
and become trapped.   

8.2.3 Resistance to Temporal Drift 
This improvement relates to all algorithms developed in this thesis.  Temporal drift refers to 
the robot drifting in space by a given amount regardless of the controls imputed, or distance 
moved.  Where spatial drift is proportional to the distance moved, temporal drift is 
proportional to the time that has elapsed.  Examples of temporal drift are a crosswind on an 
aircraft, a current on a marine craft, or a humanoid robot falling mid step. 
 
Temporal drift is not currently handled by the algorithms described here as all drift detected is 
assumed to be spatial drift in algorithms 1-3, and all non-wheel-slip based drift is assumed 
spatial in algorithms 4 & 5.  Treating temporal drift as spatial drift would cause the amount of 
drift accounted for to be incorrect unless the robot travelled at a fixed speed. 
 
To cater for temporal drift would require the ability to recognise it, once this was achieved it 
may be countered using the same sort of responses as are generated for spatial drift.  This 
could be achieved by measuring changes in drift levels, and those not accounted for as 
occurring due to spatial or wheel-slip sources could be then identified as due to temporal 
sources.
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8.2.4 Learning of Required Information 
This improvement would relate to all algorithms.  The algorithms detailed here each require 
an amount of information to be known.  A useful addition to these systems would be the 
ability to learn the required information.  How this was achieved would vary in accordance 
with the information required, examples are given below. 
 
1, Forward Kinematics - These describe the way in which the robot will move for a 

given control input.  These could be estimated by use of a 
lookup table.  Trying combinations of set amounts of 
controls and observing the outcome could be used to 
populate the lookup table.  An alternative method would be 
to try and match the observations to known behaviour from 
a stored kinematics profile, e.g. if there are 2 controls and 
when applying positive controls one moves the robot left, 
and the other right, and both together move the robot 
forwards a differential drive robot could be assumed. 
 

2, Sensor Range - This could be deduced by moving away from a detected 
obstacle until it no longer registered, this distance would be 
the sensor range. 
 

3, Control space limits - These could be achieved by attempting varying 
combinations of control inputs and testing for limits beyond 
which there is no perceived effect 
 

4, Minimum turning circle - This could be deduced by attempting to turn on the spot, and 
observing the result, as this would be the minimum turning 
circle. 

8.3 Final Comments 
The independent algorithms described here are capable of functioning together and can 
provide a system that is resilient to sensor error, spatial drift, and wheel-slip.  Such a system 
can also provide near time optimal following of smooth paths for a variety of ground-based 
robots in environments that contain 2D obstacles of any shape or size. 
 
In addition to working with each other, the five algorithms form helpful components for use 
in combination with other robotic systems, and may be relied upon to function within the 
assumptions made by each.  As such they represent a contribution to the robotics community, 
providing functionality not previously available, and are suitable for inclusion in other 
systems to perform specific tasks.  This allows the writer of a new algorithm to concentrate 
on areas that are not covered by this thesis, which may be specific to a particular task or 
environment.   
 
Finally it can be stated that the objectives laid out in 1.3 have been achieved.  Now that the 
end of the thesis has been reached it can also be seen to facilitate the desired qualities as 
originally motivated in 1.2.  The field of autonomous robotics is expanding into more areas, 
with more robots being produced each year.  This thesis forms a part of this field a part that it 
is hoped will aid in its continual expansion and achievement. 
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Appendix - A –  Normalised Approximation to Curvature a 
Worked Example 

 
This appendix provides a worked example using the Normalised Approximation to Curvature 
(NAC) formula detailed in Chapter 3 (GSPACC), which is also used in Chapter 5 (SPAC-
BUG). 
 
The figures below are those shown in 3.8.1.4 detailing the development of the NAC formula.  
These figures are reproduced here as they are relevant to the worked example and provide a 
visual reminder of the variables used. 
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Figure 179  Calculation of a heading in x,d space for a point in x,y space. 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 180  Calculation of twin headings in x,d space for two points in x,y space to provide a curve in x,d space.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 

 
Figure 181  Calculation of curvatures. 
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For this worked example the arcs used are defined in Table XXXII (below), and illustrated in 
Figure 182 (below). 
 
Table XXXII - Definition of Arcs Used 
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Figure 182  Arcs used in worked example. 
 
Table XXXIII (below) contains the variables that are required to calculate the curvature of the 
arcs in terms of each component and the distance travelled by the robot.  The calculated 
curvatures are also included.  The calculations used are those given in Figure 181 . 
 

Table XXXIII – Calculation Of Curvatures 

Arc $x $y Angle ax Angle ay Curvature Cx Curvature Cy 

1 (1) 0.00000199999999999967 0 0.78539816339737 0 

1 (2) 0.00000199999999999867 0.00000000000200 0.78539816339712 10-6 
0.000000250 0.9999779 

2 (1) -0.0000010000000001397 0.00000173205081 -0.4636476090567 0.7137244 

2 (2) -0.0000010000008661137 0.00000173205031 -0.4636479554462 0.7137242 
0.346389524 0.1428381 

3 (1) -0.0000020000000002795 0.00000000000000 -0.78539816346733 0 

3 (2) -0.0000020000000002794 -0.0000000000007 -0.78539816346730 -0.0000003 
0.000000028 0.3334 

 
Table XXXIV (below) shows the curvature values Ci,j for all values of i & j as relevant to this 
example for use in equation (1).  Also included is the sum of the component curvatures for 
each transition j, as well as the conventional curvature calculated in x,y space using: 
curvature = arc radius-1.  This conventional curvature is included to demonstrate the similarity 
between this and the component based generic approximation used in NAC.  As Table 
XXXIV shows, the difference between the two curvature values is small.  This indicates that 
the component-based curvature used here is a good approximation to the conventional 
method.  
 

Table XXXIV – Curvature For Calculation of NAC 

j 
i 0 1 Total ‘Normal’ Curvature for reference 

0 0.000000250 0.9999779 0.9999781 1 

1 0.346389524 0.1428381 0.4892277 0.5 

2 0.000000028 0.3334 0.3334 0.33˙ 
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End transition 1 
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End transition 3 
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Table XXXV (below) shows 
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 for all values of i & j.  All variables are 

substituted from tables Table XXXII & Table XXXIV. 
 

Table XXXV – NAC Calculation 
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Equation (1) defines NAC to be the sum of the entries of Table XXXV, therefore for this 
example: 
 
Total NAC = 51.84 (2dp) 
 
This concludes the worked example. 
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Appendix - B –  Choice of Random Distribution 

B.1 Overview 
In order to simulate unpredictable error during the testing of the five algorithms developed 
over the course of this thesis, randomly chosen values are used.  However, it is not sufficient 
to simply declare that a value is randomly chosen; it is also necessary to detail the distribution 
of these randomly chosen values. 
 
The important characteristics of a distribution are its mean, its symmetry (or lack of), and 
whether or not it is bounded.  This appendix details two commonly used distributions 
(Gaussian and Uniform), as well as the advantages of one over the other for the purposes of 
this thesis. 

B.2 Common Types of Distribution 
Of the many types of distribution available, there are two that are commonly used in robotics.  
Both are symmetrical, and have a mean of zero.  These are desirable qualities as it is 
considered equally likely that positive or negative errors may occur.  The two distributions 
will be detailed below followed by the basis on which one was chosen for use in this thesis.  

B.2.1 Uniform Distribution 
As the name suggests, the uniform distribution is uniform between the upper and lower 
bounds.  These bounds are usually 1 and -1 respectively.  With this distribution there is equal 
probability of any value between the two bounds being chosen and the mean value is zero. 
 
 
 
 
 
 
 
 
 
 
Figure 183  Normal distribution with key characteristics labeled. 

B.2.2 Gaussian Distribution 
In a Gaussian distribution the probability of a value being chosen increases with its proximity 
to the mean of zero.  The Gaussian distribution is bounded and positive and negative infinity. 
This means that there is a chance that any value may be chosen up to and including infinity. 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 184  Gaussian distribution with key characteristics labeled. 
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B.3 Choosing a Distribution for Testing 
It is important that the distribution chosen for testing here accurately represents the sensor 
error that may befall a robot in use in the real world. 
 
The error applied throughout this thesis is a uniform distribution.  This distribution was 
chosen as it is thought to more accurately represent the error faced. The error given 
represented by the uniform distribution is a more accurate representation of error as it 
represents an unbiased error within bounds.  These bounds may be seen as representative of 
the tolerances on accuracy that are given by manufacturers of robot components.  In addition, 
a uniform distribution represents a significant challenge as unlike a Gaussian distribution 
there is no tight grouping of errors that are close to 0.  Instead most errors will be significant. 
 
In general the inaccuracy represented by the Gaussian distribution is the possibility for values 
to be produced that are of very large magnitude.  Any error that is less than -100% is 
implausible for the applications seen here.  This is because -100% would represent a distance 
sensor giving a negative reading, or robot controls being executed of the wrong polarity.  
Neither of these is representative of the errors faced by a real robot.  In addition, errors of a 
high positive value would result in an algorithm failing to recognise a wall as a threat even if 
it was within centimetres of the robot, or speeding off when a small movement was intended.  
These too are infeasible for the (reasonably well made) robots simulated during this thesis. 
 
It is also thought that large sensor errors (if they were found to occur) could be recognised by 
a processing algorithm that automatically disregarded errors over a given percentage  (e.g. 
50%).  Setting an upper limit on the magnitude of the error received by the algorithms 
described here would then allow them to function.  
 
A simple example to illustrate the generally low values given by a Gaussian distribution is to 
find the range into which the magnitude of 1000 values produced by each distribution fall.  
This example is provided in the form of Table XXXVI.  Table XXXVI illustrates that larger 
errors occur more frequently for a uniform distribution than for a Gaussian distribution.  
Therefore, excluding the excessively large values given by the Gaussian distribution, a 
uniform distribution poses a larger challenge than a Gaussian.  
 

Table XXXVI– Example Values From Gaussian & Uniform Distributions 
Value range 0!0.1 0.1!0.2 0.2!0.3 0.3!0.4 0.4!0.5 0.5!0.6 0.6!0.7 0.7!0.8 0.8!0.9 0.9!1 1!*  

Uniform 101 103 88 100 102 92 106 100 106 102 0 
Gaussian 521 30 31 32 38 29 40 30 30 17 202 

 
The source of the values shown in both Table XXXVI, and throughout this thesis is Sun 
Microsystems’ Java 7 “Random” class, specifically the “nextDouble” and “nextGaussian” 
methods.  The seed used in initialising the “Random” class for Table XXXVI was “1000”. 
 
More detailed reasoning for the inapplicability of a Gaussian distribution, and the predictable 
failures that it would cause are detailed in a series of sub-sections below (B.3.1 - B.3.4) 
relating to each of the errors applied over the course of this thesis. 

B.3.1 Goal Sensors 
A Gaussian distribution would cause the averaging applied to estimate the location of the goal 
to fail.  This is because large errors are sufficiently rare that it is unlikely that an equal and 
opposite goal location would be perceived in order to allow averaging to reveal the true 
location of the goal. 
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B.3.2 Obstacle Sensors 
The excessively large amounts of error produced by a Gaussian distribution (close to or less 
than -100%) would allow obstacles to be perceived to be directly in front of the robot when 
they may be a large distance away.  This would clearly cause, erratic behaviour from the 
robot.  In particular the use of false walls by the algorithms detailed in chapters 4 & 5 would 
be thrown into disarray.  Walls could be erected completely imprisoning the robot even 
though it is in no danger.  In addition, large positive errors would mean that an obstacle 
would not be detected as threatening the robot even if it was centimetres from a collision. 

B.3.3 Control Execution 
Application of the excessively large amounts of error produced by a Gaussian distribution 
control execution (less than -100%) would mean that robot actuators have moved in the 
opposite direction to that which they were supposed to.  Large positive errors would mean 
that the robot had surged forwards or sharply changed direction when only small adjustments 
had been planned.   
 
The above scenarios would cause highly erratic behaviour of the robot (and are likely to be 
impossible for a real world robot moving at speed).  For a simulated robot, if these large 
changes did not occur near the goal location, then the algorithms developed here would be 
capable of coping with such errors.  However there would be a noticeable distortion to the 
robot’s movements both on the appearance of such large error (as it was unexpected and not 
countered), and its removal (as it was expected and not present). 

B.3.4 Odometers 
Large errors in odometer readings would present themselves in the same manner as control 
execution and goal sensing errors as odometer readings provide the robot’s perception of 
reality upon which errors in goal sensing and execution are based.  It is reasonable to expect 
that a odometer reading would not contain large error as if such sensors would be unusable 
and therefore not fitted to even the cheapest of robots. 
 
The way in which odometer readings are used is vital in minimising the resultant error and 
effect on an algorithm.  Odometer readings have been used as a method of testing the distance 
that a robot has moved.  If the robot is prone to wheel slip then this can cause large errors as 
the amount of rotation that a robot’s wheel has undergone has not all been translated to robot 
movement.  I.e. the error is not in the odometer reading itself, but in what has been inferred 
from that reading.  Odometer readings themselves may be assumed to be reasonably accurate 
as it is a simple process to measure the amount by which an actuator has turned. 
 
It is vital to note that the algorithms described here only use odometer readings for the 
purpose of estimating robot movement in slip-less conditions.  This is why the readings may 
be assumed to be reasonably accurate (up to 9% error). 

B.3.5 Experimental Testing 
Limited experimental testing has been conducted using a Gaussian distribution of error.  The 
results of this testing support the assertions made in the previous sub-sections (failure and 
highly erratic movements).  This confirms that testing with a Gaussian distribution is of little 
merit as the challenge posed (and the lack of realism represented) is too great for the 
algorithms developed here. 
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Appendix - C –  Additional GSPACC Data 

C.1 Overview 
This appendix contains additional data relating to the testing conducted on the GSPACC 
algorithm.  This data should be examined in combination with that found in the results section 
of Chapter 3.  The data included here are standard deviations, minimal, and maximal values 
for the data used to calculate each of the averages found in the results tables in the GSPACC 
results section.  The additional data included is here to lend support and credibility to the 
averages declared, and the conclusions that are drawn based on them.  To this end comments 
are provided on each table and the conclusions that may be drawn from the data therein. 
 
For ease of comparison, the format of the tables displayed here is the same as that used in 
chapter 3.  In addition each table will be discussed individually. 

C.2 2D Robots 
Table XXXVII (below) shows the following items of interest: 
 
1. There is a clear separation between GSPACC and RRT paths in terms of smoothness.  

None of the RRT paths are less than 242% higher normalised approximate curvature than 
their equivalent GSPACC Paths 

2. Without drift ED paths are always less smooth than GSPACC paths to some degree. 
3. With drift ED based paths have a minimal smoothness overlap with their GSPACC 

counterparts.  Therefore it is safe to say that the averages seen in chapter 3 are 
representative of the smoothness gap between GSPACC and ED based paths. 

4. The standard deviations and data ranges for GSPACC paths are, in all categories (NC, 
time, and path length) smaller than those seen for both RRT and ED based paths.  This 
gives a strong indication that the behaviour of GSPACC based paths is more consistent 
(and therefore reliable) than their RRT and ED equivalents. 

 
Table XXXVII - 2D (Rolling Disc, Differential Drive, Car-like) 
Task Performance 

Normalised Approximate 
Curvature  

as % of GSPACC value 

Average Plan time  
(s) 

Path Length as % of 
straight line Drift Method 

Low High SD Low High SD Low High SD 
GSPACC 100 100 0 0.09 0.364 0.015 99 326 76 

ED GSPACC 101 164 28 0.366 1.906 0.765 112 464 365 0% 
RRT 342 805 236 24 118 47 167 376 110 

GSPACC 98 120 9 0.128 0.776 0.271 99 356 85 
1% 

ED GSPACC 102 4718 2289 0.27 1.464 1.797 108 711 738 
GSPACC 100 118 7 0.117 1.003 0.255 99 434 117 

2% 
ED GSPACC 115 198 36 0.39 1.81 1.992 108 526 289 

GSPACC 92 106 5.5 0.126 1.096 0.419 99 186 33 
3% 

ED GSPACC 108 201,140 99703 0.281 1.21 1.526 239 1531 1758 
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C.3 Robot Arm 
The following list summarises the important features of Table XXXVIII (below): 
 
1. Without drift there is a clear separation between the ED, RRT and GSPACC paths in 

terms of smoothness.  The closest ED path is 388% higher NC, and the closest RRT path 
is 235% higher NC. 

2. With drift the smoothness separation is less immediately clear.  The range of values 
returned by the GSPACC algorithm is larger than that returned by the ED algorithm.  
However, examination of both the averages given in chapter 3, and the standard 
deviations (SD) given here shows that the profile of the GSPACC data gives a generally 
lower NC value than that found for ED paths.   

3. The much higher SD value seen for GSPACC paths indicates that with drift the ED 
algorithm is more consistent and reliable than the GSPACC algorithm.  This is due to an 
ED method moving further per transition than a GSPACC method.  Moving further in the 
initial transition means that the goal tolerance is reached faster, therefore less drift is 
experienced. 

 
Table XXXVIII- Robot Arm 

Task Performance 
Normalised Approximate 

Curvature  
as % of GSPACC value 

Average Plan time  
(s) 

Path Length as % of 
straight line Drift Method 

Low High SD Low High SD Low High SD 
GSPACC 100 100 0 1.476 3.222 0.879 110 284 56 

ED GSPACC 488 12,417 6,537 0.019 0.053 0.018 282 756 262 0% 
RRT 335 815 214 32 128 51 341 573 93 

GSPACC 92 225,824 130,113 1.053 2.063 0.51 258 1133 463 
1% 

ED GSPACC 22,574 158,174 70,318 0.028 0.134 0.056 267 989 415 
GSPACC 91 227,769 131,235 1.297 2.065 0.384 258 1136 465 

2% 
ED GSPACC 22,616 159,094 70,815 0.024 0.172 0.078 267 989 415 

GSPACC 91 229,618 132,303 1.163 2.062 0.468 258 1138 466 
3% 

ED GSPACC 22,662 159,895 712,44 0.023 0.195 0.09 267 989 415 
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C.3.1 Airplane 
The key features of Table XXXIX (below) are given in the following list: 
 
1. There is a clear separation between GSPACC and RRT paths in terms of smoothness.  

None of the RRT paths are less than 247% higher normalised approximate curvature than 
their equivalent GSPACC Paths 

2. Without drift ED paths are always less smooth than GSPACC paths to some degree. 
3. With drift ED based paths have a minimal smoothness overlap with their GSPACC 

counterparts.  Therefore it is safe to say that the averages seen in chapter 3 are 
representative of the smoothness gap between GSPACC and ED based paths. 

4. The standard deviations and ranges for GSPACC paths are, in NC, and path length 
smaller than those seen for both RRT and ED based paths.  This gives a strong indication 
that the behaviour of GSPACC based paths is more consistent (and therefore reliable) 
than their RRT and ED equivalents.   

5. Plan time SD’s are suitably similar for ED and GSPACC as to not overturn the benefits 
demonstrated in points 1-4 above. 

 
Table XXXIX - Airplane 

Task Performance 

Normalised Approximate 
Curvature  

as % of GSPACC value 

Average Plan time  
(s) 

Path Length as % of 
straight line Drift Method 

Low High SD Low High SD Low High SD 
GSPACC 100 100 0 4.57 10.1 1.1 99 314 49 

ED GSPACC 103 159 26 5.02 11.3 0.9 114 522 301 0% 
RRT 347 809 241 41 156 54 355 689 132 

GSPACC 101 126 9 5.01 11.2 1.14 99 398 101 
1% 

ED GSPACC 107 4,524 2164 5.42 11.5 0.97 136 1002 753 
GSPACC 102 121 6 7.3 13.1 1.02 99 451 122 

2% 
ED GSPACC 113 205 38 7.79 13.56 0.9 133 759 323 

GSPACC 103 109 5.1 7.5 13.2 1.5 99 264 89 
3% 

ED GSPACC 108 198,633 95218 8.1 13.87 0.96 269 973 351 
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C.4 Non-Holonomic Integrator (NHI) 
The following list summarises the important features of Table XL (below): 
 
1. The GSPACC advantage gap in smoothness of path seen in previous tables is not present 

here. 
2. The increased reliability and consistency of path seen in previous tables is not seen here. 
3. The range of NC covered by GSPACC paths is larger than that seen for ED paths. 
4. Without drift smoother paths may be produced by both RRT and ED algorithms, 

however, the high end of the range of values returned >10,000%, and the SD value of a 
half to a third of the range, in combination with the average value seen in Chapter 3, 
shows that in general, a GSPACC path will be smoother than an RRT or ED generated 
path. 

5. Once drift is included, the benefits of GSPACC disappear.  However it is important to 
note that large increases in ED values are also seen.  This indicates that drift under an 
abstract task is more difficult to overcome than that of real-world tasks. 

 
Table XL - NHI 

Task Performance 

Normalised Approximate 
Curvature as %  

of GSPACC value 
Average Plan time (s) Path Length as %  

of straight line Drift Method 

Low High SD Low High SD Low High SD 

GSPACC 100 100 0 0.036 0.308 0.088 142 404 105 

ED GSPACC 14 10,600 3,700 0.002 0.008 0.0019 142 370 89 0% 

RRT 52 15,400 6,300 0 75 28 150 427 130 
GSPACC 5,200 234,000 88,200 0.15 0.426 0.099 362 661 114 

1% 
ED GSPACC 1,800 77,100 24,500 0.007 0.061 0.019 261 722 167 

GSPACC 4,000 70,200 27,500 0.237 0.824 0.22 229 2825 1098 
2% 

ED GSPACC 1,800 32,900 13,200 0.007 0.031 0.008 262 784 189 
GSPACC 4,835 1,153,034 493,457 0.23 0.564 0.144 247 724 212 

3% 
ED GSPACC 1,896 29,703 11,609 0.008 0.02 0.004 266 1936 559 
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Appendix - D –  Tolerable Sensor Error Limits for NH-BUG 
 
NH-BUG provides some resistance to sensor error.  NH-BUG also claims to be complete.  
However there is a limit to the sensor error that can be countered before completeness is lost.  
This is why completeness is only guaranteed for the driftless case. 
 
This appendix details the upper limits of error that may NH-BUG may be expected to cope 
with in relation to obstacle sensor errors and provides additional detail to support the 
summary given in Chapter 4 (4.10.4). 

D.1 Erroneous Placement of False Walls 

D.1.1 Derivation of formula 
 
A sequence of diagrams is given below (Figure 185 ).  These diagrams show the construction 
of a triangle that is used to derive the maximum tolerable error in obstacle sensors when the 
robot is positioned at the edge of a gap in obstacles. 
  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 185  A sequence of 3 diagrams (a-c) that define a series of variables and aid in understanding the derivation of an 

estimate for the maximum tolerable error in obstacle sensing for NH-BUG to function correctly. 
 
The derivation of tolerable error is given below: 
 
Using the cosine rule we can see from Figure 185 (c) that the perceived gap in the obstacles 
(D) may be expressed as: 
 

! 

D = S1
2 +SGPD2 "2S1SGPDcos(#)  (1) 

 
where S1 is the perceived distance to the obstacle.  S1 will be greater or less than the actual 
distance to the obstacle S in accordance with the percentage error that is present.  S1 may be 
expressed as: 
 

! 

S1 = ES+S  (2) 
 
However for simplicity the form S1 will be kept for now. 
 
The point whereby a false wall is unnecessarily placed may be expressed as: 
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D = minimum tolerable passage width (Tol) (3) 
 
Remembering the following definitions from 4.9.1: 
 
Tol = 2!SGPD+2!MTC (4) 
 
SGPD = max(2.5r,MTC) (5) 
 
Substitution of (3) into (1) gives: 
 

! 

Tol = S1
2 +SGPD2 "2S1SGPDcos(#)  (6) 

 
Rearranging (6) gives: 

 
Tol2 = S1

2+SGPD2-2S1SGPDcos(+) (7) 
 
and rearranging (6) gives: 
 
Tol2-SGPD2 = S1

2-2S1SGPDcos(+) (8) 
 
Let  
 
c = Tol2-SGPD2  (9) 
 

and 
 

b = 2SGPDcos(+) (10) 
 
Substitution of (9) & (10) into (8) gives: 
 
c = S1

2-S1b (11) 
 
Rearranging (11) gives: 
 
0 = S1

2-S1b-c (12) 
 
Using the quadratic equation to find S1 in (12) gives: 
 

! 

S1 =
b± b2 + 4c

2  (13)
 

 
It is possible to simplify (13) to: 
 

! 

S1 =
b+ b2 + 4c

2  (14) 
 
As S1 is the side of a triangle (as shown Figure 185 ) and therefore cannot be negative.

 

 
Rearranging (14) gives: 
 

! 

E =
S1
S
"S =

S1
S
"1 (15) 
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Finally, by substituting (14) into (15), the level of percentage error that may be tolerated (E) 
is given as: 
 

! 

E =

b± b2 + 4c
2
S

"1
 (16)

 

 

D.1.2 Examination Of Error Limits 
 
The previous section derived the following equation for the maximum tolerable obstacle 
sensor error (E) to be: 
 

! 

E =

b± b2 + 4c
2
S

"1
 (16) 

 
From Figure 185 (a) and Pythagoras theorem it can be seen that:

 

 

! 

S = SGPD2 +G2   (17) 
 
and by trigonometry it can be seen that: 
 

! 

" = tan#1 G
SGPD
$ 

% 
& 

' 

( 
) 
 (18)

 

 
Finally be recalling (9,10 &14) it can be seen that E is defined entirely by the 3 following 
items: 
 

• The robot’s minimum turning circle (MTC). 
• The robot’s radius (rr). 
• The size of the gap between the obstacles (G). 

 
As the tolerable error is completely defined by these 3 variables it is possible to predict 
whether or not NH-BUG is able to accurately place fake walls for a given obstacle course 
when a given level of error is present.  This in turn gives an indication of whether or not a 
course will be passable under control of NH-BUG.  It is important to note that this is only an 
indication as the error applied is random and the robot is unlikely to travel exactly at the 
SGPD contour (more detail later D.1.3). 
 
Table XLI (below) provides data on the upper limits of error for particular robot’s and 
obstacle gaps. 
 

Table XLI - Maximum Tolerable Obstacle Sensor Error 
Gap as a percentage of the minimum passable gap for each robot MTC Robot Radius (rr) 
100 110 120 130 140 150 160 

1.00 1.00 0.00 -9.14 -16.82 -23.34 -28.95 -33.82 -38.08 
2.00 2.00 0.00 -9.14 -16.82 -23.34 -28.95 -33.82 -38.08 
2.00 1.00 0.00 -9.12 -16.76 -23.24 -28.80 -33.62 -37.85 
1.00 2.00 0.00 -9.16 -16.87 -23.44 -29.10 -34.01 -38.30 
1.00 0.50 0.00 -9.12 -16.76 -23.24 -28.80 -33.62 -37.85 
0.15 0.15 0.00 -9.14 -16.82 -23.34 -28.95 -33.82 -38.08 
0.15 1.00 0.00 -9.18 -16.93 -23.55 -29.25 -34.21 -38.54 
1.00 0.15 0.00 -9.11 -16.74 -23.21 -28.76 -33.57 -37.78 
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It is clear to see from the above table that: 
 
1. There is little change in the maximum tolerable error (mte) when the MTC and rr are 

changed. 
2. What little change in the mte is present is related to the ratio between the MTC and the rr. 
 
Table XLII (below) provides data on the upper limits of error for a single robot for a wider 
range of obstacle gap sizes than that given in Table XLI (above).  This data is the same as that 
used previously to create Figure 76 in 4.10.4.1.1.  Note in Table XLII K denotes 1000  
e.g. 1k = 1000 and 1K5 = 1500. 
 

Table XLII - Maximum Tolerable Obstacle Sensor Error 
Gap% 100 110 120 130 140 150 160 180 190 200 250 300 500 1K 1K5 2K 3K 4K 5K 7K5 10K 
Error 0 -9 -16 -23 -29 -34 -38 -45 -48 -50 -61 -67 -81 -90 -94 -95 -97 -98 -98 -99 -99 
 

D.1.3 Factors That Affect The Reliability of Estimated Tolerable Error 
 
The formula derived in D.1.1 relies on a number of assumptions.  Therefore the estimated 
tolerable error will only hold whilst these assumptions hold. 
 
The 4 main assumptions made are: 
 
1. That the sensor ray recording the shortest gap hits the closest point of the 2nd obstacle 
2. That the robot is travelling on the SGPD contour. 
3. That the obstacles on both sides of the gap are regularly shaped 
4. That the obstacle gap is perpendicular to the robot’s heading 
 
Any and all of these assumptions are unlikely to hold in most real world environments.  
Examples of each assumption failing to hold are given in Figure 186 (below). 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
Figure 186  Examples whereby the assumptions made in deriving the formula for the maximum tolerable error when placing 

false walls across gaps in obstacles do not hold. 
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D.2 Failure to Place False Walls 
 
This section details the derivation of the formula for the maximum tolerable obstacle sensor 
error if false walls are to be placed where necessary. 
 
 
 
 
 
 
 
 
 
 
 
Figure 187  Visual definition of variables 
 
From Figure 187 using simply trigonometry it can be seen that: 
 

! 

S2 =

Gap
2

" 

# 
$ 

% 

& 
' 

sin (( )
 (1) 

 
and: 
 

! 

P2 =

Passable Width
2

" 

# 
$ 

% 

& 
' 

sin (( )
 (2) 

 
as  
 
S2 = P2E + P2 = P2(E+1) (3) 
 
The percentage error for obstacle sensors may be defined as: 
 

! 

%Error =
S2
P2
"1 (4) 

 
substituting 1&2 into 4 gives: 
 

! 

%Error =

Gap
2

" 

# 
$ 
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' 

sin (( )
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)1 (5) 
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which simplifies to: 
 

! 

%Error =
Gap

PassableWidth
"1 (6) 

 
As the above formula does not involve ,, the percentage error required for failure to place 
walls is the same regardless of the sensor angle. As sensor angle is irrelevant, the tolerable 
error is the same for every sensor that detects the obstacles. 
 
It may also be seen that the error required is exactly the same as the proportion by which the 
gap is too small to be passable. 
 
The assumptions made during the above derivation are: 
 

• The robot is aligned with the centre of the passage. 
• The walls are straight and perpendicular to each other 
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Appendix - E –  Additional NH-BUG Data 
 
This appendix contains additional data relating to the testing conducted on the NH-BUG 
algorithm.  This data should be examined in combination with that found in the results section 
of Chapter 4.  The data included here are standard deviations, minimal and maximal values of 
the data population used in calculating each of the averages found in the results tables in the 
NH-BUG results section.  The additional data is included here to lend support and credibility 
to the averages declared, and the conclusions that are drawn based on them.  To this end 
comments are provided on each table and the conclusions that may be drawn from the data 
therein. 
 
The important information given by the tables below (Table XLIII & Table XLIV) is the 
uniformly low ranges and standard deviations (<1% of range) for drift free cases.  This shows 
that the algorithm is able to perform in a consistent and reliable fashion.  It also shows that 
the averages given in the results section of Chapter 4 may be treated as representative of all 
underlying data. 
 
There are a few exceptions to the above statement.  However the standard deviations for all 
these remain <25% of the range therefore the averages can still be said to give a reasonably 
accurate impression of the underlying data. 
 
Non-identical trials for drift-less cases result from small changes in the perceived 
environment due to the real-time nature of the algorithm.  In addition it is at times a close call 
between NH-BUG choosing to turn left or right at on approach to an obstacle.  This means 
that a small change in data processing time can result in a different path being taken through 
the environment.  This different path in turn produces a very different normalised 
approximate curvature (NC) or path length (PL) value. 
 
It is because these large differences in NC & PL arise from small changes in the perceived 
environment that drift can cause a large increase in both NC and PL values.  It is therefore all 
the more impressive to note that in the majority of cases the SD values remain low in relation 
to the populations they represent (<20%).  This means that even with the unreliability of 
sensors and robot movement that is brings about drift, a robot’s paths remains largely 
consistent with each other for a given task and applied error magnitude.  
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Table XLIII - Normalised Approximate Curvature 

Drift Level 
Task 

0 1 2 3 
Map and 

Initial 
Goal 

Pairing 

Robot Low High SD Low High SD Low High SD Low High SD 

Car 1 1810 1813 0.94 4847 5140 106 429 4729 2132 16793 16793 N/A 

Car 2 1922 1934 3.79 371 421 14 225 301 26 29003 29003 N/A Small - 1 

DD 11691 11691 0 6929 18430 8132 3565 3565 N/A Fail Fail Fail 
Car 1 5233 5276 15.7 4119 4294 56 3863 3918 24 7315 39328 22636 
Car 2 4712 4712 0 2169 4470 933 2770 3643 311 Fail Fail Fail Small - 2 
DD 3412 3412 0 9797 154898 60441 1882 24999 11387 Fail Fail Fail 

Car 1 432 432 0 351 378 8.75 350 1039 394 1396 18148 11845 

Car 2 359 359 0 225 311 23 459 535 25 Fail Fail Fail Small - 3 

DD 3539 3539 0 6745 88706 31562 347 347 N/A 626 4435 2098 
Car 1 715 715 0 647 746 32 555 638 28 482 691 78 
Car 2 674 674 0 558 684 37 481 605 39 1556 11172 6800 Small - 4 
DD 782 782 0 1148 11346 3865 2669 2757 62 Fail Fail Fail 

Car 1 43 43 0 182 220 29 140 247 29 Fail Fail Fail 

Car 2 110 110 0 213 272 18 213 247 11 417 2651 1579 Medium 
- 1 

DD 935 937 0.63 576 3470 1534 2268 7218 2165 1341 1341 N/A 
Car 1 57 57 0 59 320 73 62 420 162 322 1455 573 
Car 2 709 709 0 754 1920 319 735 891 78 359 2588 1185 Medium 

- 2 
DD 1659 1659 0 192 2956 1176 247 558 129 922 1765 596 

Car 1 769 1362 166 420 562 51 480 670 79 534 534 N/A 

Car 2 477 488 3.48 323 373 15 455 523 22 698 698 N/A Medium 
- 3 

DD 443 443 0 267 372 39 2707 2707 N/A 1994 3706 1209 
Car 1 2691 2829 51 1995 3141 383 437 545 29 417 956 208 
Car 2 292 292 0 272 516 100 209 352 56 294 3064 987 Medium 

- 4 
DD 436 436 0 671 1709 560 567 35470 15058 2062 6778 3334 

Car 1 650 650 0 486 523 10 430 1925 463 496 698 78 

Car 2 566 566 0 386 406 7.55 368 15023 5079 Fail Fail Fail Large - 1 

DD 1204 1204 0 2241 28537 9022 3833 10814 3041 6249 10571 3056 
Car 1 761 761 0 574 614 13 480 545 26 852 1573 331 
Car 2 807 807 0 591 628 12 510 628 36 915 2215 919 Large - 2 
DD 615 615 0 465 718 89 523 9810 3455 Fail Fail Fail 

Car 1 1473 1473 0 572 1531 263 1020 1082 44 3881 5035 816 

Car 2 4452 4452 0 1178 5431 1509 955 1484 188 1292 12943 8238 Large - 3 

DD 3107 3318 66 1491 15434 4935 1542 37610 16372 4585 10168 2881 
Car 1 1926 1926 0 1833 1934 32 1636 1826 68 1387 4041 1235 
Car 2 4076 4076 0 2107 2331 59 1636 2169 193 458 1842 554 Large - 4 
DD 997 997 0 1034 1404 114 1313 7688 2419 4769 17034 8672 
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Table XLIV- XY Path Length as % of Straight Line 
Drift Level 

Task 
0 1 2 3 

Map and Initial 
Goal Pairing Robot Low High SD Low High SD Low High SD Low High SD 

Car 1 234 234 0 391 395 1.74 147 389 120 230 230 N/A 

Car 2 234 235 0.31 121 124 0.97 115 119 1.55 601 601 N/A Small - 1 

DD 592 592 0 412 642 162 293 293 N/A Fail Fail Fail 
Car 1 387 388 0.48 375 378 1.15 368 371 1.26 366 628 185 
Car 2 383 383 0 278 368 34 320 323 1.3 Fail Fail Fail Small - 2 
DD 273 273 0 527 3145 1128 260 753 237 Fail Fail Fail 

Car 1 114 114 0 113 114 0.51 113 131 10 127 223 68 

Car 2 113 113 0 110 113 0.81 119 122 1.28 Fail Fail Fail Small - 3 

DD 158 158 0 228 986 267 155 155 N/A 626 4435 2098 
Car 1 132 132 0 130 132 1.05 129 130 0.51 127 130 1.34 
Car 2 133 133 0 129 131 0.91 127 131 1.3 155 332 125 Small - 4 
DD 148 148 0 180 443 102 210 214 2.82 Fail Fail Fail 

Car 1 101 101 0 109 110 0.51 105 110 2.22 Fail Fail Fail 

Car 2 104 104 0 113 114 0.48 113 113 0 113 218 74 Medium - 1 

DD 200 200 0 117 249 74 169 424 107 193 193 N/A 
Car 1 101 101 0 101 110 3 101 124 11 105 124 10 
Car 2 142 142 0 145 195 12 157 161 2.3 128 184 29 Medium - 2 
DD 238 238 0 129 270 60 115 137 10 186 189 2.12 

Car 1 113 115 0.63 112 114 0.47 105 106 0.5 110 110 N/A 

Car 2 105 105 0 110 111 0.51 117 118 0.44 115 115 N/A Medium - 3 

DD 117 117 0 115 117 0.86 176 176 N/A 150 166 11 
Car 1 123 125 0.96 123 127 1.38 113 114 0.44 113 115 0.89 
Car 2 108 108 0 107 115 3.56 107 112 2.26 107 173 25 Medium - 4 
DD 112 112 0 146 158 6 143 832 286 153 162 6.36 

Car 1 131 131 0 129 130 0.51 128 194 20 127 129 0.84 

Car 2 131 131 0 128 129 0.32 129 419 100 Fail Fail Fail Large - 1 

DD 191 191 0 205 368 58 257 321 30 207 279 51 
Car 1 132 132 0 131 132 0.51 131 132 0.51 147 150 1.28 
Car 2 146 146 0 144 145 0.42 143 144 0.5 164 195 21.9 Large - 2 
DD 163 163 0 159 164 2.18 154 339 82 Fail Fail Fail 

Car 1 136 136 0 111 135 8 133 134 0.7 184 195 7.8 

Car 2 199 199 0 140 229 32 141 154 5.6 122 291 120 Large - 3 

DD 185 186 0.31 153 172 6.16 141 433 129 138 213 43 
Car 1 151 151 0 149 151 0.67 148 149 0.51 125 152 12 
Car 2 188 188 0 165 167 0.63 153 164 5.39 106 149 19 Large - 4 
DD 151 151 0 146 152 1.8 144 212 27 186 217 22 
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Appendix - F –  Additional SPAC-BUG Data 
 
This appendix contains additional data relating to the testing conducted on the SPAC-BUG 
algorithm.  This data should be examined in combination with that found in the results section 
of Chapter 5.  The data included here are standard deviations, minimal, and maximal values 
for the data populations used to calculate each of the averages found in the results tables in 
the aforementioned results section.  The additional data is included here to lend support and 
credibility to the averages declared, and the conclusions that are drawn based on them.  To 
this end comments are provided on each table and the conclusions that may be drawn from 
the data therein. 
 
The most important feature of the data contained in Table XLVI & Table XLVII (later) is that 
there is a good degree of separation present in the (drift-less) data populations on which the 
averages given in 5.10.6.2 are based.  This means that the averages used to make statements 
made regarding the improvement in smoothness of the paths given via SPAC-BUG as 
opposed to an RRT algorithm are representative of the data as a whole.  The degree of 
separation is given by the four categories detailed below, and the category that applies to each 
map and robot is given in Table XLV. 
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Key to table: 
 
Complete overlap The data populations are completely overlapping having a similar (large) 

range and (high) standard deviation.  This occurs due to the nature of the 
map. 
 

Large Overlap There is a large overlap (>50%) of the SPAC-BUG data by the RRT data.  
However in these cases it is important to note that the vast majority of the 
RRT data is outside of the SPAC-BUG range.  This statement is 
supported by a combination of the average higher RRT average and the 
fact that the standard deviations of the RRT data are greater than 80% of 
the ranges for their populations. 
 

Some overlap There is some overlap (<50%) of the SPAC-BUG data range by the RRT 
data range.  However, as for the large overlap cases the majority of the 
RRT data is separate to the SPAC-BUG data.  This is again supported by 
the fact that the RRT standard deviations are greater than 75% of the 
respective ranges. 
 

Some overlap In these cases there is a distinct separation between the two data 
populations. 

 
Table XLV – Amount of Overlap of Data Populations 

Characterisation Map 
Complete Overlap Large Overlap Some Overlap Large Separation 

DD "    Maze Car-Like "    
DD    " Passages Car-Like    " 
DD    " C&V 1 Car-Like   "  
DD    " C&V 2 Car-Like    " 
DD    " C&V 3 Car-Like   "  
DD   "  Random 1 Car-Like   "  
DD  "   Random 2 Car-Like  "   
DD  "   Random 3 Car-Like    " 

 
The data regarding the lengths of paths does not display such a large separation.  However, 
this is not important as such as separation was not expected.  Separation is not expected as it 
is possible for the random nature of the RRT to produce paths of a similar length to those 
produced via SPAC-BUG.  However RRT paths will tend to be longer (rougly twice as long) 
as they are more convoluted.  Another important feature however is that the standard 
deviations and ranges of the SPAC-BUG data show that, in general, the SPAC-BUG paths are 
more consistent (and therefore reliable) that those produced via the RRT. 
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Table XLVI – Additional SPAC-BUG Data Part 1. 

Task Normalised Approximate Curvature XY Path Length as % of Straight 
Line 

Hybrid RRT Hybrid RRT 

RRT Average 
Plan time 

Course Robot Error 
Level Low High SD Low High SD Low High SD Low High SD Low High SD 

0 297 73996 20404 6722 145466 47290 144 1540 390 286 698 136 3 15 4 
1 32724 170979 48500    997 2212 413       
2 65363 550346 187614    1252 4022 1036       

DD 

3 472656 678633 145647    2509 3417 642       
0 34230 282533 74887    919 3009 583       

1 23483 202861 70832    678 2343 624       
2 114294 164993 23940    1852 2268 202       

M
az

e 

Car-
like 

3 285823 491416 105422    2189 2847 332       

0 625 10138 2729 Fail Fail Fail 500 1453 289 Fail Fail Fail Fail Fail Fail 
1 1321 8918 3232    553 1502 498       

2 1258 50399 14999    540 3982 1075       
DD 

3 1664 108618 31751    526 4169 1144       
0 1696 3088 448    526 543 5.25       
1 1169 10756 2920    522 1790 397       
2 1157 82870 28283    512 5573 1741       

Pa
ss

ag
es

 

Car-
like 

3 1507 23033 7391    516 2190 586       

0 759 811 18 900 32186 9564 196 198 0.7 173 611 134 2 19 5 
1 680 1002 113    194 201 2.5       
2 678 4005 1311    190 361 72       

DD 

3 902 28998 12426    192 1230 450       
0 776 4134 1025    217 422 55       

1 807 1407 202    210 270 23       
2 899 59170 21741    228 1591 515       

C
&

V
 1

 

Car-
like 

3 1033 3391 1345    245 421 96       

0 1084 3201 582 4867 20120 6408 206 339 39 245 477 77 1 16 4 
1 1109 51672 15774    202 1472 394       

2 1417 101369 41196    197 2141 805       
DD 

3 16830 102620 60662    728 1958 870       
0 671 1869 344    161 318 48       
1 873 15692 5743    162 800 216       
2 644 29867 9154    153 832 245       

C
&

V
 2

 

Car-
like 

3 79792 538629 242602    1784 4645 1447       
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Table XLVII – Additional SPAC-BUG Data Part 2. 

Task Normalised Approximate Curvature XY Path Length as % of Straight 
Line 

Hybrid RRT Hybrid RRT 

RRT Average 
Plan time 

Course Robot Error 
Level Low High SD Low High SD Low High SD Low High SD Low High SD 

0 889 1265 109 1909 47236 15850 240 246 2.2 190 1057 299 0 43 14 

1 471 12396 3750    162 977 258       
2 419 35366 10917    157 1703 477       

DD 

3 2921 14791 4431    329 1018 237       
0 256 3450 1140    166 514 117       
1 360 62273 19408    164 2468 701       
2 393 4350 1291    161 415 73       

C
&

V
 3

 

Car-
like 

3 19746 102502 34361    1365 2576 531       

0 1565 3513 594 3211 67410 21011 159 222 20 150 450 91 0 5 2 
1 1446 17267 5226    159 419 107       
2 2136 15229 4968    144 377 98       

DD 

3 6754 13725 3486    190 519 179       

0 1109 4516 1046    161 183 6.53       
1 980 8108 2739    157 435 81       
2 931 15437 4703    138 428 89       

R
an

do
m

 1
 

Car-
like 

3 4614 49934 20992    169 817 253       

0 234 5039 1471 1224 105392 31009 122 358 74 161 1090 425 0 25 7 

1 139 24338 9173    120 751 255       
2 305 68320 23759    121 1403 445       

DD 

3 523 30561 12022    125 953 330       
0 160 3499 1028    119 465 108       
1 135 7949 2689    118 607 189       
2 110 2608 736    119 450 101       

R
an

do
m

 2
 

Car-
like 

3 210 31061 13198    117 886 310       

0 476 8934 2638 784 15374 4221 131 454 114 146 286 49 0 3 1 
1 640 23276 8455    128 482 114       
2 925 645166 227335    131 3200 1072       

DD 

3 2283 398301 176600    145 2504 1036       

0 95 433 84    129 154 7.5       
1 255 3282 967    129 289 57       
2 233 372878 117494    131 1500 417       

R
an

do
m

 3
 

Car-
like 

3 832 55700 16905    134 320 72       
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Appendix - G –  Application Of Linear Interpolation 

G.1 Overview 
This appendix serves to provide worked examples of linear interpolation as applied to speed 
and minimum turning circle (MTC) tables used in chapter 6. 

G.2 Application To Speed Table 
Linear interpolation as applied to the speed table in order to calculate the maximum speed 
achievable in the next time step consists of:  
 
1. Calculating the fraction that the inputted value lies between two table values  
2. Using this fraction to find a value between the next higher or lower pairing of values.   
 
An example is given below. 
 
 
 
Speed % 0 0.5 1.5 3 4.5 6 7.5 8.5 9 9.25 

 
To calculate increased speed: 
 
fraction = (inputted speed – lower speed) /(upper speed – lower speed) 
outputted = upper speed+ (fraction ! (upper speed 2 – upper speed)) 

G.3 Application to MTC vs. Speed Table 
An example of linear interpolation as applied to the MTC vs. Speed table is shown below: 
 
 
 
Speed 0 1 2 3 4 5 6 7 8 9 
MTC 0.15 0.15 0.5 0.7 0.8 0.85 0.89 0.93 0.95 0.96 
 
 
 
fraction  = (inputted MTC – lower MTC) / (upper MTC – lower MTC) = (0.81-0.8) / (0.85-0.8) = 0.2 
outputted speed  =  lower speed + (fraction ! (upper speed - lower speed)) = 4 + (0.2!(5-4)) = 4.2 
 

Inputted speed = 4 
Upper speed = 4.5 Lower speed = 3 

= (4-3)/(4.5-3)) = 0.66 
= 4.5+(0.66*(6-4.5)) = 5.5 m/s 

Upper speed 2 = 6 

inputted MTC = 0.81 
lower MTC = 0.8 upper MTC = 0.85 

outputted speed = 4.2 

lower speed = 0.8 upper speed = 0.85 
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Appendix - H –  Additional TOPTrack Data 
 
This appendix contains additional data relating to the testing conducted on the TOPTrack 
algorithm.  This data should be examined in combination with that found in the results section 
of Chapter 6.  The data included here are standard deviations, minimal, and maximal values 
for the data populations used to calculate each of the averages found in the results tables in 
the aforementioned results section.  The additional data is included here to lend support and 
credibility to the averages declared, and the conclusions that are drawn based on them.  To 
this end comments are provided on the tables and the conclusions that may be drawn from the 
data therein. 
 
The important feature of Table XLVIII & Table XLIX (below) is that the standard deviations 
and ranges are all low values.  This means that the averages used in the results section of 
Chapter 6, and the conclusions drawn based upon them are credible.  In addition there is a 
slight tendency for the TOPTrack standard deviations to be lower than those of the Crippled 
algorithm indicating a slight tendency towards being more reliable and consistent. 
 

Table XLVIII - Slow Paths 
TopTrack Cripple 

Time (%) Tracking (m) Time (%) Tracking (m) Robot 

SD High Low SD High Low SD High Low SD High Low 

Truck 0.5 20.3 19.1 0.15 1.13 0.79 0.5 20.1 18.8 0.15 1.13 0.78 
Car 7.8 64.1 45.3 0.08 0.51 0.31 10.2 62.2 38.2 1.02 2.60 0.47 

RC Car 2.1 70 65.3 0.00 0.07 0.06 2.1 70 65.3 0.01 0.10 0.08 
Slow 1.3 37.4 34.7 0.02 0.38 0.35 1.1 34.7 32.6 0.05 0.52 0.41 

Tank 1 41 38 0.15 1.13 0.79 1 41 38 0.15 1.13 0.79 
Fast Track 5 95 84 0.08 0.51 0.31 5 95 84 0.07 0.67 0.51 
Khepera 3 98 91 0.00 0.02 0.02 3 96 90 0.00 0.02 0.02 
Crawler 2 91 86 0.02 0.39 0.35 Fail Fail Fail Fail Fail Fail 

 
 

Table XLIX - Fast Paths 
TopTrack Cripple 

Time (%) Tracking (m) Time (%) Tracking (m) Robot 

SD High Low SD High Low SD High Low SD High Low 

Truck 0.00 53 53 0.00 0.73 0.73 0.00 53 53 0.00 0.73 0.73 
Car 0.00 24 24 0.01 0.37 0.35 0.00 4 24 0.04 0.86 0.78 

RC Car 0.00 32 32 0.00 0.01 0.01 0.02 33 30 0.00 0.11 0.11 

Slow 0.00 48 48 0.00 0.10 0.10 0.00 48 47 0.02 0.67 0.64 
Tank 0.00 77 77 0.00 0.73 0.73 0.00 77 77 0.00 0.73 0.73 

Fast Track 0.00 67 67 0.00 0.09 0.09 6 78 65 0.07 0.81 0.67 
Khepera 0.00 59 59 0.00 0.00 0.00 9 80 59 0.00 0.02 0.02 
Crawler 0.00 81 81 0.00 0.10 0.10 10 40 27 1.93 5.28 2.55 
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